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Abstract

We describe the Query-Model-Refine (QMR) approach
for retrieving and modeling information for program com-
prehension. The QMR approach allows the flexibility to
design and execute application-specific problem-solving
strategies to suit particular program comprehension goals.
The QMR approach has been used for building a number of
program comprehension tools for different applications: in-
teractive automatic parallelization, business rule analysis,
auditing safety-critical control software, and defect analy-
sis. This presentation will be about a program comprehen-
sion tool called Atlas and we will show its use for analyzing
complex defects.

1. Introduction

It is no longer the time and space complexity, but the
human complexity− programmer’s time and effort− that is
really the concern now and it is the bottleneck to achieving
significant software productivity and quality improve-
ments. Software plays a pervasive role in allproductand
infrastructuretechnologies− appliances from microwaves
to pacemakers and infrastructures from air traffic control
systems to power grids must have software to run. Thus
reducing the human complexity of software is bound to
have a far reaching impact. Program comprehension tools
are critical for reducing the human complexity of software.

In his classic paper “No Silver Bullet” [3], Fred Brooks
points to four fundamental factors that make efficient soft-
ware development and evolution a challenging problem.
Then, in his acceptance speech [1] as the first recipient of
the ACM Allen Newell Award, Brooks talks about the im-
portance of software tools and observes:

If indeed our objective is to build computer sys-
tems that solve very challenging problems, my
thesis is that IA> AI, that is, that intelligence

amplifying systems can, at any given level of
available systems technology, beat AI systems.
That is, a machine and a mind can beat a mind-
imitating machine working by itself.

This paper and the keynote address will be about our re-
search following the Brook’s thesis. Our research started
with ParAgent [5], a tool for human assisted automatic par-
allelization of a class of climate models. With ParAgent,
the widely-used meso-scale numerical weather model MM5
was parallelized in two weeks, in contrast to more than three
years of earlier effort at the Argonne National Laboratory.
During the last ten years, we have developed several other
program comprehension tools for multiple languages and
many applications. Some of our tools are now commer-
cially available through EnSoft [2], a company we founded
in 2002. Our tools for safety-critical software are widely
used by most avionics, automobile, and other companies
that need to develop highly reliable software for complex
control systems.

After reflecting on it, it became apparent that ParAgent,
at its core, is really a program comprehension and trans-
formation tool customized for a specific application. As
a result, we subsequently developed a general approach
for building program comprehension tools like ParAgent
and used that approach to build a number of tools for dif-
ferent applications of program comprehension. Also, we
developed the eXtensible Common Intermediate Language
(XCIL) and the eXtensible Pattern Specification Language
(XPSL) to make it easier to develop tools for multiple pro-
gramming languages and different applications [4]. Here,
we will describe the general approach and illustrate its ap-
plicability to analyze a class of complex defects.

2. The Query-Model-Refine Approach

The Query-Model-Refine (QMR) approach is the back-
bone of our tools framework. The QMR approach is a nat-
ural way to attack program comprehension problems. First,



one must be able to retrieve information by analyzing soft-
ware. Second, one must be able to generate abstractions
from the retrieved information. Third, one must be able to
refine and evolve the abstractions to the point where they
are human comprehensible and applicable to the given pro-
gram comprehension problems. The QMR approach is a
framework for executing these three steps accurately and
efficiently.

The research challenges are: developing a query lan-
guage with a fast and accurate execution engine, creating a
modeling capability to abstract and represent models from
query results, and an interactive refinement to transform
models to create human comprehensible knowledge.

2.1. Knowledge-Centric Comprehension

Imagine how difficult it would be to understand operat-
ing system software without the operating systems knowl-
edge about processes, synchronization primitives, interrupt
handing, and system calls. We follow a pragmatic approach
by building program comprehension tools not as a substitute
for domain knowledge but to amplify that knowledge by as-
sociating it with details of the particular code, and applying
the amplified knowledge to solve a variety of maintenance
and evolution problems.

3. Comprehension of Defects

We will illustrate an application of the QMR approach
for understanding a class of complex defects.

3.1. Complex Matching Pair Defects

A missing parenthesis is a simple Matching Pair (MP)
defect which can be easily detected by a compiler. A com-
plex MP defect is one where the matching can happen in
two far away parts of the program. Examples of such match-
ings include: allocation and deallocation of memory,wait()
andsignal(). It is not at all easy to understand programs
to determine if there are execution paths without matching
pairs. There are several complexities. For example, one
must follow the pointers to ensure that the allocation and
deallocation are for the same memory. Also, one must con-
sider the possibility that the matching could happen in pro-
gram segments executed by different threads.

3.2. Comprehension: Strategy and Tool

Domain knowledge allows one to design domain-
specific program comprehension strategies. For example,
operating systems knowledge tells us that interrupt-driven
low-level device drivers are connected with their high-level
device driver counterparts through shared aggregate data

structures, and not by control flow paths. Then, the strat-
egy to understand resource (e.g. memory) usage, by de-
vice drivers, would be to follow not only the control flow
but also the program parts that share common data struc-
tures. A high-level device driver may allocate resources but
not deallocate them. A program comprehension tool can be
very useful to apply this strategy to actual code. Without a
tool, it is tedious and time consuming to follow the control
flow paths, identify pieces of code that share common data
structure.

A query capability could give us the list of all global data
structures and the list of functions that access each structure.
However, the amount of information can be overwhelming.
The tool can help us by creating a graph model that shows
the data structures and functions as nodes of different col-
ors and the reads and writes as edges of different colors.
Again, the graph could be huge and dense and not help
much. Then, a tool can be really useful if it allows us to
refine the graph so that nodes and connections irrelevant to
the resource usage could be eliminated. This is the kind of
program comprehension tool one can build using the QMR
approach.

4. Conclusion

The keynote talk will include a demonstration of the At-
las tool from EnSoft to show how the QMR approach works
in practice. We will analyze an operating systems code us-
ing the Atlas tool. The demonstration will illustrate how the
tedious and time-consuming task of analyzing complex de-
fects can be greatly simplified so that instead of hours we
can do the analysis in minutes and avoid human errors that
are likely to occur without the tool.
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