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1. INTRODUCTION 
Parallel computer systems are an emerging trend 

in the 1990s. Considerable progress has been made 
in designing and constructing the hardware, but pro- 
ducing software for these parallel systems has pro- 
ven to be quite difficult. In this position paper we 
argue that shared objects can provide the key to 
implementing parallel applications on a variety of 
hardware arc hi tectures. 

Parallel computer systems can be divided into 
two general categories: multiprocessors and multi- 
computers. Multiprocessors are systems that con- 
tain multiple CPUs that share a common main 
memory. A simple bus-based multiprocessor is 
shown in Fig. 1. In the more advanced multiproces- 
sors, such as DASH (Lenoski et al., 1992), the 
memory is partitioned into pieces and caches and 
multiple buses are used to improve performance. 
Nevertheless, the key feature that makes a system a 
multiprocessor is that all the CPUs can directly read 
and write the main memory without any software 
intervention. 

memory. To access data in another memory, a CPU 
must send (in software) a message to the CPU own- 
ing that memory and ask it to do the access. A sim- 
ple multicomputer is shown in Fig. 2. Hypercubes, 
Transputer grids and various other topologies also 
exist. 

Network 
Fig. 2. A single-bus multicomputer. 

Multiprocessors and multicomputers differ in 
important ways in terms of hardware and software. 
Large multiprocessors are relatively difficult and 
expensive to build because implementing all the 
necessary buses, caches, and control logic is com- 
plex. On the other hand, programming with shared 
memory is straightforward. It can use semaphores, 
monitors, and other well known techniques. 

In contrast, large multicomputers are more 
straightforward to build because all that is needed is 
a collection of conventional CPU + memory pairs 
and a message passing network. Unfortunately, pro- 
gramming multicomputers is difficult precisely 

Fig. 1. A single-bus multiprocessor. because the hardware does not support shared 
memory. Instead, programmers are generally given 
yo primitives like send and receive, and are 
expected to do the rest themselves. 

Thus we have a situation in which one kind of 
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The other category Of system is the multicom- 
puter, in which each CPU has its own private 
memory. Each CPU can only access its own 
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machine is hard to build but easy to program, and 
the other is easy to build but hard to program. We 
believe that by using shared objects as a program- 
ming paradigm, it is possible to combine the best 
properties of these two models. In the rest of this 
paper we describe how it can be done. 

2. SHARED OBJECTS 
Various researchers have attempted to simulate 

shared memory on multicomputers in the past, but 
each of these solutions has various problems. Li 
and Hudak (1989) proposed operating a page-based 
virtual memory over a network, but this system 
suffers from performance problems due to the rigid 
unit of transfer and problems with false sharing 
when two unrelated objects used by different pro- 
cessors just happen to fall on the same page. 

Munin (Bennet et al., 1990) and Midway 
(Bershad et al., 1993) get around these problems by 
sharing variables rather than pages, but they both 
require the programmer to supply annotations to the 
code, which is additional work and a potential 
source of errors. Linda (Carrier0 and Gelernter, 
1989) provides shared tuples, but restricts the opera- 
tions on them to simply entering them and removing 
them from the shared tuple space. 

Our solution is a refinement of these ideas. It is 
based on having the programmer declare objects 
that can be potentially shared among processes on 
all machines in the system. These objects are 
passive-they are invoked by threads, but do not 
themselves contain internal threads. The shared 
objects act as though they are in a common shared 
memory (even though they are not), and can be 
accessed by all authorized processes by simply 
invoking their methods. Each method operates only 
on a single object. 

When two threads in different processes invoke 
methods on an object simultaneously, the effect is 
as if these methods were carried out sequentially in 
some order. The system guarantees that each invo- 
cation appears to be indivisible. The net result is as 
if either thread 1 went first and invoked its method 
to completion, at which time thread 2 began its 
work, or vice versa. This mutual exclusion is han- 
dled automatically, without the programmer having 
to deal with any locks, semaphores, etc. Provision 
is also made for condition synchronization, so an 
invocation can be delayed until some precondition 
is met (e.g., a method that removes an item from a 
buffer can be delayed until the buffer contains at 
least one item). 

On a multiprocessor, these semantics can be 
achieved by keeping one copy of each object in 
memory and protecting it by a lock. Before any 
method can be performed on an object, the invoking 
thread has to acquire the lock and assure mutual 
exclusion. This approach does not ensure any par- 
ticular order of method execution in the face of 
competing demands, but does ensure that the system 
as a whole appears sequentially consistent. What 
our scheme does is achieve the same result on a 
multicomputer, and without requiring a distributed 
locking protocol. 

3. IMPLEMENTATION 
The idea of a global shared object space is simple 

and attractive, but stands or falls with the efficiency 
of the implementation. In this section we will 
describe how we have built a shared object system 
that achieves good performance. We will start by 
explaining how the system works when hardware 
broadcasting (or multicasting, which is even better) 
is available, and then touch upon the implementa- 
tion when neither is present. 

The heart of the algorithm is a layered structure 
that provides reliable, totally-ordered broadcasting 
in the operating system or in a layer just above it. 
On top of this is the runtime system. On top of the 
runtime system is the user program. 

Briefly, one version of the broadcast algorithm 
works as follows. For more details, see (Kaashoek, 
1992). When a program starts running on a collec- 
tion of processors, one of them is elected as the 
sequencer. This machine has the same hardware 
and software as all the others, but it just has a bit set 
indicating that it is to execute the sequencer func- 
tion. 

To do a reliable broadcast, a thread sends a 
point-to-point message to the sequencer. The 
sequencer adds the next sequence number to the 
header and then broadcasts the message. It also 
saves the messages in a history buffer. 

When a broadcast message arrives at any proces- 
sor, the kernel checks to see if there is a gap in the 
sequence numbering. If not, the message is passed 
up to the runtime system. If there is a gap, the 
incoming message is buffered, and a request is sent 
to the sequencer asking for the missing message(s). 
In this way, it is guaranteed that all runtime systems 
see all broadcasts in sequence, even in the face of 
lost messages. Note that in the absence of lost mes- 
sages, a broadcast only takes two messages, the 
same as a remote procedure call (RPC). 
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On systems where the network does not support 
broadcasting in hardware, it can be done in software 
by sending point-to-point messages along a 
minimum spanning tree (Bal and Kaashoek, 1993). 
The delay for using a spanning tree algorithm is log- 
arithmic in the number of machines in the system 
(assuming complete connectivity), which is worse 
than an RPC, but still manageable. 

The runtime system based on totally-ordered, 
reliable broadcasting (either in hardware or using a 
spanning tree) works like this. An object can either 
be replicated (one copy on each machine that uses 
it) or there can be just a single copy in the system 
(on the machine using the object most heavily). 
When a method is invoked, the runtime system 
checks to see if the object will be modified (i.e., 
whether it is a read or a write operation). The Orca 
compiler (Bal et al., 1992), used for most of our 
current parallel programming, provides this infor- 
mation. The runtime system also checks to see if 
the object is replicated. 

Based on these factors, method invocation can 
take place as follows: 

#Copies IUW Action 
, Single Read If local, do it; else, do RPC 

Single 
Replicated 
Replicated 

~ 

Write 
Read Perform method locally 
Write Broadcast method & params 

If local, do it; else, do RPC 

statement or a loop, and whether it is a read or a 
write. This information is used to estimate the 
expected numbers of read and write operations, and 
these counts are passed to the runtime system. 

The replication algorithm used by the runtime 
system has as its goal maximizing system perfor- 
mance by minimizing network traffic. Based on the 
estimates of how many reads and writes each 
machine is going to perform on each object, it com- 
putes the expected number of messages for both the 
replicated case and the single copy case (in which 
case the object is placed one the machine expected 
to make the most references). Whichever situation 
gives the least traffic is chosen. 

The replication algorithm is not carried out con- 
tinuously. Rather, when a process forks off a child, 
the child is placed on a specific machine, and it is 
given zero or more shared objects as parameters. 
The existence of this new process, and which 
objects it will use, is broadcast, so all machines can 
keep track of which machines are using which 
objects and how many reads and writes are expected 
from each of them. Based on this information, 
replication or dereplication is done. It is not essen- 
tial that rebalancing is done only when new 
processes are created. This is merely a convenient 
moment. 

Objects are not explicitly migrated, but it can 
happen that the above algorithm may decide to keep 
one copy of an object on a certain machine. If the 
previous situation was one copy on a different 
machine, in effect migration has taken place. 
Objects can also switch from single copy to repli- 
cated state and back during execution. 

4. DISCUSSION 
Basing a parallel program on objects imple- 

mented by reliable, totally-ordered broadcasting has 
some interesting properties. Since the broadcasts 
are guaranteed to be carried out in the same order 
on all machines, the system is sequentially con- 
sistent. Note that when a thread does a read at 
about the same time as another thread broadcasts a 
write, the thread may get the old value or the new 
value. However, on a multiprocessor, if a thread 
reads the shared memory at about the same time 
another thread is doing a write, the first thread may 
get the old value or the new value too. In other 
words, this scheme is the same as what one would 
get on a multiprocessor-no better and no worse. In 
effect, using objects, we can program a multicom- 
puter as if it were a multiprocessor. 



Let us briefly consider what happens when an 
invoked method makes multiple references to a data 
structure inside a shared, replicated object. One 
message is broadcast telling all machines to execute 
the method, but it does not matter how many times 
shared data structures are updated. Only a single 
message is needed. In this respect, the efficiency of 
our method is equivalent to that of release con- 
sistency (Lenoski et al., 1992) in terms of number of 
messages sent, but the programmer gets to see the 
simpler model of sequential consistency. 

Using shared objects as the communication and 
synchronization model has several advantages over 
message passing. These are summarized below, and 
apply to both the broadcast implementation and the 
point-to-point implementation. 

First, shared objects are objects, with all the 
well-known software engineering properties this 
implies. 

Second, the use of objects to encapsulate shared 
data gives the implementation the freedom to actu- 
ally use release consistency (or entry consistency) to 
achieve high performance, while giving the pro- 
grammer the pleasant illusion of sequential con- 
sistency. 

Third, data access, mutual exclusion, and condi- 
tion synchronization are all cleanly integrated into a 
single conceptual model. Method invocations are 
automatically mutually exclusive, and condition 
synchronization can be handled by guards. In 
page-based distributed shared memory, Munin, 
Midway, and Linda, different mechanisms are 
needed for each. 

Fourth, since most messages only contain a 
method number and a few parameters, most mes- 
sages are short compared to messages in other sys- 
tems that send whole pages (although some reduce 
overhead by using differencing). 

Fifth, a program written in this style can be 
ported easily between multicomputers and multipro- 
cessors. By simply relinking with a different run- 
time library, the same program can run with good 
efficiency on both kinds of systems. The multipro- 
cessor version can use locks and shared memory, 
and the multicomputer version can use the tech- 
niques described above. 

Numerous other object-based systems exist, such 
as Emerald (Jul et. al, 1988) and COOL (Lea et al, 
1993). However, these systems generally do not 
support replication, which makes them more suited 
for distributed programming than parallel program- 
ming. 

Our conclusion is that this technique has consid- 
erable promise in a number of ways, and should be 
usable for programming multicomputers for a 
variety of parallel applications, particularly those 
with a high ratios of reads to writes on shared 
objects. 
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