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1
Introduction

Since the inception of operating system to manage the computer, the lives of ap-
plication programmers are much easier. Operating systems provide a simpler and
machine-independent interface to the applications than the raw hardware and iso-
late individual applications that share the hardware. An operating system not only
provides an interface to the applications it hosts, but it also provides many services
which are convenient to share among applications. It isolates the applications from
each other and multiplexes resources which would require exclusive access. The
applications can rely on the operating system carrying out these tasks reliably with a
good quality of service. Ordinary users often equate the operating systems and their
user interface presented by a set of applications running on top of the operating sys-
tem. Also the application programming interface (API) of the systems is often very
similar. However, the internal implementation of the individual operating systems
leads to significant differences between various breeds of operating systems.

For the past several decades, the internal implementation of operating systems
has evolved in response to the progress in the development of hardware, the changes
in the requirements by the application programmers and the growing penetration
of computers in every activity of human daily life. Although the developers and
maintainers of the operating systems evolved the implementation to keep up with
the changing demands, certain key concepts, adopted at the time of each operating
system’s inception, did not change dramatically for long and allow us to classify the
operating systems based on the design decisions made long ago. These decisions
were always subject to a compromise between simplicity, generality, performance
and often capabilities of the hardware.

The most prevalent implementation choice became an operating system based on
a monolithic kernel which runs all operating system services in the privileged pro-
cessor mode, and is adopted by virtually all general purpose commodity operating
systems like Linux, Windows or the many variants of BSD, since at the time these
systems were born, an operating system was a relatively small piece of software,

1



2 CHAPTER 1. INTRODUCTION

working from time to time on behalf of the applications. The single core chips and
limited memory mainly asked for a resource multiplexor. However, the evolution
and changing demands forced the systems to absorb the wider role of a provider
of many crucial services, which made the original systems’ kernel to grow rapidly.
The monolithic approach allowed for a solution which worked and performed well,
while the advances in implementation scaled to fulfill the demands of the new com-
puterized and interconnected era. The commodity operating systems try to provide
the best to all or at least the majority of applications and use cases. We use them
daily on our desktops, phones, tablets or in data centers around the globe. Although
there are alternatives developed for specific use cases, they are not very popular (ex-
cept for embedded systems) since the commodity systems are well known, simple
to use, host a huge number of applications and have massive support from hardware
vendors. However, most importantly, they have performance which is not matched
by other systems’ architectures and performance is the primary criterion for many
customers.

At the same time, other operating systems were designed with specific interest-
ing properties in mind, for instance reliability, security or real time applications. We
focus on multiserver operating systems, which run all system services as unprivi-
leged isolated processes on top of a microkernel. These systems have been designed
with modularity, reliability and dependability in mind rather than focusing on per-
formance.

Since performance is praised by many more than reliability, this kind of systems
was always criticized [90] and never became a widely adopted option outside spe-
cialized areas such as embedded systems. Nevertheless, the concept of microkernels
persisted and fast microkernels [71; 57; 85; 29; 31] are used in many applications,
in fact, they are enjoying a renaissance because of the popularity of multicores and
virtualization.

However, the performance of a microkernel is only part of the entire multiserver
system performance’s problem. The mostly synchronous communication, constant
switching of processes, sharing of a single processing unit and the number of pro-
cesses involved in serving each application request are just some of the more im-
portant issues. The performance of the available implementations of multiserver
systems was ridiculed so badly that multiserver systems are generally considered to
have lost the battle. Monolithic systems rule, except in some specialized areas.

It is true that at the time multiserver systems were first created, the available
hardware did not permit a well performing implementation. Therefore these sys-
tems remained niche, primarily used only in extremely demanding and constrained
scenarios like controlling spacecrafts, in mission critical applications like aircrafts,
missiles or power plants. Only in such cases their superior reliability, formal verifi-
ability, possibility of live updates without any downtime, modularity and other fea-
tures, make them more valuable than high performing commodity systems, which
lack adequate design abstractions to address these concerns and, instead, resort to
scalability of implementation. This approach typically results in hard-to-maintain
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1synchronization code to deal with the scalability challenges imposed by modern
multicore architectures and the underlying cache coherence protocols. At the same
time, extensive community review and testing [90] and complex error handling code
are necessary.

Although building reliable systems is a daunting task, reliability must not be
restricted to critical applications only. Even devices of daily use like personal com-
puters, smart phones or tablets should really work at all times. Even though their
failures rarely lead to disasters and casualties, it causes annoying user experiences
like missing an important phone call or spending an overseas flight without a work-
ing entertainment system. Unexpected crashes and reboots interrupt the usage of
the device and may cause a loss of data and results of recent work. For instance,
a crash during a long computation may not give a chance to save the intermediate
results, forcing the user to start the entire computation from scratch after a reboot.
In contrast to data centers, which also use commodity operating systems to deliver
reliable services, personal devices cannot take easily advantage of replication and
redundancy so that a fault in an instance of the operating system causes failure of
the entire device. On the other hand, data centers have to overprovision not only for
hardware failures, but for software failures as well. This costs money, which reliable
systems can help to save. Operating systems that are reliable by design can become
commodity only if they overcome their performance issues and begin to scale and
perform well. In this thesis we show that it is possible, by proper design, to make a
system reliable, well performing and scalable.

In this thesis we show how to modify the design to harness multicore processors
which we believe change the ratio of the performance–reliability trade-off which has
been in favor of the monolithic systems for many years. Multicore processors en-
able us to significantly reduce overheads of the multiserver design so that we can
dramatically boost the performance while not compromising on reliability. In fact,
we can even improve it. We use the rich expertise of the MINIX group at the Vrije
Universiteit in Amsterdam acquired during many years of development of multi-
server systems, namely of MINIX 3, for high reliability. We take the reliability as
granted by the previous work and we enhance the design for increased and com-
petitive scalability and performance. Christoph Lameter’s presentation at the Otawa
Linux Symposium [90] in 2007 gave ...an overview of why Linux scales and shows
these hurdles microkernels would have to overcome in order to do the same. We took
the extra steps to overcome the hurdles and in combination with the new multicore
processors we show that multiserver systems can (i) intelligently partition state of the
services to minimize the impact of failures and (ii) scale comparably to monolithic
systems. Focusing on the networking subsystem, we demonstrate that it is possible
to achieve both goals without exposing the implementation to common pitfalls such
as synchronization errors, poor data locality, and false sharing.



4 CHAPTER 1. INTRODUCTION

1.1 Overview of Operating System Architectures

To understand the advantages and limitations of different operating systems archi-
tectures, we first present a brief overview of the two main competing architectures
of operating systems, namely the monolithic and microkernels.

1.1.1 Monolithic Kernels

A monolithic operating system is the most straightforward way to build a privileged
layer between the applications and the hardware. The application can request a ser-
vice from the operating system almost in the same way as making a procedure call
to a library. In fact, even today the execution often continues uninterrupted in the
same execution thread using the same stack to store data, and returns back to the ap-
plication unless it is not possible to satisfy the request immediately. In such a case,
the kernel suspends execution on behalf of the application and switches execution to
another ready application. In a nonpreemptive kernel running on a single processor,
there was little need for synchronization besides disabling interrupts in certain sen-
sitive cases. The kernel was simple. Even in the case of an interrupt, the processing
used to continue in the context of the interrupted application. However, as it caused
high jitter, nowadays kernels postpone interrupt processing until a more convenient
moment, which leads to specialized kernel threads of execution.

With the increasing availability of multiprocessors and low latency requirements,
developers kept adding threads to achieve parallelism and preemption within the ker-
nel. Many of the threads now run without direct relation to a specific process. For
instance, they execute tasks periodically or asynchronously to the applications or de-
vice events. This significantly increased the complexity of the kernel. On one hand,
various threads of execution could run in parallel (virtually or actually), on the other
hand developers had to deal with safeguarding accesses to unprotected shared data,
which created the problem of retrofitting the required synchronization into the exist-
ing code bases of the quickly growing operating systems. Simple solutions—for ex-
ample the big kernel lock of Linux—worked, but did not scale. However, replacing it
with finer grained and scalable solutions proved to be an extremely complex and er-
ror prone task. Although the advances in implementation of the synchronization, an-
notation of read-mostly or CPU local data, etc. allowed monolithic systems to scale,
the shared-everything model requires the developers to be extremely cautious and
poses deep knowledge of subtle details of the systems to produce deadlock free code.

Monolithic systems contain drivers-code plugged into the kernel to control pe-
ripheral devices. The plethora of device types and different vendors requires spe-
cific code for many of the devices. These drivers are usually supplied directly by
the manufacturers or enthusiasts who just need their specific model to work. Al-
though the core developers of the open source systems try hard to refactor, unify
and reuse lots of code, the developers of the drivers are not bound by anything but
the ever-changing internal APIs. Therefore everyone is free to introduce their own
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1new threads to carry out tasks so far not anticipated by the unified code, as well as
new locks to protect data structures not previously shared. In fact, the drivers can
do virtually anything. Even though the drivers are often less safe than the rest of the
system’s kernel [41], they are not isolated from the rest of the kernel whatsoever and
any of their failures easily propagates to the rest of the system causing a fatal crash.

One of the most widely used monolithic kernels is Linux. In contrast to pro-
prietary systems, which are distributed without their source code, development of
Linux is open to the world with a vast community of pure enthusiasts as well as
employees of large companies. Due to its open source nature, everybody can study
the system and its use is hugely popular due to its royalty-free license. Therefore
we can find Linux in practically every domain of computing, ranging from home
routers, smart phones and PCs to servers, data centers and super computers. Al-
though there are other open source operating systems such as FreeBSD, none match
Linux in popularity and deployment. This makes Linux the de facto standard system
for comparison.

At the same time, evolution and implementation of Linux and other open source
monolithic systems is driven by conflicting needs of different users. What suits
one does not need to suit others and therefore the implementation is necessarily a
compromise.

While the amount of human effort, the rich set of features and, of course, the
money invested, makes it hard to compare apples with apples in the case of research
in operating systems. We nevertheless use Linux to show that performance of our
research system is in the same league as the state-of-the-art commodity systems.

1.1.2 Microkernels

In contrast to monolithic kernels, a microkernel contains only the essential mecha-
nisms that isolate processes, switch between their execution, manage low-level re-
sources and grant access to peripherals, while user-space processes implement all
policies. Unlike in a monolithic system, applications do not request the system ser-
vice by switching to the privileged mode where it continues with execution of the
system code. Instead, the applications must ask other user-space programs to provide
the service. All processes communicate with others by passing messages, which the
kernel dispatches, while it suspends the sending process until a reply with results is
ready.

Using a microkernel, the systems can have several forms. For instance, L4Linux
uses a single system server, a paravirtualized Linux kernel, for implementing all of
the operating system services. All applications, even though running natively on top
of the L4 microkernel, pass their system calls to the system server, much like if they
were running on regular Linux. While the single system process has many of the
disadvantages of the original Linux, the key difference is that the system server can
use native L4 drivers, processes isolated from the system server, to access devices.
Therefore a fault in any driver, possibly provided by an untrusted third party, does
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not immediately cause a fault in the main system server as well.
A big step towards even more reliable operating systems has been achieved by

the seL4 [85] project. It is the first formally verified microkernel. In other words,
the microkernel has been proven to work according to the specification. Although
it does not guarantee on its own that the system running on top of this kernel is
reliable, dependable or safe, it creates a solid point for building such systems, while
monolithic systems cannot rely on anything of this kind.

A microkernel can host multiple independent instances of the system server like
L4Linux, de facto serving as a hypervisor. In fact hypervisors like Xen [29] or
Nova [143] are, in a sense, custom built microkernels and Xen’s Dom0 serves a
similar purpose as the native drivers of L4Linux. However, an entire Linux is used
to provide the drivers and rich management. Unfortunately, this carries the same
isolation and reliability problems as a monolithic system. Therefore a disaggregation
of the Dom0 has been proposed [109].

Moreover, VirtuOS [113] demonstrated recently that it is possible to build a
single system image out of several monolithic kernels that run on top of the Xen
hypervisor instead of a microkernel. In this way, the virtualization allows a semi-
decomposition of a monolithic system. Even though each virtual machine (domain)
runs an entire Linux kernel, it is responsible for a certain system task only. Although
this design introduces communication overheads between the domains, it preserves
the performance of each isolated subsystem, while it prohibits propagation of faults
between the domains. However, the current implementation includes only I/O do-
mains for networking and storage and the primary domain still uses a massive portion
of the huge kernel. In a way, VirtuOS improves reliability of a monolithic system
using monolithic kernels as building blocks to mimic the microkernel approach.

In contrast, microkernels allow for a truly clean slate design of the entire system,
where individual services run as a collection of isolated processes, the multiserver
systems. Although the design is clear, reliable, modular and versatile—Linus Tor-
valds himself stated in the famous Torvalds–Tanenbaum debate that ... the design is
superior from a theoretical and aesthetical point of view—it contains performance
issues that were considered inherent. The fact that handling of each application
request or external event can involve multiple processes, each running for a brief
moment only, causes high overheads for managing execution of the processes. Not
only does the microkernel need to process many messages, schedule the processes
and keep saving and restoring their contexts, but the hardware itself is underutilized
by the frequently switching streams of instructions which flush the CPU internal
structures as each process needs different data in caches, newly populated TLB and
reestimated branch predictors. For these reasons, the single core processors of the
past were a far better match for monolithic systems when it came to performance.
Although the switching between applications and the privileged kernel has similar
hardware issues, the switching is orders of magnitude less frequent and hence the
performance hit is smaller. Nevertheless, recent studies show [139; 69] that even in
the monolithic systems the penalty is significant.
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1In fact, in the past, to avoid the cost of switching between the monolithic kernel
and user space, some web servers [95] were placed directly in the Linux kernel to
avoid the cost of mode switching. These days, developers of D-Bus [5] are ponder-
ing moving the entire interprocess communication mechanism into the kernel (kd-
bus [8]). Similarly, to minimize the “inherent” overheads, developers of microkernel
based systems take shortcuts and diverge from the clean model to a hybrid design
by placing more than the necessary minimum into the kernel (for example the XNU
kernel of Mac OS X), while only retaining the option to run the device drivers in
user space, as they are often the biggest source of bugs, possibly compromising the
rest of the operating system.

Not only was the hardware initially more suitable for building monolithic sys-
tems than other system architectures, the hardware evolution was also partly driven
by the most widely used type of systems and software in general. Specifically, the
hardware vendors implemented features to improve the performance of the mono-
lithic systems. For instance, the SYSCALL (AMD) and SYSENTER (Intel) instructions
make the transfer between execution in user space and in the kernel faster. However,
the hardware did not improve much the support for messaging.

On the other hand, we must highlight the good properties of the microkernel
based operating systems, namely their reliability and dependability. Jonathan Shapiro
stated in 2006 in a Linus Torvalds rebuttal [136] that Ultimately, there are two com-
pelling reasons to consider microkernels in high-robustness or high-security envi-
ronments: (i) There are several examples of microkernel-based systems that have
succeeded in these applications because of the system structuring that microkernel-
based designs demand. (ii) There are zero examples of high-robustness or high-
security monolithic systems. Multiserver systems do not only contain faults in iso-
lated components. It is also possible to update different parts of the system while it
is running without any downtime, allowing live updates before a known bug causes
a fault or before someone exploits a programming error. Although it is possible to
patch a running Linux kernel [28], these patches are largely limited to critical secu-
rity issues and the scope of the fixes is narrow as it is complicated to bring the share-
everything running kernel into a quiescent state. In contrast, due to the isolation of
the multiserver system components, it is possible to “pause” a system server, transfer
its state to its new incarnation, unplug the old one and carry on with the new version.
It is our goal to make these properties part of commodity operating systems too.

1.2 New Multicore Hardware

Hardware has changed dramatically in the past decade. Instead of a single execu-
tion unit with ever increasing clock speed, the frequencies of the modern chips have
leveled off. Instead, they have multiple cores on a single die and each core can have
multiple execution threads. For instance the SPARC T5 (announced in 2012) fea-
tures 16 cores. Each core has 8 threads out of which 2 can execute simultaneously.
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The recently1 unveiled SPARCs double the number of cores. This makes for a total
of unprecedented 256 hardware threads per chip! Likewise, the newly announced
Intel Xeon Haswell-based chips have up to 18 cores with 2-way hyperthreading, and
the Xeon Phi coprocessor offers up to 61 cores, while the next generation Knights
Landing is supposed to have up to 72 cores with 4 threads each, available in a copro-
cessor as well as a socket version. This is an enormous increase in parallelism that
is hard to tame outside the world of supercomputing and data centers.

The question we investigate in this thesis is how much the new multicore pro-
cessors with their available parallelism change the game in the arena of operating
systems in favor of the multiserver systems. In contrast to the old, single core pro-
cessors, having more parallel execution units on the same chip lets the system ser-
vices run side by side without the need for switching between them. We investigate
the idea that having a vast number of hardware threads, each performance sensitive
system process of a multiserver system can possibly use its own core or a thread.
This way, the processes can execute anytime they need. The scheduler does not need
to guess which of the processes is the best to run next and which one to preempt to
run another one.

A multiserver system resembles a true distributed system. However, the advan-
tage of running the system within a single machine on a single chip is reliable and
trustworthy communication. The interprocess messages cannot get lost or spoofed in
the Internet. On the other hand, a multiserver system cannot take the full advantage
of the new hardware out of the box. The cost of cross-core kernel-based interprocess
communication is higher than on a single core chip and thus it still remains a sig-
nificant bottleneck. On a single core chip, the processes can exploit the causality of
synchronous messaging. In case the receiver is able to receive, the microkernel can
use the current location of the message, for example the machine registers, and pass
it to the receiver in-place and schedule it to run immediately, as done by the family of
L4 microkernels. In contrast, synchronous cross-core messaging requires cross-core
notification, since the microkernel running on the “receiving” core might be sleeping
or executing an application rather than actively monitoring whether it should receive
a message from another random core. The available notification mechanism are in-
terprocessors interrupts (IPI), which the sending core needs to set up in an interrupt
controller, while the receiving core must handle it as a generic interruption. There-
fore the receiver is not only returning from the privileged mode to user space, but
the core must wake up first and handle the exception. This is costly.

In this work we show that it is possible to radically reduce the cost by excluding
the kernel from the fast path and moving the communication entirely into user space.
However, we can do that efficiently only if the communicating processes run in dif-
ferent hardware contexts. This allows the system to stream messages throughout the
system. We demonstrate that with some help from the hardware, we can make the
user-space communication efficient and we also stress that there is more the design-

1As of the time of writing in Fall 2014
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1ers of the future hardware can do to help us to further improve the communication.

1.3 Network Stack

To demonstrate the viability of our idea we focus on the network stack, a subsys-
tem that connects the operating system and the applications it hosts to the outside
world. The network stack is a performance-critical component in modern operating
systems. At the same time, it has a long history of reliability issues, and is widely
recognized as a complex subsystem. Therefore enhancing reliability of networking
without compromising its performance is important.

Development of monolithic systems concentrates primarily on improving per-
formance to keep up with the speed of the interconnection technologies. Handling
gigabit rates was challenging years ago, 10 gigabit speeds are the norm nowadays,
while the industry is moving to 40 and 100 gigabit links. Multiserver systems are
able to deliver the reliability, but unfortunately the price is very high and handling
gigabit traffic at wirespeed typically remains a wishful goal.

The key limitation of multiserver systems in achieving high bitrates is synchronous
communication between the network stack and the drivers and data copying from the
network stack to the drivers and vice versa. While the CPU is busy, the network inter-
face does not receive enough packets to keep the link fully utilized since per-packet
overheads in software create large interpacket gaps. Even though microkernels often
offer some sort of asynchronous communication by means of notifications (a mech-
anism similar to hardware interrupts), the sending process must interrupt its stream
of execution and ask the microkernel to deliver the notification, after which the re-
ceiving process gets likely scheduled. This effectively synchronizes the processing.
In a way, the synchronous communication is not much different form the proce-
dure calls within a monolithic system, but the overhead of such calls is orders of
magnitude cheaper. We show that the multiserver system can counter this problem
by using asynchronous user-space communication between components on different
cores, which allows pipelining of processing without excessive gaps and bursts. The
user-space communication depends on polling or, preferably, hardware support for
low overhead cross-core notification which does not disrupt the execution streams.

The monolithic system architecture not only has less internal overhead, it also
“naturally” scales to multiple cores by making the code multithreaded. The one
single-threaded component per function paradigm in a multiserver system does not
enable such a straightforward approach. Although in the past, having one single-
threaded process to handle all network traffic did not seem prohibitive, it is no com-
petition to the multithreaded network stacks of commodity operating system running
on multicore servers in data centers. A single-threaded component simply cannot
use the power of multiple cores. Indeed, it is possible to make the single networking
component multithreaded as well, however, such a component becomes complex,
deadlock and error prone. At the same time, the scalability issues of monolithic
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systems [38], due to contention on locks and problematic data sharing, make multi-
threading not so “natural” as it may seem at first glance. In contrast, we show that it
is possible to scale the network stack of a multiserver system by running several fully
isolated replicas of the network stack. Although this solution requires some assis-
tance from the network cards, contemporary hardware has almost all the necessary
features and the remaining may well emerge in the near future as also other groups
express their interest in them. They advocate for the operating system to become a
control plane [121; 33], while the hardware takes the responsibility for multiplexing
and isolation.

The way we see the novel reliable and scalable operating system design funda-
mentally differs in how the CPU cycles are used. In a monolithic system, each CPU
core is used for general purpose, hosting both the applications and the operating sys-
tem’s kernel. Depending on the application and its requests, the CPU executes the
required part of the kernel. This means that the core’s cycles are split between the
system and the applications and all of the cycles can be used meaningfully. Simi-
larly, applications share the cores with the operating system servers. Although some
functions may execute on a different core than where the application is running, an-
other application or a system service can use that core in the meantime. It looks
obvious that in a system which dedicates some of the cores to some of its compo-
nents (as we propose), it can happen that many cycles cannot be used as no other
process can run on the dedicated core even when it is not fully utilized. Moreover,
the cores dedicated to the system cannot be used by the applications. However, on
second glance, the reality is different. We will show that the usage of the CPU cycles
is just distributed differently.

Specifically, in a traditional system, applications can use only a fraction of a
core’s cycles. For instance, in network intensive workloads, the network processing
in the kernel can use more than 70% of each core while the applications can use only
the remainder, effectively using only less than 30% of all the available cycles [82]
in the machine. The application processing as well as the processing in the kernel
is distributed across many cores. In contrast, in the case of dedicated cores, the
application processing as well as the processing in the system is consolidated on the
system cores and the application cores respectively. If the application can use 30%
of all the cores, it has the same number of cycles at its disposal. We show that when
the load is high, the sum of cycles available for the applications is the same as in the
case of a more traditional system and the processing is smoother, even though the
distribution of the usage looks a little counterintuitive.

Indeed, a problem may arise in the case of mixed workloads when the cores
dedicated to the network stack are not fully utilized. The answer to this problem is
two-fold. Cores with multiple hardware threads allow us to coalesce different com-
ponents on different threads of the same cores. While a traditional multiserver sys-
tem requires the microkernel and the scheduler to switch between the processes on a
core, multithreaded cores interleave the execution streams with much finer granular-
ity without additional involvement of software, achieving the illusion of processes
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1running simultaneously but with much smaller overhead. The hardware scheduler
switches the streams when they have data available, which makes the use of the hard-
ware more efficient as cycles are not wasted when the execution units stall waiting
for the fetches from main memory. This setup may result in some interference in
cache. However, if this is limiting, the load is too high and we have to stop coalesc-
ing. An orthogonal option is to use heterogeneous processors that can offer many
simpler cores than general purpose processors. The system can use the higher num-
ber of cores for finer grained resource allocation and for better power management
as the “smaller” simpler cores tend to be more power efficient. We show that the
performance of such cores is sufficient for running even highly loaded system tasks.

1.4 NEWTOS

To prove the concept and to evaluate the ideas we implemented NEWTOS, a system
based on the MINIX 3 multiserver system. We call the system NEWTOS because
like newts, little amphibians that have the unique ability to re-generate limbs and
organs in case of injury2, NEWTOS can survive crashes and recover parts of the
system.

We extended MINIX 3 by adding support for multicore chips and we have reim-
plemented the user-space network stack. Instead of the original single process,
we separated processing of individual networking protocols into isolated processes.
This increases pipelining and separates functions that are easier to recover from
failures and the ones with a large state which is hard to preserve. We introduced
asynchronous user-space communication channels between these components that
bypass the microkernel. We also abandoned the mostly synchronous communica-
tion between the network stack and the network device drivers and replaced it with
the same user-space communication. In addition, we extended the communication
all the way to the applications by redesigning the network sockets. Specifically, We
expose the socket buffers to the applications. Thus, applications can check whether
the buffer is full or empty and access the data directly. This allows for uninterrupted
execution of the applications by avoiding almost all of the legacy trap-based system
calls which were so far considered the main bottleneck. To make the communication
channels work efficiently, the kernel provides the system processes with a new way
of blocking. However, on some architectures, the user-space processes can even do
it on their own without any assistance from the microkernel. To make the network
stack scalable, NEWTOS can run multiple copies of the entire stack. This fact is
completely transparent to the applications while it allows spreading the load among
multiple cores. The number of the network stack instances is flexible and adjustable
to the current workload.

2http://en.wikipedia.org/w/index.php?title=Newt&oldid=632017386
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1.5 Contributions

Our contributions are several fold:

1. We show that the often touted performance issues of multiserver systems are
not inherent. Specifically, we show that with modern multicore processors
many of the old performance bottlenecks of multiserver systems can be re-
moved to make them competitive in performance (but better in reliability) in
comparison with commodity monolithic operating systems.

2. We implemented a novel network stack for a multiserver system which im-
proved the network throughput from a little more than 100 Mbps to 10 Gbps.
This throughput is only limited by our testing hardware and not by the struc-
ture of the network stack.

3. We also introduced novel communication between the applications and the
network stack, which can avoid almost all system calls an application that
uses network must execute in other operating systems. Under high load we can
reduce the number of system calls by more than 99%. In other words, almost
all the communication occurs in user space and bypasses the microkernel.

4. We show that isolation and partitioning have better scalability and reliability
properties than the shared-all model of monolithic systems. We can run in-
dependent isolated instances of the network stack to scale the throughput of
the system as the load demands, while the instances do not share any data
structures, therefore there is no contention in any synchronization.

5. We show that multiserver systems can adapt to the future heterogeneous mul-
ticore architectures as we can run their parts on the most appropriate types of
cores and the best core is not necessarily the fastest core in the system On the
contrary, we show that slow cores can deliver unexpected performance.

6. We demonstrate that operating systems can have both reliability and perfor-
mance without trading one for the other. The more performance we gain, the
more we can afford to further decompose system servers and their state which
makes recovery from faults simpler. In addition, running multiple instances of
the same system servers means that any fault does not bring down the entire
service they provide.

1.6 Organization of the Dissertation

The work has been published and submitted to refereed conferences and workshops
and the remainder of this dissertation, which includes this work, is organized as
follows:

Chapter 2 presents a new research system NEWTOS, which we use for prototyping
our ideas. It is based on MINIX 3, however, it diverges strongly in the way
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1it uses the available cores and how the system servers communicate. NEW-
TOS shows that it is advantageous to pin the performance sensitive servers
and drivers to their own cores, which allows them (i) to execute without in-
terleaving with other processes, (ii) communicate asynchronously without in-
volvement of the microkernel and (iii) pipeline their work, hence increasing
parallelism and, in turn, (iv) improve reliability by allowing the system to split
the services into even more fine grained and isolated components. NEWTOS
demonstrates that multiserver systems and multicore processors are a great
match. To support our claims we cover in detail implementation and evalua-
tion of its network stack, since it is a subsystem the most easily stressed by
intensive workload.

Chapter 2 appeared in Proceedings of The 42nd Annual IEEE/IFIP Interna-
tional Conference on Dependable Systems and Networks (DSN 2012)

Chapter 3 discusses how NEWTOS can achieve the best performance on hetero-
geneous processors, which allow each server to run on the most suitable type
of core. In addition, it shows that the fastest and “the most powerful” cores
are not necessarily the most suitable ones and that slow (or wimpy) cores can
deliver superior performance for the system processes. The heterogeneous
multicores have the potential to offer more cores on a die of the same size
than their homogeneous counterparts in the future, however we use commod-
ity chips in combination with frequency scaling to slow down some of the
cores to emulate wimpy cores of heterogeneous platforms and we show the
potential for energy savings and improved power/performance ratio.

Chapter 3 appeared in Proceedings of the 2013 USENIX Annual Technical
Conference (ATC’13)

Chapter 4 focuses on efficient resource usage of multicore, heterogeneous and over-
provisioned processors. Most of the prior work focused only on scheduling
applications in such environments. In contrast, we show the operating sys-
tem must get the same attention. The multiserver systems can embrace such
processors more easily than other systems, however, it is not possible without
changing the way the operating system itself perceives its system processes
since they are different than applications. The scheduler must not only pas-
sively observe metrics provided by the hardware and guess what is the best
for each of the system servers. They must not be opaque processes anymore.
The scheduler must know each of the server’s role and requirements. At the
same time, the servers must supply the scheduler with performance indicators
and the scheduler itself must take an active part in evaluating the data and re-
configuring the system depending on the current load, available resources and
power budget. We propose “profile based scheduling” as the simplest method
to match current readings of the indicators and good predetermined configu-
rations.
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Chapter 4 appeared at The 4th Workshop on Systems for Future Multicore
Architectures (SFMA 2014)

Chapter 5 explores the possibilities and benefits of removing of a significant over-
head of operating systems—the system calls—by running parts of the oper-
ating system on different cores than the applications. Prior work shows that
system calls disturb execution of applications by interleaving them with ex-
ecution of the operating system, which invalidates internal structures of the
processor. NEWTOS as well as modifications of some commodity systems
allow parallel execution of applications and the operating system on disjoint
cores. NEWTOS demonstrates that it is possible to extend the fast user-space
interprocess communication and signaling, which the operating system uses
among its servers, to the applications. We focus on the BSD sockets API
system calls and we show that exposed socket buffers based on producer–
consumer queues can avoid vast majority of the system calls as the applica-
tions can resolve them immediately on their own and only use true system
calls when they need to block. In contrast to other approaches to minimize the
sockets system calls, we entirely exclude the kernel from the fast path, while
we preserver backwards API compatibility.

Chapter 5 appeared in Proceedings of the 2014 Conference on Timely Results
in Operating Systems (TRIOS ’14)

Chapter 6 discusses the limitations of commodity systems for the increasingly high
scalability and reliability demands of modern applications. We show that their
architectures lack adequate design abstractions to address these concerns and
instead resort to scalability and reliability of implementation. We demonstrate
that a simple and a principled OS design driven by two key abstractions—
isolation and partitioning—is effective in building scalable and reliable sys-
tems while solely relying on scalability and reliability of design. To substanti-
ate our claims, we apply our ideas to the NEWTOS’s network stack and present
a clean slate implementation called NEAT, and discuss the architectural sup-
port necessary to deploy our solution in real-world settings. We show that our
design can (i) intelligently partition the network stack state to minimize the
impact of failures and (ii) scale comparably to Linux, but without exposing
the implementation to common pitfalls such as synchronization errors, poor
data locality, and false sharing.

Chapter 6 is under submission

Chapter 7 concludes the dissertation by summarizing the results and discussing
opportunities for future research directions.
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Keep Net Working

On a Dependable and Fast Networking Stack

Abstract

For many years, multiserver1 operating systems have been demonstrating, by their
design, high dependability and reliability. However, the design has inherent perfor-
mance implications which were not easy to overcome. Until now the context switch-
ing and kernel involvement in the message passing was the performance bottleneck
for such systems to get broader acceptance beyond niche domains. In contrast to
other areas of software development where fitting the software to the parallelism
is difficult, the new multicore hardware is a great match for the multiserver sys-
tems. We can run individual servers on different cores. This opens more room for
further decomposition of the existing servers and thus improving dependability and
live-updatability. We discuss in general the implications for the multiserver systems
design and cover in detail the implementation and evaluation of a more depend-
able networking stack. We split the single stack into multiple servers which run on
dedicated cores and communicate without kernel involvement. We think that the
performance problems that have dogged multiserver operating systems since their
inception should be reconsidered: it is possible to make multiserver systems fast on
multicores.

1Operating systems implemented as a collection of userspace processes (servers) running on top of a
microkernel

15
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2.1 Introduction

Reliability has historically been at odds with speed—as witnessed by several decades
of criticism against multiserver operating systems (“great for reliability, but too slow
for practical use”). In this paper, we show that new multicore hardware and a new
OS design may change this.

Reliability is crucial in many application domains, such as hospitals, emergency
switchboards, mission critical software, traffic signalling, and industrial control sys-
tems. Where crashes in user PCs or consumer electronics typically mean inconve-
nience (losing work, say, or the inability to play your favorite game), the conse-
quences of industrial control systems falling over go beyond the loss of documents,
or the high-score on Angry Birds. Reliability in such systems is taken very seriously.

By radically redesigning the OS, we obtain both the fault isolation properties of
multiserver systems, and competitive performance. We present new principles of
designing multiserver systems and demonstrate their practicality in a new network
stack to show that our design is able to handle very high request rates.

The network stack is particularly demanding, because it is highly complex, per-
formance critical, and host to several catastrophic bugs, both in the past [58] and the
present [21]. Mission-critical systems like industrial control systems often cannot be
taken offline to patch a bug in the software stack—such as the recent vulnerability in
the Windows TCP/IP stack that generated a storm of publicity [21]. When uptime is
critical, we need to be able to patch even core components like the network stack on
the fly. Likewise, when part of the stack crashes, we should strive toward recovery
with minimal disturbance—ideally without losing connections or data.

In this paper, we focus on the network stack because it is complex and perfor-
mance critical, but we believe that the changes we propose apply to other parts of
the operating system as well. Also, while we redesign the OS internals, we do not
change the look and feel of traditional operating systems at all. Instead, we adhere
to the tried and tested POSIX interface.

Contributions In this paper, we present a reliable and well-performing multiserver
system NEWTOS2 where the entire networking stack is split up and spread across
cores to yield high performance, fault isolation and live updatability of most of the
stack’s layers. We have modified MINIX 3 [12] and our work has been inspired by
a variety of prior art, such as Barrelfish [31], fos [151], FlexSC [139], FBufs [55],
IsoStack [135], Sawmill Linux [62] and QNX [131]. However, our design takes up
an extreme point in the design space, and splits up even subsystems (like the network
stack) that run as monolithic blobs on all these systems, into multiple components.

The OS components in our design run on dedicated cores and communicate
through asynchronous high-speed channels, typically without kernel involvement.
By dedicating cores and removing the kernel from the fast path, we ensure caches are

2A newt is a salamander that, when injured, has the unique ability to re-generate its limbs, eyes, spinal
cord, intestines, jaws and even its heart.
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warm and eliminate context switching overhead. Fast, asynchronous communication
decouples processes on separate cores, allowing them to run at maximum speed.

Moreover, we achieve this performance in spite of an extreme multiserver archi-
tecture. By chopping up the networking stack into many more components than in
any other system we know, for better fault isolation, we introduce even more inter-
process communication (IPC) between the OS components. As IPC overhead is al-
ready the single most important performance bottleneck on multiserver systems [97],
adding even more components would lead to unacceptable slowdowns in existing OS
designs. We show that a careful redesign of the communication infrastructure allows
us to run at high speeds despite the increase in communication.

Breaking up functionality in isolated components directly improves reliability.
Making components smaller allows us to better contain the effects of failures. More-
over, components can often be restarted transparently, so that a bug in IP, say, will not
affect TCP. Our system recovers seamlessly from crashes and hangs in drivers, net-
work filters, and most protocol handlers. Since the restarted component can easily be
a newer or patched version of the original code, the same mechanism allows us to up-
date on the fly many core OS components (like IP, UDP, drivers, packet filters, etc.).

The OS architecture and the current trend towards manycore hardware together
allow, for the first time, an architecture that has the reliability advantages of mul-
tiserver systems and a performance approximating that of monolithic systems [38]
even though there are many optimizations left to exploit. The price we pay is mainly
measured in the loss of cores now dedicated to the OS. However, in this paper we
assume that cores are no longer a scarce resource as high-end machines already have
dozens of them today and will likely have even more in the future.

Outline In Section 2.2, we discuss the relation between reliability, performance,
multiservers and multicores. Next, in Section 2.3, we explain how a redesign of the
OS greatly improves performance problems without giving up reliability. We present
details of our framework in Section 2.4 and demonstrate the practicality of the design
on the networking stack in Section 2.5. The design is evaluated in Section 2.6 We
compare our design to related work in Section 2.7 and conclude in Section 2.8.

2.2 Reliability, performance and multicore

Since it is unlikely that software will ever be free of bugs completely [70], it is cru-
cial that reliable systems be able to cope with them. Often it is enough to restart
and the bug disappears. For reliability, new multicore processors are double-edged
swords. On the one hand, increasing concurrency leads to new and complex bugs.
On the other hand, we show in this paper that the abundance of cores and a care-
fully designed communication infrastructure allows us to run OS components on
dedicated cores—providing isolation and fault-tolerance without the performance
problems that plagued similar systems in the past.
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Figure 2.1: Conceptual overview of NEWTOS. Each box represents a core. Application (APP)
cores are timeshared.

Current hardware trends suggest that the number of cores will continue to rise [2;
22; 79; 104; 133; 134] and that the cores will specialize [112; 139; 144], for example
for running system services, single threaded or multithreaded applications. As a
result, our view on processor cores is changing, much like our view on memory
has changed. There used to be a time when a programmer would know and cherish
every byte in memory. Nowadays, main memory is usually no longer scarce and
programmers are not shy in wasting it if doing so improves overall efficiency—
there is plenty of memory. In the same way, there will soon be plenty of cores.
Some vendors already sacrifice cores for better energy efficiency [2; 22]. The key
assumption in this paper is that it is acceptable to utilize extra cores to improve
dependability and performance.

Unfortunately, increasing concurrency makes software more complex and, as a
result, more brittle [81]. The OS is no exception [101; 119; 132]. Concurrency bugs
lead to hangs, assertion failures, or crashes and they are also particularly painful, as
they take considerably longer to find and fix than other types of bugs [81].

Thus, we observe (a) an increase in concurrency (forced by multicore hardware
trends), (b) an increase in concurrency bugs (often due to complexity and rare race
conditions), and (c) systems that crash or hang when any of the OS components
crashes or hangs. While it is hard to prevent (a) and (b), we can build a more reliable
OS that is capable of recovering from crashing or hanging components, whether they
be caused by concurrency bugs or not.

Our design improves OS reliability both by structural measures that prevent cer-
tain problems from occurring in the first place, and by fault recovery procedures that
allow the OS to detect and recover from problems. Structural measures include fault
isolation by running OS components as unprivileged user processes, avoiding mul-
tithreading in components, and asynchronous IPC. For fault recovery, we provide a
monitor that checks whether OS components are still responsive and restarts them if
they are not.

The research question addressed in this paper is whether we can provide such
additional reliability without jeopardizing performance. In existing systems, the an-
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swer would be: “No”. After all, the performance of multiserver degrades quickly
with the increase in IPC incurred by splitting up the OS in small components.

This is true even for microkernels like L4 that have optimized IPC greatly [97],
and is the main reason for the poor performance of multiserver systems like MINIX 3 [12].
However fast we make the mechanism, kernel-based IPC always hurts performance:
every trap to the kernel pollutes the caches and TLB with kernel stuff, flushes register
windows, and messes up the branch predictors.

In the next section, we discuss how we can reduce this cost in a new reliable OS
design for manycore processors.

2.3 Rethinking the Internals

As a first step, and prior to describing our design, we identify the tenets that underlie
the system. Specifically, throughout this work we adhere to the following principles:

1. Avoid kernel involvement on the fast path. Every trap in the kernel pollutes
caches and branch predictors and should be avoided when performance counts.

2. Do not share cores for OS components. There is no shortage of cores and
it is fine to dedicate cores to OS components, to keep the caches, TLBs and
branch prediction warm, and avoid context switching overhead.

3. Split OS functions in isolated components. Multiple, isolated components
are good for fault tolerance: when a component crashes, we can often restart
it. Moreover, it allows us to update the OS on the fly.

4. Minimize synchronous intra-OS communication. Synchronous IPC intro-
duces unnecessary waits. Asynchronous communication avoids such bottle-
necks. In addition, asynchrony improves reliability, by preventing clients from
blocking on faulty servers [74].

We now motivate the most interesting principles in detail.

2.3.1 IPC: What’s the kernel got to do with it?

All functions in a multiserver system run in isolated servers. A crash of one server
does not take down the entire system, but the isolation also means that there is no
global view of the system and servers rely on IPC to obtain information and services
from other components. A multiserver system under heavy load easily generates
hundreds of thousands of messages per second. Considering such IPC rates, both
the direct and indirect cost of trapping to the kernel and context switching are high.

To meet the required message-rate, we remove the kernel from high-frequency
IPC entirely and replace it with trusted communication channels which allow fast
asynchronous communication. Apart from initially setting up the channels, the ker-
nel is not involved in IPC at all (Section 2.4).
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As shown in Figure 2.1, every OS component in NEWTOS can run on a separate
core for the best performance while the remaining cores are for user applications.
The OS components themselves are single-threaded, asynchronous user processes
that communicate without kernel involvement. This means no time sharing, no
context switching, and competing for the processor resources. Caching efficiency
improves both because the memory footprint of each component is smaller than of
a monolithic kernel, and because we avoid many expensive flushes. By dedicating
cores to OS components, we further reduce the role of the kernel because no schedul-
ing is required and dedicated cores handle interrupts. This leaves only a thin kernel
layer on each system core.

Removing the kernel from fast-path IPC also removes the additional inefficiency
of cross-core IPC that is, paradoxically, only noticeable because there is no longer a
context switch. Single core systems partially hide IPC overhead behind the context
switch. If a server needs another server to process a request, that process must be
run first. Therefore, the trap to the kernel to send a message is the same as needed
for the context switch, so some of the overhead is “hidden”.

On multicores, context switching no longer hides the cost of IPC and the latency
of the IPC increases because of the intercore communication. The kernel copies the
message and if one of the communicating processes is blocked receiving, it must
wake it up. Doing so typically requires an interprocessor interrupt which adds to the
total cost and latency of the IPC.

If enough cores are available, we can exclude the kernel from the IPC. Our mea-
surements show that doing so reduces the overhead of cross-core communication
dramatically.

2.3.2 Asynchrony for Performance and Reliability

A monolithic system handles user space requests on the same core as where the
application runs. Many cores may execute the same parts of the kernel and access
the same data simultaneously, which leads to lock contention to prevent races and
data corruption. We do not require CPU concurrency per server and event-driven
servers are fast and arguably less complex than threads (synchronization, preemp-
tion, switching, etc.) and help avoid concurrency bugs. For us, single threaded
servers are a good design choice.

However, synchronous communication between the servers (blocking until re-
ceiving a reply), as used in most multiserver systems may well make the entire sys-
tem single threaded in practice. Thus, dedicating a separate core to each server
reduces the communication cost but does not scale further.

Ideally, we would like the cores to process tasks in parallel if there is work to
do. To do so, the servers must work as independently of each other as possible to
increase intra-OS parallelism. Only asynchronous servers can process other pending
requests while they wait for responses from others.

An argument against asynchrony is that it is difficult to determine whether a
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process is just slow or whether it is dead. However, a multiserver system, unlike a
distributed system, runs on a single machine and can take advantage of fast and reli-
able communication provided by the interconnect. Together with the microkernel, it
makes detection of such anomalies much simpler.

Most microkernels provide synchronous IPC because it is easy to implement and
requires no buffering of messages. In practice, support for asynchronous communi-
cation is either inefficient (e.g., MINIX 3) or minimal. Specifically, the large num-
ber of user-to-kernel mode switches results in significant slowdowns here also. In
contrast, the communication channels in our design increase asynchrony by making
nonblocking calls extremely cheap.

While asynchrony is thus needed for scalability on multicores, it is equally im-
portant for dependability. The system should never get blocked forever due to an
unresponsive or dead server or driver. In our design, a misbehaving server cannot
block the system even if it hogs its core. Better still, our asynchronous communica-
tion lets servers avoid IPC deadlocks [137]. Since servers decide on their own from
which channel and when to receive messages (in contrast to the usual receive from
anyone IPC call), they can easily handle a misbehaving server that would otherwise
cause a denial-of-service situation.

2.4 Fast-Path Channels

The main change in our design is that instead of the traditional IPC mechanisms
provided by the microkernel, we rely on asynchronous channels for all fast-path
communication. This section presents details of our channel implementation using
shared memory on cache-coherent hardware. Shared memory is currently the most
efficient communication option for general-purpose architectures. However, there is
nothing fundamental about this choice and it is easy to change the underlying mech-
anism. For instance, it is not unlikely that future processor designs will not be fully
cache coherent, perhaps providing support for the sort of message passing instead
as provided by the Intel SCC [79]. Moreover, besides convenient abstractions, our
channels are generic building blocks that can be used throughout the OS. By wrap-
ping the abstraction in a library, any component can set up channels to any other
component.

Our channel architecture has three basic parts: (1) queues to pass requests from
one component to another, (2) pools to share large data, and (3) a database containing
the requests a component has injected in the channels and which we are waiting for
to complete or fail. We also provide an interface to manage the channels. The
architecture draws on FBufs [55] and Streamline [51], but is different from either in
how it manages requests.

Queues Each queue represents a unidirectional communication channel between
one sender and one consumer. We must use two queues to set up communication
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in both directions. Each filled slot on a queue is a marshalled request (not unlike a
remote procedure call) which tells the receiver what to do next. Although we are not
bound by the universal size of messages the kernel allows and we can use different
slot sizes on different queues, all slots on one queue have the same size. Thus we
cannot pass arbitrarily sized data through these channels.

We use a cache friendly queue implementation [64; 51], that is, the head and
tail pointers are in different cache lines to prevent them from bouncing between
cores. Since the queues are single-producer, single-consumer they do not require
any locking and adding and removing requests is very fast. For instance, on the
test machine used in the evaluation section, the cost of trapping to the kernel on a
single core using the SYSCALL instruction in a void Linux system call takes about
150 cycles if the caches are hot. The same call with cold caches takes almost 3000
cycles. In contrast, on our channels it requires as little as 30 cycles to asynchronously
enqueue a message in a queue between 2 processes on different cores while the
receiver keeps consuming the messages. The cost includes the stall cycles to fetch
the updated pointer to the local cache.

Pools We use shared memory pools to pass large chunks of data and we use rich
pointers to describe in what pool and where in the pool to find them. Unlike the
queues which are shared exclusively by the two communicating processes, many
processes can access the same pool. This way we can pass large chunks from the
original producer to the consumers further down the line without the need to copy.
Being able to pass long chains of pointers and zero-copy are mechanism crucial for
good performance. All our pools are exported read only to protect the original data.

Database of requests As our servers are single-threaded and asynchronous, we
must remember what requests we submitted on which channels and what data were
associated with each request. After receiving a reply, we must match it to the corre-
sponding request. For this purpose, the architecture provides a lightweight request
database that generates a unique request identifier for every request.

Our channel architecture also provides an interface to publish the existence of
the channels, to export them to a process, and to attach to them. We discuss this in
more detail in Section 2.4.3.

2.4.1 Trustworthy Shared Memory Channels

Shared memory has been used for efficient IPC for a long time [55] and in many
scenarios [53; 35; 51; 100]. The question we address here is whether we can use it
as a trusted communication channel without harming dependability.

Kernel-level IPC guarantees that a destination process is reliably informed about
the source process. Our channels offer the same guarantees. As servers must use
the trusted (and slower) kernel IPC to set up the channels (requesting permission
to export or attach to them), the kernel ensures that processes cannot change the
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mappings to access and corrupt other processes’ address spaces. Since a process
cannot make part of its address space available to another process all by itself, setting
up the shared memory channel involves a third process, known as the virtual memory
manager. Each server implicitly trusts the virtual memory manager. Once a shared
memory region between two processes is set up, the source is known.

Likewise, we argue that communication through shared memory is as reliable as
communication through the kernel. In case the source is malicious or buggy, it can
harm the receiving process by changing data in the shared location when the receiver
was already cleared to use them. The receiving process must check whether a request
make sense (e.g., contains a known operation code) and ignore invalid ones. If the
sender tampers with the payload data, the effect is the same as if it produced wrong
data to begin with. Although incorrect data may be sent to the network or written to
disk, it does not compromise the network or disk driver.

In addition, we use write protection to prevent the consumer from changing the
original data. While the consumer can, at any time, pass corrupted data to the next
stage of a stack, if a request fails or we need to repeat the request (e.g., after a
component crash, as discussed in Section 2.5), we can always use the original data.

We must never block when we want to add a request and the queue is full, as
this may lead to deadlocks. Each server may take its own unique action in such
a situation. For instance, dropping a packet within the network stack is acceptable,
while the storage stack should remember the request until the congestion is resolved.

2.4.2 Monitoring Queues

If a core is busy, there is no problem to check the queues for new requests. However,
once a core is not fully loaded, constant checking keeps consuming energy, even
though there is no work to do. Therefore, we put idle cores to sleep. But the process
must wake up immediately when there is more work to do. The sender can use
kernel IPC to notify the receiver that a new request is available, but that is precisely
what we want to avoid. To break the circle, we use the MONITOR and MWAIT pair
of instructions, recently added to the Intel x86 instruction set, to monitor writes to a
memory location while the core is idle. In addition to the shared memory channels,
each server exports the location it will monitor at idle time, so the producers know
where to write to.

Unfortunately, these instructions are, available only in privileged mode—so we
must use the kernel to sleep. Although we only need the kernel’s assistance when
a server has no work to do and we want to halt the core, the overhead of restoring
the user context when a new request arrives adds to the latency of the MWAIT. This
fact encourages more aggressive polling to avoid halting the core if the gap between
requests is short. Part of the latency is absorbed by the queues we use to implement
the communication channels. If the MWAIT were optionally allowed in unprivileged
mode, we would get perfect energy consumption aware polling with extremely low
wake-up latency. In our opinion, the kernel should be able to allow this instruction
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in an unprivileged mode (as it can disable it in the privileged one) when it knows that
the core is dedicated to a process and thus this process cannot prevent other processes
from running when it halts its core. Moreover, a core cannot be disabled entirely,
as an interrupt, for example from another core, can always wake it up. Although
such instructions are fairly unique to x86, they prove so useful that we expect other
architectures to adopt variants of them in the future.

2.4.3 Channel Management

As there is no global manager in our system, the servers must set up the channels
themselves. After all, we do not want our recovery mechanisms to depend on another
server which itself may crash. When a server starts, it announces its presence by a
publish-subscribe mechanism. Another server subscribed to the published event can
then export its channels to the newly started one. Exporting a channel provides the
recipient with credentials to attach to it. In our case, it can use the credentials to re-
quest the memory manager to map it into its address space. A server can also detach
from a channel. This is only used when the other side of the channel disappears. We
never take a channel away from an active server since it would crash after accessing
the unmapped memory. Pools are basically channels without the additional queue
structuring and the limit of how many processes can attach to it, therefore we use the
same management for both.

Because we use the pools to pass large chunks of data without copying, not only
the processes that communicate immediately with each other must be able to attach
pools. Each channel is identified by its creator and a unique id. The creator publishes
the id as a key-value pair with a meaningful string to which a server can subscribe.
After obtaining the identification pair, the server can request an export of the pool
from its creator, which the creator can grant or deny.

2.4.4 Channels and Restarting Servers

When a server crashes and restarts it has to reattach channels which were previously
exported to it. Since the channels exported by a crashed server are no longer valid,
their users need to detach from them and request new exports. The identification of
the channels does not change.

We cannot hide the fact that a server crashed from the ones it talked to since
there may have been many requests pending within the system. Reestablishing the
channels to a server which recovered from a crash is not enough. Servers that kept
running cannot be sure about the status of the requests they issued and must take
additional actions. We use the request database to store each request and what to do
with it in such a situation. We call this an abort action (although a server can also
decide to reissue the request). When a server detects a crash of its neighbor, it tells
the database to abort all requests to this server. While the database removes the re-
quests, it executes the associated abort actions. Abort actions are highly application
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specific. For instance, servers in a storage stack are likely to clean up and propagate
the abort further until an error is returned to the user-space processes. On the other
hand, servers in a networking stack may decide to retransmit a packet or drop it,
which we discuss in the following Section 2.5.

The channels allow a component to be transparently replaced by a newer version
on the fly as long as the interface to the rest of the system stays unchanged. Since
a new incarnation of a server in our system inherits the old version’s address space,
the channels remain established.

2.5 Dependable Networking Stack

The network stack is a particularly critical part of current OSs, where often extreme
performance is as important as high reliability since downtime may have a high
cost. In addition, the network stack is very complex and frequently contains critical
bugs, as witnessed recently by the vulnerability in Microsoft systems [21]. Thus, we
selected the networking stack as the most interesting subsystem in the OS to evaluate
our design.

In contrast to monolithic OSs that are very good in performance but do not ad-
dress reliability at all, we opted for an extreme design. In case of a fatal error in the
stack, the rest of the system keeps working. As we shall see, the system can often
fix the problem automatically and seamlessly. In situations when it cannot, the user
can take an action like saving data to disk and reboot which is still more than a user
can do when the whole system halts.

Our stack goes even well beyond what is currently found in other multi-server
systems. For instance, Herder et al. [75] showed in the original MINIX 3 how to
repair faulty network userspace drivers at runtime by restarting them. However, net-
work drivers are near-stateless components and the network protocols know how to
recover from packet loss. Any fault in IP, say, would crash the entire stack. How-
ever, because the network stack itself is stateful, it was possible to restart it, but not
to recover the state. We decompose the network stack in even more smaller (and
simpler) separate processes, which increases isolation, but also the amount of IPC.

Figure 2.2 shows how we split up the stack into multiple components. The
dashed box represents what is usually a single server in a multiserver system and
the boxes inside are the servers in NEWTOS. We draw a line between the IP layer
and the transport protocols. Our IP also contains ICMP and ARP. For security rea-
sons, the networking stack usually contains a packet filter which we can also isolate
into a standalone process. Again, such an extreme decomposition is practical only if
we do not significantly compromise performance.

Each of the components has at least some state and the size of this state and the
frequency at which it changes determines how easily we can recover from a failure
(Table 2.1).

After drivers, the simplest component to restart is IP. It has very limited (static)
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Figure 2.2: Decomposition and isolation in multiserver systems

state, basically the routing information, which we can save in any kind of permanent
storage and restore after a crash. ARP and ICMP are stateless. To recover UDP,
however, we need to know the configuration of the sockets, a 4-tuple of source and
destination address and ports. Fortunately, this state does not change very often. The
packet filter has two kinds of state. The more static portion is its configuration by
the user which is as simple to recover as IP state. However, there is also dynamic
state. For instance, when a firewall blocks incoming traffic it must not stop data
on established outgoing TCP connections after a restart. In NEWTOS, the filter can
recover this dynamic state, for instance, by querying the TCP and UDP servers.

The biggest challenge is recovering TCP. Besides the 4-tuple part of the state,
it has a frequently changing part for congestion avoidance and reliable transport.
In fact, all unacknowledged data are part of this state. Although preserving such
state for recovery is difficult, research in this area shows how to design such system
components [47].

In our design, we isolate the parts that are difficult to recover (TCP) from from
those we know how to restart, thus improving overall dependability. The ability to
recover most of the network stack (even if we cannot recover all) is much better
than being able to recover none of it and vastly better than a bug bringing the entire
system to a grinding halt. Note that not being able to recover the state of TCP means
only that existing connections break. Users can immediately establish new ones.

NEWTOS survives attacks similar to the famous ping of death [58] without
crashing the entire system. Also, it does not become disconnected when the packet
filter crashes, neither does it become vulnerable to attacks after it restarts since its
configuration is preserved.

In addition, it is possible to update each component independently without stop-
ping the whole system as long as the interface to the rest of the system remains
unchanged. In fact, shutting down a component gracefully makes restarting much
simpler as it can save its state and announce the restart to other parts of the stack in
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Component Ability to restart
Drivers No state, simple restart

IP Small static state, easy to restore

UDP Small state per socket, low frequency of change, easy
to store safely

Packet filter Static configuration, easy to restore, information about
existing connections is recoverable

TCP Large, frequently changing state for each connection,
difficult to recover. Easy to recover listening sockets

Table 2.1: Complexity of recovering a component

advance. We are confident that all servers of our network stack can converge to a
consistent state for an update since they satisfy the conditions presented by Giuffrida
et al. in [46].

In November 2011, Microsoft announced a critical vulnerability [21] in the UDP
part of Windows networking stack. The vulnerability allows an intruder to hijack the
whole system. In this respect, NEWTOS is much more resilient. First, hijacking an
unprivileged component does not automatically open doors to the rest of the system.
Second, we are able to replace the buggy UDP component without rebooting. Given
the fact that most Internet traffic is carried by the TCP protocol, this traffic remains
completely unaffected by the replacement, which is especially important for server
installations. Incidentally, restartability of core components proved very valuable
during development of the system since each reboot takes some time and it resets
the development environment.

2.5.1 The Internals

Nowadays, multigigabit networks present a challenge for many software systems,
therefore we want to demonstrate that a multiserver system handles multigigabit
rates. We replaced the original MINIX 3 stack by LwIP [56] because LwIP is eas-
ier to split and modify. Although LwIP is primarily designed for size rather than
high performance (it targets mostly embedded devices), it is a clean and portable
implementation of the TCP/IP protocol suite. We use the NetBSD packet filter (PF)
and we heavily modified the driver for the family of Intel PRO/1000 gigabit network
adapters.

To separate the IP part, we only had to change the place where LwIP does the
routing for outgoing packets. Although virtually all gigabit network adapters pro-
vide checksum offloading and TCP segmentation offloading (TSO - NIC breaks one
oversized TCP segment into small ones), LwIP does not support it out of the box. We
changed the LwIP internals to support these optimizations. Although this improves
the performance of LwIP dramatically, the TCP code requires a complete overhaul
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Figure 2.3: Asynchrony in the network stack

if we want it to be as efficient as, say, the Linux network stack. Even so, we will
show that the performance of our design is competitive.

We did not port the network stack from Linux or any BSD flavor because these
depend on the monolithic environment (memory management, etc.) and changing
the stack to our needs would likely severely compromise its performance.

Figure 2.3 shows the placement of PF within the stack. Placing PF in a T junction
makes it easier to support both post and pre-routing rules, and to restart PF on a crash
(see Section 2.5.4). In addition, in this design IP remains the only component that
communicates with drivers. Although this setup puts more performance pressure on
the IP server since it must hand off each packet to another component three times,
IP is not the performance bottleneck of the stack, even with the extra work.

2.5.2 Combining Kernel IPC and Channels IPC

In our current implementation, the servers which interface with user space and
drivers need to combine channel IPC with kernel IPC, as the kernel converts inter-
rupts to messages to the drivers. Similarly, the system calls from user applications
are also kernel IPC messages. Therefore we combine the kernel call, which moni-
tors memory writes, with a non-blocking receive, that is, before we really block or
after we wake up, we check if there is a pending message. Whenever there is one,
we deliver it when we return from the kernel call. Of course, we do not block at
all if we find a message. Because kernel IPC from other cores is accompanied by
an interprocessor interrupt (IPI) when the destination core is idle, the IPI breaks the
memory write monitoring even if no write to the monitored location occurred. Note
that unlike in a monolithic design where system calls are kernel calls, system calls
in a multiserver system are implemented as messages to servers.

To detach the synchronous POSIX system calls from the asynchronous internals
of NEWTOS, the applications’ requests are dispatched by a SYSCALL server. It is
the only server which frequently uses the kernel IPC. Phrased differently, it pays the
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trapping toll for the rest of the system. Nonetheless, the work done by the SYSCALL
server is minimal, it merely peeks into the messages and passes them to the servers
through the channels. The server has no internal state, and restarting it in the case of
a failure is trivial. We return errors to the system calls and ignore old replies from the
servers. Figure 2.3 shows connections of the SYSCALL (SC) server to the rest of
the network stack. We use these connections only for control messages. The actual
data bypass the SYSCALL as opening a socket also exports shared memory buffer
to the applications where the servers expect the data.

Our C library implements the synchronous calls as messages to the SYSCALL
server, which blocks the user process on receive until it gets a reply. Although
this is a convenient way to implement POSIX system calls, some applications may
prefer other arrangements. Extending the channels from inside the system to the
user space allows applications to bypass the overhead of the synchronous calls by
opening channels directly to the servers.

2.5.3 Zero Copy

By using channels, shared pools and rich pointers, we can pass data through the
system without copying it from component to components as is traditionally done in
multiservers. Any server that knows the pool described in the pointer, can translate
the rich pointer into a local one to access the data.

Because modern network interface cards (NICs) assemble packets from chunks
scattered in memory, monolithic systems pass packets from one networking layer to
another as a chain of these chunks. Every protocol prepends its own header. The
payload is similarly scattered, especially when the packets are large (for example,
when the network allows jumbo frames or TSO is enabled). In NEWTOS, we pass
such a chain as an array allocated in a shared pool filled with rich pointers.

We emphasize that zero copy makes crash recovery much more complicated.
Unlike a monolithic system where we can free the data as soon as we stop using
them, in our case, the component that allocated the data in a pool must free them.
This means that we must report back when it is safe to free the data—almost dou-
bling the amount of communication. Worse, after a server recovers from a crash, the
other servers must find out what data are still in use and which should be freed. To
the best of our knowledge, ours is the first system capable of restarting components
in a multiserver system stack with zero copy communication throughout.

To further improve reliability, we make the data in the pools immutable (like in
FBufs [55]). Phrased differently, we export all pools read-only. Therefore each com-
ponent which needs to change data must create a new copy. For instance, this is done
by IP when it places a partial checksum in the TCP and UDP headers of outgoing
packets. As the headers are tiny, we combine them with IP headers in one chunk.
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2.5.4 Crash Recovery

Before we can recover from a crash, we must detect it. In NEWTOS, as in MINIX 3,
all system servers are children of the same reincarnation server which receives a sig-
nal when a server crashes, or resets it when it stops responding to periodic heartbeats.
More details on crash detection in MINIX 3 are presented in [73].

A transparent restart is not possible unless we can preserve the server’s state
and we therefore run a storage process dedicated to storing interesting state of other
components as key and value pairs. We start each server either in fresh start or in
restart mode so the process knows whether it should try to recover its state or not.
It can request the original state from the storage component. If the storage process
itself crashes and comes up, every other server has to store its state again.

Recovering from a crash of other components is very different. When a system
component crashes and restarts, it must tell everyone it wants to talk to that it is
ready to set up communication channels and to map whatever pools it needs. At that
point, its neighbors must take action to discover the status of requests which have
not completed yet. All the state a component needs to restart should be in the storage
server.

Drivers State of the art self-healing OSs, like MINIX 3, previously demonstrated
restarting of simple network drivers [75], but it feeds only a single packet to a driver
at a time. In contrast, we asynchronously feed as much data as possible to be able
to saturate multigigabit links and use more complex features of the hardware. In
addition, our drivers do not copy the packets to local buffers.

As a result, the IP server must wait for an acknowledgment from the driver that a
packet was transmitted before it is allowed to free the data. IP knows which packets
were not yet accepted by the driver for processing from the state of the queue. It is
likely that all packets except the last one were successfully transmitted, but the last
one (as the driver perhaps crashed while processing it). Although network protocols
are designed to deal with lost packets, we do not want to drop more than necessary.
In case of doubt, we prefer to send a few duplicates which the receiver can decide to
drop. Therefore IP resubmits the packets which it thinks were not yet transmitted.

A faulty driver may make the device operate incorrectly or stop working at all.
This can be also a result of differences between specification and implementation
of the hardware. It is difficult to detect such situations. When we stop receiving
packets, it can either be because nobody is sending anything, or because the device
stopped receiving. As a remedy, we can detect that a driver is not consuming packets
for a while or that we do not receive replies to echo packets and then restart the driver
pro-actively. However, these techniques are out of the scope of this paper and unless
a driver crashes, we can not currently recover from such situations.

IP To recover the IP server, it needs to store its configuration, IP addresses of each
device and routing like the default gateway, etc. This information changes rarely
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on the network edge. Because IP allocates a pool which the drivers use to receive
packets, the drivers must make sure that they switch these pools safely, so the devices
do not DMA to freed memory. It turned out that we must reset the network cards
since the Intel gigabit adapters do not have a knob to invalidate its shadow copies
of the RX and TX descriptors. Therefore a crash of IP means defacto restart of
the network drivers too. We believe that restart-aware hardware would allow less
disruptive recovery.

Similarly, TCP and UDP may have packets still allocated in the old receive pool
and they must keep a reference to it until all the packets are delivered or discarded.
On the other hand, neither can free the transmitted packets until they know that no
other component holds a reference to the memory. Our policy in both cases is that
we resubmit the requests to IP. We generate new identifiers so that we can ignore
replies to the original requests and only free the data once we get replies to the new
ones. This also means that we may transmit some duplicates. However, in case of
TCP, it is much more important that we quickly retransmit (possibly) lost packets to
avoid the error detection and congestion avoidance. This helps to recover quickly
the original performance after recovering the functionality.

UDP The UDP server saves in the storage server which sockets are currently open,
to what local address and port they are bound, and to which remote pair they are con-
nected (preset for send). It is easy to recreate the sockets after the crash. However,
UDP does not store whether a process was blocked on a socket operation and if so,
which one (and doing so would result in significant overhead). On the other hand,
the SYSCALL server remembers the last unfinished operation on each socket and
can issue it again. This is fine for select and recv variants as they do not trigger
any network traffic. In contrast, send variants will result in packets sent. As men-
tioned previously, we tend to prefer sending extra data. Of course, we can also return
an error to the application instead, for example, zero bytes were written.

TCP Much like UDP, TCP also saves in the storage server the sockets that are
open. In addition, TCP saves in what state the connection is (listening, connecting,
established, etc.) so the packet filter can restore connection tracking after its crash.
TCP can only restore listening sockets since they do not have any frequently chang-
ing state and returns error to any operation the SYSCALL server resubmits except
listen.

Packet filter To restore the optional packet filter we need to recover the configu-
ration (much like restoring IP configuration) and the open connections (much like
restoring TCP or UDP sockets) and it stores this information in the storage server.
Since IP must get a reply for each request before it can pass a packet further the
stack, it can safely resubmit all unfinished requests without packet loss and generat-
ing duplicate traffic.
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1 MINIX 3, 1 CPU only, kernel IPC and copies 120Mbps

2 NEWTOS, Split stack, dedicated cores 3.2Gbps

3 NEWTOS, Split stack, dedicated cores + SYSCALL 3.6Gbps

4 NEWTOS, 1 server stack, dedicated core + SYSCALL 3.9Gbps

5 NEWTOS, 1 server stack, dedicated core + SYSCALL + TSO 5+Gbps

6 NEWTOS, Split stack, dedicated cores + SYSCALL + TSO 5+Gbps

7 Linux, 10Gbe interface 8.4Gbps

Table 2.2: Peak performance of outgoing TCP in various setups

2.6 Evaluation

We evaluate our multiserver design and present the benefits of the principles we are
advocating for. To demonstrate the competitiveness of our design, we evaluate on a
12 core AMD Opteron Processor 6168 (1.9GHz) 4GB RAM with 5 Intel PRO/1000
PCI Express gigabit network adapters. We are limited by the number of PCIe slots
in our test machine. We use standard 1500 byte MTU in all configurations.

2.6.1 TCP Performance

Table 2.2 shows peak performance of our TCP implementation in various stages of
our development along with original MINIX 3 and Linux performance. The table
is ordered from the least performing at the top to the best performing at the bottom.
The first line shows that a fully synchronous stack of MINIX 3 cannot efficiently
use our gigabit hardware, on the other hand, line 4 shows that a single server stack
which adopts our asynchronous channels can saturate 4 of our network interfaces and
more with additional optimizations (line 5). Line 3 presents the advantage of using
the SYSCALL server, in contrast to line 2, to decouple synchronous calls from asyn-
chronous internals. Comparing lines 3 and 4, we can see the effect of communication
latency between the extra servers in the split stack. Using TSO we remove a great
amount of the communication and we are able to saturate all 5 network cards while
allowing parts of the stack to crash or be live-updated. It is important to mention
that Linux also cannot saturate all the devices without using TSO which demon-
strates that not only the architecture of the stack but also its ability to offload work to
network cards and reduction of its internal request rate (TCP window scaling option,
jumbo frames, etc.) play the key role in delivering the peak performance. To put the
performance in perspective, line 7 shows the maximum we obtained on Linux on the
same machines with standard offloading and scaling features enabled using a 10Gbe
adapter which neither MINIX 3 or NEWTOS support.

We carried out our experiments with one driver per network interface, however,
to evaluate scalability of the design we also used one driver for all interfaces, which
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Total TCP UDP IP PF Driver

100 25 10 24 25 16

Table 2.3: Distributions of crashes in the stack

Fully transparent crashes 70

Reachable from outside 90 (+ 6 manually fixed)

Crash broke TCP connections 30

Transparent to UDP 95

Reboot necessary 3

Table 2.4: Consequences of a crashes

is similar to having one multi-gigabit interface. Since the work done by the drivers
is extremely small (filling descriptors and updating tail pointers of the rings on the
device, polling the device) coalescing the drivers into one still does not lead to an
overload. In contrary, the busy driver reduces some latency since it is often awake
and ready to respond.

We believe that on a heavily threaded core like that of Oracle Sparc T4, we would
be able to run all the drivers on a single core using the threads as the containers in
which the drivers can block without sacrificing more cores and still delivering the
same performance and isolation of drivers.

2.6.2 Fault Injection and Crash Recovery

To assess the fault tolerance of our networking stack we have injected faults in the
individual components. Therefore we used a fault injection tool equal to that used
by the authors of Rio file cache [111], Nooks [147] and MINIX 3 [75] to evaluate
their projects. We summarize the distribution of the faults in Table 2.3 and effects
the crashes have in Table 2.4. During each test run we injected 100 faults into a
randomly selected component. When the component did not crash within a minute
we rebooted the machine and continued with another run. We collected 100 runs
that exhibited a crash and we observed the damage to the system. While injecting
the faults we stressed the components with a TCP connection and periodic DNS
queries. The tool injects faults randomly so the faults are unpredictable. Since some
of the code does not execute during a normal operation and because of different
fraction of active code, some components are more likely to crash than the others.

The most serious damage happens when the TCP server crashes. In these cases
all established connections disappear. On the other hand, since we recover sockets
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Figure 2.4: IP crash

which listen for incoming connections, we are able to immediately open new ones to
our system. We used OpenSSH as our test server. After each crash we tested whether
the active ssh connections kept working, whether we were able to established new
ones and whether the name resolver was able to contact a remote DNS server without
reopening the UDP socket.

We were able to recover from vast majority of the faults, mostly transparently.
After the 25 TCP crashes, we where able to directly reconnect to the SSH server in
19 of those cases. In 3 of the cases we had to manually restart the TCP component
to be able to reconnect to the machine. In two other cases a faulty IP and a not fully
responsive driver was the reason why it was impossible to connect to the machine.
Manually restarting the driver respectively IP solved the problem. In three cases we
had to reboot the system due to hangs in the synchronous part of the system which
merges sockets and file descriptors for select and has not been modified yet to use
the asynchronous channels we propose. This suggests that reliability of other parts
of the system would also greatly benefit from our design changes. In two cases,
faults injected into a driver caused a significant slowdown but no crash. It is very
likely that the faults misconfigured the network cards since the problem disappeared
after we manually restarted the driver, which reseted the device.

In contrast to a solid production quality systems like Linux or Windows, NEW-
TOS is a prototype and we do not have an automated testing infrastructure and thus
had to run the fault injection tests manually. Therefore we were not able to make
statistically significant number of runs. However, the results correlate with our ex-
pectations.
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Figure 2.5: Packet filter crash

2.6.3 High Bitrate Crashes

A random crash during a high frequency of operations can cause a serious damage
to the network traffic due to a loss of many packets. Figure 2.4 presents a bitrate
sample of a connection between iperf on NEWTOS and on Linux. We used tcp-
dump to capture the trace and Wireshark to analyze it. Using a single connection
allows us to safely capture all packets to see all lost segments and retransmission.
The trace shows a gap when we injected a fault in the IP server 4s after the start of
the connection. We did not observe any lost segments and only one retransmission
from the sender (due to a missing ACK and a timeout) which has been already seen
by the receiver. The connection quickly recovered its original bitrate. As we already
mentioned before, due to the hardware limitations, we have to reset the network card
when IP crashes. This causes the gap as it takes time for the link to come up again
and so the driver. Therefore, all the traces we inspected after a driver crash look very
similar.

A similar sample trace on Figure 2.5 shows that a packet filter (PF) crash is
almost not noticeable. Due to our design, we never lose packets because IP must
see a reply from PF, otherwise it knows that the packet was not processed. The trace
shows two crashes and immediate recovery to the original maximal bitrate while
recovering a set of 1024 rules.
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2.7 Related work

Our work is based on previous research in operating systems and it blends ideas from
other projects with our own into a new cocktail. Although the idea of microkernel-
based multiserver systems is old, historically they could not match the performance
of the monolithic ones because they were not able to use the scarce resources effi-
ciently to deliver matching performance. The current multicore hardware helps to
revive the multiserver system idea. In a similar vein, virtual machines (invented in
the 1960s) have recently seen a renaissance due to new hardware.

Monolithic systems, in their own way, are increasingly adopting some of the
multiserver design principles. Some drivers and components like file systems can
already run mostly in user space with kernel support for privileged execution. In
addition, kernel threads are similar to the independent servers. The scheduler is
free to schedule these threads, both in time and space, as it pleases. The kernel
threads have independent execution context in the privileged mode and share the
same address space to make data sharing simple, although they require locks for
synchronization. Parts of the networking stack run synchronously when executing
system calls and partly asynchronously in kernel threads, which may execute on
different cores than the application which uses it, depending on the number and
usage of the cores. Coarse grained locking has significant overhead; on the other
hand, fine grained locking is difficult to implement correctly.

Interestingly, to use the hardware more efficiently, the kernel threads are becom-
ing even more distinct from the core kernel code; they run on dedicated cores so
as not to collide with the execution of user applications and with each other. An
example is FlexSC’s [139; 140] modification of Linux. It splits the available cores
into ones dedicated to run the kernel and ones to run the applications. In such a
setup, the multithreaded applications can pass requests to the kernel asynchronously
and exception free which reduces contention on some, still very scarce, resources of
each core.

Yet another step towards a true multiserver system is the IsoStack [135], a mod-
ification of AIX. Instances of the whole networking stack run isolated on dedicated
cores. This shows that monolithic systems get a performance boost by dedicating
cores to a particularly heavy task with which the rest of the system communicates
via shared memory queues. Thus it is certainly a good choice for multiserver sys-
tems which achieve the same merely by pinning a component to a core without any
fundamental design changes. The primary motivation for these changes is perfor-
mance and they do not go as far as NEWTOS, where we split the network stack into
multiple servers. In contrast, our primary motivation is dependability and reliability
while the techniques presented in this paper allow us to also achieve competitive
performance.

We are not the first to partition the OS in smaller components. Variants less ex-
treme than multi-server systems isolate a smaller set of OS components in user-level
processes—typically the drivers [61; 94]. Barrelfish [31] is a so-called multikernel,
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microkernel designed for scalability and diversity, which can serve as a solid plat-
form for a multiserver system. We are planning to port our network stack on top of it.

Hypervisors are essentially microkernels which host multiple isolated systems.
Colp et al. [43] show how to adopt the multiserver design for enhanced security of
Xen’s Dom0. Periodic microreboots and isolation of components reduces its attack
surface.

It is worth mentioning that all the commercial systems that target safety and
security critical embedded systems are microkernel/multiserver real-time operating
systems like QNX, Integrity or PikeOS. However, all of them are closed-source pro-
prietary platforms therefore we do not compare to them. Unlike NEWTOS, they
target very constrained embedded environments, whereas we show that the same ba-
sic design is applicable to areas where commodity systems like Windows or Linux
dominate.

2.8 Conclusion and Future Work

In this paper we present our view on future dependable operating systems. Our de-
sign excludes the kernel from IPC and promotes asynchronous user space commu-
nication channels. We argue that multiserver systems must distribute the operating
system itself to many cores to eliminate its overheads. Only such asynchronous
multiserver systems, in which each component can run whenever it needs to, will
perform well while preserving their unique properties of fault resilience and live-
updatability.

We describe the challenges of designing the system and present an implementa-
tion of a networking stack built on these principles. The amount of communication
and data our stack handles as a result of high networking load suggests that our
design is applicable to other parts of the system.

We admit that we loose many resources by dedicating big cores of current main-
stream processors to system components and it must be addressed in our future work.
We need to investigate how to efficiently adapt the system to its current workload,
for instance by coalescing lightly utilized components on a single core and dedicat-
ing cores to heavily used ones. Equally importantly we are interested in how can we
change future chips to match our needs the best. For example, can some of the big
cores be replaced by many simpler ones to run the system?
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3
When Slower is Faster

On Heterogeneous Multicores for Reliable Systems

Abstract

Breaking up the OS in many small components is attractive from a dependability
point of view. If one of the components crashes or needs an update, we can replace
it on the fly without taking down the system. The question is how to achieve this
without sacrificing performance and without wasting resources unnecessarily. In
this paper, we show that heterogeneous multicore architectures allow us to run OS
code efficiently by executing each of the OS components on the most suitable core.
Thus, components that require high single-thread performance run on (expensive)
high-performance cores, while components that are less performance critical run on
wimpy cores. Moreover, as current trends suggest that there will be no shortage of
cores, we can give each component its own dedicated core when performance is of
the essence, and consolidate multiple functions on a single core (saving power and
resources) when performance is less critical for these components. Using frequency
scaling to emulate different x86 cores, we evaluate our design on the most demand-
ing subsystem of our operating system—the network stack. We show that less is
sometimes more and that we can deliver better throughput with slower and, likely,
less power hungry cores. For instance, we support network processing at close to
10 Gbps (the maximum speed of our NIC), while using an average of just 60% of
the core speeds. Moreover, even if we scale all the cores of the network stack down
to as little as 200 MHz, we still achieve 1.8 Gbps, which may be enough for many
applications.

39
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3.1 Introduction

More and more hardware vendors are developing heterogeneous multicore archi-
tectures. Well known examples include the so-called big.LITTLE [2] ARM, the
NVIDIA Tegra-3 [22], its recently announced successor Tegra 4, and the x86 com-
patible Xeon Phi [19]. The big.LITTLE ARM combines two big Cortex-A15 cores
with two little Cortex-A7 on the same die, and Samsung recently announced a 4 + 4
version [23]. The Tegra-3 is a Cortex-A9-based quad-core CPU that includes a fifth
"companion" Cortex-A9 that is slower (capped at 500MHz) and less power hungry.
For sheer number of cores, the 50+ core x86-compatible Intel Xeon Phi processor is
especially impressive. It serves as an extension of many little cores to accompany
the host’s big cores and lives on a separate PCIe card.

In all three cases, the different cores share a large subset of the instruction set
architecture (ISA), so that the same code can easily run on any of the cores in the
system. The main difference of the cores is their microarchitecture which is de-
signed for different optimal operation points. This means that the LITTLE slower,
simpler, and in-order cores (designed for power efficiency at low frequencies) can-
not deliver performance equal to the big ones which are out-of-order and operate at
higher frequencies. The same is true for the Tegra and Xeon Phi. For instance, the
host x86 processors feature out-of-order cores with a deep pipeline while the Xeon
Phi cores are much simpler, in-order Pentium cores with shallow pipelines to allow
for efficient 4-way hyper-threading. In addition, they feature new vector instructions
to support scientific workloads.

The research community has advocated such heterogeneity for many years [88]
to make processing more efficient, in terms of both performance and power. How-
ever, the focus was primarily on applications, leaving the operating system by the
wayside. This is remarkable, because the operating system performs a significant
amount of work on behalf of the applications [122; 110].

Moreover, the changes to the system remain mostly limited to making execution
on different cores possible and to finding the best schedule. Exceptions include
the proposal by Strong et al. [144] to migrate long-running system calls to system
cores—cores more suitable for running OS workloads. FlexSC[139], meanwhile,
aims to remove the overhead of switching between applications and the system by
running each on different cores. As a side effect, the system can run on core(s) that
differ from those that host applications.

The NEWTOS operating system described in this paper is a UNIX-like multi-
server system that offers these major benefits:

High reliability For instance, our operating system supports dynamic updates with-
out any downtime and survives crashes of core OS components. We described
these aspects in [76; 46], and [66], and will not discuss them further in this
paper.

High performance Building on a design described in [76], we show that we support
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network processing at 10 Gbps on COTS hardware (this paper).

The unique features of multiserver systems, composed of independent user space
servers, typically trade reliability for performance. With many processes involved,
the communication and context switching to share the processor constitute a signif-
icant overhead. NEWTOS [76], a high-performance derivative of MINIX 3, shows
that it is possible to mitigate this overhead by dedicating cores to system servers,
which communicate through asynchronous channels. With their own cores, the sys-
tem servers can run whenever needed from a warm cache, and without having to
compete with other processes or wait for the kernel to schedule them. Moreover, the
system’s asynchronous communication channels allow the system servers to work
independently and thus increase the parallelism within the system and streamline
the processing. As a result, we were able to support TCP-based network processing
at up to 5 Gbps [76]. Since then, we have further improved our design. We will
show in Section 3.4 that we now support TCP at close to 10 Gbps—the maximum
speed of our network card.

The cores of common platforms are designed for generic usage and overprovi-
sioned [108] for running OS code. Dedicating cores results in a very coarse grained
resource assignment, which leads to inefficient use of the available hardware. Look-
ing at current trends, we anticipate more designs in the big.LITTLE fashion, which
will have plenty of smaller, slower, in-order cores with a higher number of threads,
accompanied by big, fast cores that can efficiently use the instruction level paral-
lelism of application code. However, the big cores will become a minority.

In this paper, we explore how such architectures can help to balance perfor-
mance and resource consumption. Specifically, we show that we can run the OS
components on multiple slower cores, while still achieving high performance. Al-
ternatively, the system can consolidate components on a few cores (saving power
and resources) and still achieve reasonable performance.

Our contributions are:
1. We explore the hardware design space by emulating the future platforms on

current hardware using frequency scaling to find out how fast the processors
should be and what type of cores would suit systems the best.

2. We show that our system can deliver the same or better performance with
smaller, simpler and slower cores—without compromising reliability. Our
case study shows it is suitable for high-speed networking.

3. The system has a potential to dynamically reconfigure itself to use the most
appropriate resources and free resources it does not need for a particular work-
load.

In the rest of the paper we discuss our motivations and the background in Sec-
tion 3.2. We present details of the NEWTOS design in Section 3.3. We explore the
design space and evaluate various setups of our system in Section 3.4 and we put it
in perspective of related work in Section 3.5. Finally, we conclude in Section 3.6.



42 CHAPTER 3. WHEN SLOWER IS FASTER

3.2 Big cores, little cores and combinations

Heterogeneous processor architectures are rapidly becoming popular. In this section,
we focus on Intel products and sketch some of the properties of the architectures and
analyze some trends in this field.

3.2.1 BOCs and SICs

Core i7 Bloomfield (45nm) Knights Ferry (45nm) Xeon Phi (22nm)

Die size 263mm2 est. 700mm2 not released

Cores /
threads

4 / 8 32 / 128 50+ / 200+

Die area
per core /
thread

65.7/32.9mm2 21/5.5mm2 not released

Clock
speed

max 3.33 GHz 1.2 GHz 1 GHz

LL cache
size

8 MB 8 MB 25+ MB

out-of-order in-order in-order

Table 3.1: Comparison of Core i7, Knights Ferry and Xeon Phi

We start our discussion with a comparison of fast cores and slow cores. Specif-
ically, the first two columns of Table 3.1 compares the Intel Core i7 “Bloomfield”
with the Knights Ferry processor. The Core i7 is a prime example of a big out-
of-order core (BOC) with a design that is geared for high single threaded through-
put and produced by 45nm technology. In contrast, the cores on the Knights Ferry
(45nm) are much simpler in-order cores (SICs) that provide only a fraction of the
i7’s performance.

Given the estimated die size of the Knights Ferry, the table shows the space
reduction of the simple cores compared to the big i7 cores. Compared to the i7, the
Knights Ferry die hosts 8× the number of cores and 16× the number of threads. It
is worth noting that the difference in die size per core is 3× (and 6× per thread).
While the cache size per core is obviously smaller, threaded cores can compensate
for this [115]. Finally, the difference in the peak clock speed is equally remarkable.

The last column of Table 3.1 shows data for the successor of Knights Ferry, a
recently released product called Xeon Phi. Its core count is even larger, but its die
size is not public. Intel markets it as a “50+ core beast” and released up to 62 cores
on a single die. With each core hosting 4 threads of execution, this amounts to 200+
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Transistor count Die size

4-core i7 + GPU 1.4 bil. 160mm2

62-core Xeon Phi 5 bil. not released

(a) Transistor count

# i7 cores # i7 threads # Phi cores # Phi threads

4 8 44 176
8 16 27 108
12 24 10 40

(b) Core i7 and Xeon Phi configurations

Table 3.2: Given the known transistor counts shown in (a) and a 22nm production process, we
can roughly project the options for different configurations that merge Core i7 and Xeon Phi
cores (b)

threads on a single chip. Interestingly, Xeon Phi is still a cache coherent design,
unlike one of its research predecessors—the single chip cloud (SCC).

3.2.2 Configurations of BOCs and SICs

It is likely that future designs will see interesting new combinations of BOCs and
SICs. For instance, rather than keep it as a separate co-processor, Intel may well
merge its Xeon Phi with other Intel cores on a single die [91], in the same way
that GPUs and general purpose cores have merged on a single die. What sort of
processor should we expect? Clearly, there are many options. In this section, we
explore possible combinations in an approximate manner.

Table 3.2 shows different combinations of Core i7 “Sandy Bridge” and Xeon Phi
cores, taking into account the number of transistors for a quad-core Core i7 in 22nm
technology as well as the number of transistors of a 62-core Xeon Phi produced by
the same technology. The Core i7 die may also contain an integrated GPU. Given
these transistor counts, Table 3.2b shows different configurations that would fit on a
die with mixed cores. The simple division also accounts for each core’s cache share
as caches take up a big portion of the die size. Each line represents a configuration
with the 5 billion transistor budget of Xeon Phi die where some of the 62 cores are
replaced by i7 cores.

Finally, for the sake of completeness, Table 3.2b also shows the resulting num-
ber of threads. The number of threads matters, because we will see that for OS
functionality it is often not needed to dedicate a full core to each component. In-
stead, a simple container for a process’ context is good enough, as long as we can
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Figure 3.1: Design of the NEWTOS network stack

let the hardware do the context switching (and not the software) and we can suspend
and resume efficiently with instructions like MWAIT and MONITOR. A hardware
thread is well-suited to serve as a container. It has a set of replicated registers and,
depending on the architectures, hardware switches the threads automatically when
the active one stalls or it tries to schedule a different thread every cycle.

As consolidating multiple components on a single core saves resources, more
threads are attractive. Moreover, many platforms today still do not offer enough
cores for us to be able to dedicate one to each component—although the number of
cores per die is growing steadily. By using threads instead, we can implement our
design even on today’s platforms.

For instance, NEWTOS has about 30 system processes in its default installation
out of which about 10 are important for performance. These include the process
manager, the memory manager, the storage stack, the network stack, the file systems,
the disk and the network drivers. The calculation in Table 3.2b shows that even
with twelve i7 cores, there would be enough threads to dedicate one to each of our
system’s processes. Note that based on previous research [108; 96], the Xeon Phi
cores are most likely a better match for the system processes than the i7 cores. The
platform would therefore still offer plenty of big cores for applications, while the
small multithreaded cores would optimize the resources for the system.

An alternative to chips preconfigured with a fixed number of BOCs and SICs, are
architectures that can merge smaller cores into bigger ones [80]. Another example
is MorphCore [84], an architecture which can switch a core type between a i7-like
BOC and a heavily threaded Phi-like SIC in run time.

3.3 NEWTOS

The crux of this paper is the following: while evaluating the performance of the
stack, we realized that it actually delivered higher throughput when we scaled the
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frequency of some cores down. In addition, we found that the performance of fairly
slow cores is good enough for many use cases. We present an OS that explicitly
exploits these properties.

Specifically, NEWTOS is a high-performance clone of MINIX 3 that provides
the same reliability with much reduced overhead. For instance, we completely
redesigned the network stack based on new communication principles that allow
different components to execute independent request simultaneously. This distin-
guishes NEWTOS from other multiserver operating systems and increases the net-
work throughput from hundreds of megabits per second to gigabits.

3.3.1 The NEWTOS network stack

The heart of the NEWTOS network stack is LwIP [56], a simple and portable net-
work stack for embedded systems used by many research projects. Note that this
stack is not designed for high performance but rather for its small memory footprint.
As a result, its performance is not directly comparable to highly tuned stacks of
commodity systems. Nevertheless, we support network processing at 10 Gbps even
though we use slow cores.

One of the main design goals of NEWTOS is reliability. Thus, we allow even
core components of the operating systems to be replaced on the fly, without taking
the system down (and often with no noticeable disruption at all) [67]. For instance,
we can replace our implementation of IP or the network driver while keeping all
existing network connections. Similarly, if one of its components crashes, the OS
recovers automatically and often transparently [76].

To make this possible, we split the stack into several components (TCP, UDP, IP,
drivers and packet filters) to reduce the chance that an error in the stack may lead to
a crash of the entire stack. Likewise, we isolated functions that are easy to restart
from those which are not due to large dynamic state. Besides IP, TCP, and UDP,
the network stack supports an optional BSD packet filter (PF). The syscall server is
the component that provides a POSIX interface to user processes. Figure 3.1 shows
individual parts of the stack.

All shaded components in Figure 3.1 are fully asynchronous, while the syscall
server translates synchronous system calls from user processes to asynchronous mes-
sages within the stack. The syscall server is the only process of the stack which
frequently uses traditional rendez-vous based communication provided by the ker-
nel. All other components communicate using point-to-point channels, which are
shared user space memory queues accompanied by fast signaling. This mechanism
is located almost purely in user space to take the kernel out of the loop (removing
all overhead due to context switches, and pollution of TLBs, caches, and branch
predictors).

We take advantage of the x86-specific MWAIT instruction to suspend execution
of cores. Thus, we need not send high-overhead interprocessor interrupts, but wake
up a waiting core by a mere memory write. Unfortunately, MWAIT is a privileged
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instruction in Intel chips1. If it were not, there would be no need for the kernel for
normal mode of operation. We see it as a hardware deficiency.

Our most efficient communication model runs each component on its own ded-
icated core, so scheduling is not needed and the component can run at anytime out
of a warm cache. However, we also allow components to share a core with other
processes. In such a case, the scheduler informs the components and they trans-
parently fallback to notifications, a standard method provided by microkernels. It
delivers special void messages in a similar way to how devices send interrupts to the
processor.

It is useful to emphasize that the key performance problems that plagued mul-
tiserver systems in the past have been the high overheads due to context switching
and scheduling. While the research community heavily optimized the interprocess
communication on microkernels like L4 [97] to achieve much better performance,
neither of these bottlenecks could ever be eliminated on a uniprocessor. However,
dedicating a core to each component fixes both. Further details of the design of the
network stack and the fast communication are discussed in [76].

3.3.2 Dynamic reconfiguration

In contrast to monolithic systems, NEWTOS resembles a distributed system. Such
systems can embrace diversity and accommodate to a changing environment. This is
also true for NEWTOS. Each system component can run on a dedicated core or share
it with other process and the core can be either big or little. Although we dedicate
cores for peak performance, we can consolidate processes on a single core or even a
thread if they are not used heavily.

For instance, most of today’s traffic uses the TCP protocol, and dedicating a
core to the UDP component is probably overkill. On the other hand, when UDP
is used heavily (e.g., for video streaming), NEWTOS can migrate UDP to its own
core. Similarly, the network stack is not used at all times in many deployments, or
at least not at its peak throughput. Thus, we can pin all its components to a single
dedicated core, or even have it share a core with other processes most of the time.
When the workload changes and the system detects an overload of some cores, it
can redistribute itself to find the best configuration.

We argue that in many cases SICs are best for the operating system, while BOCs
are better suited for applications. However, this is not true always and depends on the
situation. For instance, for a web server-like workload, running the server processes
on threaded SICs probably delivers higher throughput than using a small number of
threads on BOCs.

Even if it allows the stack to run at high speeds, dedicating the BOCs to the
network stack is probably not a good idea and the resources can be used more ef-
ficiently, unless we run, for example, a complicated intrusion detection algorithm

1MWAIT is optionally unprivileged in AMD chips starting with family 10h, but we use Intel due to
hyper-threading and better scaling.
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in the packet filter. Likewise, it seems unwise to sacrifice the BOCs to the storage
stack. Storage needs to do many unpredictable lookups with little instruction level
parallelism while briskly delivering data to the applications and writing them back to
a disk. It is likely that we can do so on slower cores, saving the BOCs for the appli-
cations. Phrased differently, the components of the system should get the resources
they need and no more.

Besides good performance, power consumption is also important. Here also, we
should provision a system for its peak performance, while using no more resources
than needed during quieter times. The system on a heterogeneous platform can find
its sweet spot using only a handful of cores. On platforms with fine-grained power
gating, the system can turn off the unused cores and thus save power. Likewise,
picking the right type of cores is crucial to balance the performance per Watt ratio.
As we show in the evaluation in Section 3.4, slower cores frequently result in only
small drop in performance whereas the potential for power savings is significant.

We do not consider the scheduling in this paper. As there is a lot of work on
scheduling in such environments (discussed in Section 3.5), we are solely inter-
ested in the performance and efficiency of different configurations and designing the
scheduler for NEWTOS is future work.

3.3.3 Non-overlapping ISA

At this moment, we limit ourselves to heterogeneous architectures with an overlap-
ping ISA [88]. In this section, we argue that by virtue of its design our system has
the potential to embrace architectures with different ISAs too. We do not currently
have a machine with non-overlapping ISAs on the same processor to evaluate our
solution, but we briefly sketch how we can use existing features to support such
platforms.

Specifically, we can use NEWTOS’ live update functionality to change the ver-
sion of a component to run on a different architecture. We originally developed
live update to allow us to fix buggy components with new, patched versions with-
out the need of shutting the system down. Doing so greatly reduces maintenance of
the system, disruption of its operation, and the time between diagnosing a bug and
application of the fix. However, we can also replace a component with the same
component compiled for a different ISA.

The update is fairly straightforward since both versions are based on the same
code. Mere recompilation with different compiler settings produces the desired ver-
sion. Moreover, the transition from one ISA type to another is simple because it is
done only when the state is stable and the memory layout of data structures on both
architectures is likely the same. Finally, we initiate the transition only at the top of
the component’s main loop, so that we can mostly forget about different layouts of
the stack. In case of a discrepancy between the memory layout for each of the ISA
versions, we provide an automatically generated transition function [66]. In practice,
changing a component to a new architecture is simpler than updating a component
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to a new version. In contrast to a proper update, both versions for the different ISAs
use identical data structures which may differ by offsets and alignment, but not by
different items in structures. The system may provide a version for different ISAs
when installed or use just-in-time compilation to generate one when need. If migra-
tion between ISAs is frequent, the system can cache a version for each to speed up
the migration.

We can use the same mechanism as an optimization for overlapping ISAs too.
Some cores may have a feature which allows the system code to run faster. For
instance, file systems can take advantage of checksum instructions to verify data
read from a disk or advanced instructions to encrypt the data. In such cases, the
system component does not rely on the extra instructions for its correct operation,
but can benefit from them if available.

3.4 Evaluation on a high-performance stack

We now evaluate the network stack of NEWTOS on a dual socket quad-core Intel
Xeon E5520 with hyper-threading. The peak clock speed of the chips is 2267 MHz
and it is possible to scale it down to 1600 MHz in steps of 133 MHz. According to
ACPI, power consumption of each chip at its maximal frequency may be as much
as 80W and at the lowest frequency 34W. Unfortunately, it is not possible to scale
frequencies of the cores independently and all cores of each chip run at the same
speed.

However, modern Intel processors like the E5520 can still scale each core in-
dependently using thermal throttling2 to allow further scaling in steps of 12.5% of
the clock speed. Thermal throttling means that by setting the chip to 1600 MHz, it
is possible to scale down to 200 MHz in the same-sized steps. Although the core
still runs at the base frequency (1600 MHz), some cycles are "thrown away" and
the execution slows down proportionally. We can do this for each core individually,
however both threads on the same core are throttled equally. Thus, the Xeon E5520
allows us to explore both threading, and high/low frequency trade-offs. While we
cannot compare in-order versus out-of-order microarchitectures, we believe that a
200 MHz core is slow enough to match the performance of wimpy cores.

To remove bandwidth limitations, and to show that a multiserver system can
scale to multigigabit range, we implemented a driver for the i82599 10G Intel net-
work chip. The driver is fairly simplistic but has standard offloading features for
the outgoing traffic. We connect our machine to a Linux 3.7.1 system running on a
12-core AMD Opteron 6168 at 1.9 GHz.

Our test case is the same as in [76] which we used to stress the system when
demonstrating its reliability. We run an iperf server on the Linux machine and

2It is usually possible to scale AMD chips to lower speeds than Intel ones (e.g., from 1.9 GHz to
800 MHz). However, the Intel-specific mechanism of thermal throttling allows us to emulate much lower
speeds
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(a) Configuration #1 - dedicated cores
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(b) Configuration #2 - hyper-threading

Figure 3.2: Test configurations - large squares represent the quad-core chips, small squares
individual cores and ‘&’ separates processes running on different hyper-treads.

connect from NEWTOS. Iperf is a standard tool for measuring and tuning network
performance. The clients send data as fast as possible, trying to saturate the network
hardware, the buses, the memory, or the CPU. We verified that the Linux machine
is able to receive at 10G by connecting from Linux running on the same machine as
we use to run NEWTOS. We use multiple streams to get the best performance. LwIP
does not support TCP window scaling, and is therefore not able to have enough data
in transition to saturate the 10G link on a single stream.

3.4.1 Test configurations

We experimentally evaluated several configurations of the network stack to deter-
mine the most demanding components of the stack. Not surprisingly, TCP ranked
highly. Based on these experiments, in performance-critical scenarios, the OS must
choose between the two basic setups shown in Figure 3.2. We will evaluate them
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across a range of clock settings.
In both cases we place all processes of the core system (OS) on the first CPU and

the network stack components involved in processing TCP traffic on the remaining
3 cores of the same chip. These components are TCP, IP and the 10G ethernet driver
(IXGBE). Communication between components on different chips is slower as they
do not share cache.

The syscall server shares its core with the rest of the system (OS), but runs in
a different thread (denoted by the ‘&’ symbol). It extensively uses kernel commu-
nication, but uses the CPU lightly. Nevertheless, it needs its own thread to use the
fast signaling when translating synchronous messages from the clients to the TCP
component and back. Otherwise, TCP would need to use notifications for correct
operation when replying to the syscall server, resulting in a serious performance hit.

In both configurations, TCP has its own dedicated core, the spare hyper-thread
is idle. The two configurations differ in only one thing. The first configuration
(Figure 3.2a) also dedicates a full core to IP and the driver while the respective other
threads are idle. The second configuration (Figure 3.2b) places both IP and the driver
on the same core, but runs them in different threads. The rationale behind this choice
is that TCP is the most demanding component while IP and the driver have similar
CPU utilization as we demonstrate in the remainder of this section. We denote the
second configuration with HT for employment of hyper-threading.

The test clients run on the remaining cores and threads. In other words, in con-
figuration #1 (Sections 3.4.3 and 3.4.4), they all run on the other quad-core chip,
while in configuration #2 (Section 3.4.5), they also run on one of the cores of the
first chip. The scheduler distributes them equally.

3.4.2 Methodology of measurements

Throughout our experiments, we measure two basic values: (1) CPU utilization for
each component, and (2) bitrate. We use time stamp counters to time the events.
Intel guarantees that they are synchronized across all cores and tick at a constant
rate regardless of frequency scaling. Each component has its log for events which
we process after a test run finishes.

To measure the CPU utilization, we mark an event right before the kernel call
which suspends the core and right after the call returns. In fact, this measures time
actively spent in each component, so the actual CPU utilization is higher. Measuring
the time this way is closer to using a single long latency instruction instead of a
kernel call.

3.4.3 Frequency scaling 2267–1600 MHz

The first experiment is to explore how configuration #1 behaves when we change
the frequency of the chip. We present the measurements in Table 3.3. The first line
represents the baseline: all the cores run at the peak clock speed and the chip draws
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MHz drop Mbps drop TDP(W) drop

2267 – 8641 – 80 –

1867 18% 8152 6% 48 40%

1600 30% 7840 9% 34 57%

Table 3.3: Performance loss versus potentially saved power

maximum power. As expected, we see that the bitrate drops when the clock speed
goes down. As the drop is fairly small, we show only one intermediate value. The
last line stands for the lowest frequency and power consumption.

Observe that scaling the cores down to the lowest frequency can save up to 57%
of power, but the drop in throughput is not nearly as significant, a mere 9%. There
are many cases in which 7.8 Gbps is more than enough while the opportunity to save
46 Watts is important. Also note that at maximum power the throughput is 8.6 Gbps.
Later in this section we show that it is possible to throttle the cores even more and
deliver better throughput than at the peak clock speed.

The CPU utilization measurements show that running the stack on high frequen-
cies is probably suboptimal. The TCP component uses the core at approximately
70% while IP and the driver use their cores below 40%. The components spend
much of their time polling the communication channels. If there is no work to do,
they poll for a little while longer and eventually call the kernel to block them on
MWAIT.

3.4.4 Throttling below 1600 MHz

To demonstrate how our system behaves on much slower cores we use thermal throt-
tling to artificially slow the cores down. We start our measurements by scaling all
3 cores to the minimum. Since TCP is the component which uses its core the most,
we scale it up by one step for each new measurement and we try to match it with
the best setting for the other 2 cores. Our experience is that if we increase the speed
of the TCP core and the bitrate does not improve proportionally, we must speed up
the other cores by one step too. Adding more does not help and may even lead to
throughput degradation. We present our results for the best configurations in Fig-
ure 3.3, which compares the bitrate (the thin line) and the performance of the cores
we need (the bars). In this case, 100% is the combined performance of all 3 cores
running unthrottled at 1600 MHz. The thick line connects tops of the bars to high-
light how the throughput scales with the added resources.

The important observations in Figure 3.3 are :

• Scaling the 3 cores to 12.5% of their total performance (200 MHz) delivers
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Figure 3.3: Throughput compared to the combined performance of the resources in use — the
best combinations

1.8 Gbps which is enough for many applications like video streaming, web
browsing or online gaming.

• The stack achieves approximately the same or higher throughput (7.9 Gbps) at
50% of resource utilization (bar 1200 MHz) than when all cores run unthrot-
tled (7.8 Gbps as we reported in Table 3.3).

• Using TCP core clocked at 1600 MHz and the other two at 600 MHz is just
60% of performance of all of them running at 1600 MHz and only 40% of
all running at 2267 MHz. This “low-power” configuration exceeds the perfor-
mance of all cores at 1600 MHz as well as at 2267 MHz.

We emphasize that results are average bitrates of each test run. The average
throughput at 60% of the combined resources (the rightmost result in Figure 3.3)
reaches up to 9.1 Gbps with peaks approximating 10 Gbps. Slower sometimes really
is faster!

Figure 3.4 presents CPU utilization of each core. The utilization is with respect
to each core’s throttling and each set of bars stands for one configuration. The sets
form three clusters determined by the speed of the slower cores. The three sets in
the first cluster show how the utilization of the IP and driver cores increases as the
higher frequency permits TCP to process more data. In the third set the utilization of
the slower cores approaches 100% and exceeds utilization of the TCP core. There-
fore we must match speeding up TCP by speeding up the others too, if the current
throughput is not enough. The same pattern repeats in each of the clusters.

Although the relative utilization of the TCP core drops slightly, Figure 3.5 clearly
shows that the CPU time obtained by TCP directly determines the final throughput.
Figure 3.5 presents the same data as Figure 3.4, but normalized to a core running
unthrottled. The important observation is that the utilization of the other two cores
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Figure 3.4: Configuration #1 – CPU utilization of each core throttled to % of 1600 MHz.
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Figure 3.5: Configuration #1 – CPU utilization normalized to cores at 1600 MHz unthrottled.

does not grow equally fast. The main reason is that unlike TCP, IP and the driver do
not touch the TCP payload. TCP must copy all the data from the client applications
to the address space of the stack. It is a lengthy operation which thrashes caches and
makes the core stall while the time is reported as used. The copy overhead can be
significant, between 60 and 70%.

Interestingly, the faster the core, the higher the overhead. The explanation is
that the difference between CPU speed and memory speed grows leading to more
stalls. Without the copy overhead, CPU utilization would be comparable to the other
two components. For completeness, we mention that some of this overhead can be
reduced by letting the network devices transfer data directly from and to the user
space buffers.

We did not measure throttling for higher clock speeds than 1600 MHz, because
the results show that increasing the speed does not yield significant benefits, and
because we want to make the point that lower clock speeds are good enough for even
the most demanding OS components. Although we can only guess how much energy
would our emulated low power cores use, for example, Intel reports that the thermal
design power is less or equal to 3.5W for its Atom N2600 processors at 1.6GHz.

3.4.5 Hyper-threading

The same set of experiments for configuration #2 evaluates the effect of threaded
cores. Threads are not equal to full cores as they share the same pipeline. Their
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Figure 3.6: Configuration #2 (HT) – CPU utilization of each core throttled to % of 1600 MHz.
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Figure 3.7: Configuration #2 (HT) – CPU utilization of each core normalized to 1600 MHz.

advantage is that they allow the core to use cycles which would be otherwise wasted
when the pipeline stalls due to slow memory. If the code running on one of the
threads has a high cache hit rate and good branch prediction, execution of additional
threads has diminishing returns. However, we do not expect system code to behave
optimally. Messages created on different cores are not in the remote cache until read
for the first time and the CPU can hardly guess which execution path the code takes
in the next loop. Therefore system code should benefit from threading.

Based on the previous measurements of configuration #1 and the fact that a
thread is not a full-blown core, we expected that the core which hosts IP and the
driver should run at least at double the speed of a core hosting either IP or the driver
to deliver the same throughput. Figure 3.6 shows that the actual clock speed we
require is sometimes equal to, but mostly less than what we expected. Figure 3.7
shows the normalized values. The crosshatched bar represents the utilization of IP
and the driver running on the same core. Since each component also accounts the
time when their threads are not active the utilization of a single core could exceed
100%. Therefore, the bar represents mean value of both threads.

The main reason why we could run at lower clock speeds than we originally
expected, is that running more threads on the same core, uses the cycles of the core
more efficiently and reduces the amount of sleep time. Since the execution of both
processes is interleaved, there is a higher probability that while a processes’ thread
is inactive, the other processes of the stack create some new jobs. Thus, when the
thread activates again, instead of finding the work queues empty, the process can
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Figure 3.8: Comparison of configuration #1 (no HT) and #2 (HT). Lines represent bitrate, bars
represent CPU utilization normalized to 3 cores at 1600 MHz

carry on. The benefits of sharing a core between IP and the driver is the easiest to
observe when comparing the experiments with the slowest cores. Although using
two cores at 200 MHz is just 66% of the resources of 3 dedicated cores at the same
speed, the throughput is 77% or 1.4 Gbps.

Figure 3.8 compares the performance of configurations #1 and #2. As long as the
variance in the bitrate is low, using the threaded core outperforms configuration #1
with an extra core. The bars present the combined CPU utilization of both configu-
rations normalized to all 3 cores running unthrottled at 1600 MHz. In all cases the
normalized utilization is lower for configuration #2 while the performance is higher
when TCP core runs at or below 1000 MHz. As the transmission of data gets more
bursty, the ability to use more cycles per time unit on the dedicated cores to get the
work done quicker, outweighs the benefits of threading. Higher bitrate leads then to
higher CPU utilization.

3.4.6 Why is slower faster?

When a job queue is empty, we can either keep on polling which is fine only when
jobs arrive frequently. Otherwise the cores use energy while not doing any useful
work. The common (and probably right) thing to do is to put the cores to sleep when
there is no work to do. Idly waiting for new jobs to arrive is costly when we sleep at
the wrong moments, because we reduce the time we could have used for processing
until the overhead due to sleeping becomes so high that we observe the “slower is
faster” effect.

As we cannot predict the future, we may put a core to sleep just before a new job
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Figure 3.9: Sleep overhead in different situations. The thick line represents transition between
execution in user space and kernel in time. Arrows mark job arrivals, loops denote execution of
the main loop and spirals denote polling.

arrives (Figure 3.9a). As we still use a kernel call for sleeping, the call introduces
some latency, even though the execution does not block and returns to user space
immediately. The way back through the kernel is not free. It is even more expensive
when a job arrives just after suspending the core (Figure 3.9b) as MWAIT has a
relatively long latency, in the order of microseconds. Nevertheless, blocking on
MWAIT is much faster than using traditional kernel IPC. Especially, since such IPC
would slow down the sending core too.

The worst case is when an interrupt wakes up a driver core. The interrupt han-
dling routine adds up to the MWAIT latency. In addition, the interrupt line should
stay disabled until the driver masks the interrupt in the device. At that point, it has
to reenable the interrupt line, which incurs another trip to the kernel (Figure 3.9c).
Thus, drivers are the most sensitive to frequent sleeping. The solution may be to run
the driver in the privileged mode of a virtual machine.

Polling harder eliminates some of the “slower is faster“ effect. However, design-
ing a polling algorithm which adapts to unpredictable conditions is complicated. The
ideal solution is to use an efficient sleep instruction in user space. On the other hand,
sleeping will always have some latency. The take-away message is the following: to
avoid the expensive idle time, the scheduler should pick the cores and hyper-threads
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Clock speed (MHz) Bitrate (Gbps)

2267 4.3

1600 3.4

200 0.4

Table 3.4: Bitrate vs. CPU clock speed on a single core

on which it places the components carefully and scale them so that they are always
highly used—with little opportunity to sleep.

3.4.7 Stack on a single core

In case of shortage of cores due to high demand from applications, or when cores are
turned off to save power, the entire network stack of NEWTOS can keep operating
on a single core. Table 3.4 presents measurements of the stack’s performance as
a function of the core speed. The stack has a throughput of up to 4.3 Gbps on a
big fast core and 400 Mbps on a 200 MHz wimpy core. The throughput of the
slow core is good enough for many common activities, but the fast core cannot scale
further. More importantly, a network stack running on a single core has a much
higher latency. If a process has work to do, it hogs the core until it exhausts its time
quantum while others are on hold. Then the scheduler is free to pick any runnable
process of the stack which increases non-determinism in the execution. Running the
stack on dedicated cores removes these deficiencies and the throughput of a single
fast core is similar to the configuration with a TCP core at 600MHz and IP and driver
cores at 200MHz.

3.5 Related work

Kumar et al. proposed single-ISA heterogeneous multicores for power reduction [88]
and to improve performance of multithreaded workloads [89]. They demonstrated
that applications need a good mix of single-threaded performance and high through-
put. Due to the diversity in application code, heterogeneous platforms outperform
homogeneous ones with the same die size. This makes the heterogeneity promising
for the future. Although we do not focus primarily on applications but on the op-
erating system code, the similarity is that we also exploit the fact that each system
component has its own requirements for optimal execution. Moreover, the system
components are user space processes like applications. However, the system code
differs from applications, thus its optimal requirements are different too.

Operating systems are key to leveraging the heterogeneous platforms as only the
scheduler can make decisions where each application runs, therefore the schedulers
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got the most attention. Kumar et al. [89] proposed a whole range of sampling heuris-
tics that permute threads on cores to find the best assignment. As the execution of
applications changes during different phases, Becchi et al. [32] proposed a dynamic
algorithm which constantly measures the IPC ratio of threads and tries to run on the
big cores those threads that would benefit the most.

Permuting the threads and sampling them on all types of cores is an overhead.
Therefore Koufaty et al. [87] designed a scheduler which monitors execution of each
thread on its current core only. It uses existing low overhead performance monitoring
counters to collect performance related data which the system can use to estimate
what type of a core is the most suitable for the given thread. This algorithm relies
on a model which translates the performance statistics to the bias of each thread to a
certain type of a core.

Most heterogeneous scheduling algorithms use the speed up factor, the ratio be-
tween how fast an application runs on a small and a big core. Saez et al. [127]
suggest a more comprehensive utility factor of how effectively the whole mix of
running application uses the machine.

Instead of using available performance counters to feed data into the models
which predict the performance of the threads on different types of cores, hardware
monitoring and prediction engines [142] and performance impact estimators [149]
were proposed as hardware extensions. The hardware estimates the possible speed-
up on its own and the scheduler can use this direct feedback to decide which appli-
cations would benefit from running on the big cores and which can run on the small
ones.

In contrast to this work, we do not focus on the performance of applications,
instead our main focus is on the system. First of all, our system can use all the dif-
ferent heuristics or hardware estimations to schedule application on the cores which
are not dedicated to the system. Second, our system is a collection of user space
processes and the scheduler can use the same or similar techniques to find their
optimal placement. On the other hand, execution of the system differs in several
aspects. Each component is responsible for a small subset of all the system tasks,
therefore they have little variance during their execution as the requests they serve
are similar. The system code follows the same patterns which differ from applica-
tion code. The scheduler’s goal is not to let the system finish as quickly as possible,
but to deliver optimal service to the changing mix of applications and workloads
using the available resources. In contrast to the applications, which are opaque for
the system, the system designer knows more about the system components and the
components themselves can help the scheduler by providing various hints. For in-
stance, a component can detect and signal when the recipient of its messages cannot
keep up and thus may benefit from a faster core. Similarly, applications can give
hints to the system, for instance, when the estimated time of downloading a file is in
minutes, the application can tell the system, that it is not a sudden spike in the load
and reconfiguring is worthwhile.

Mogul et al. proposed operating system friendly cores in [108], primarily to save
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power. They argue that many features which the operating systems do not use draw
a lot of power while not contributing to performance of the operating system. They
propose that the system should run on the optimized cores and the execution should
transfer from the application cores to the system cores when necessary. The migra-
tion is a bottleneck which they address in [144]. Migrating the execution means that
the cache locality is poor. In contrast to their experiments with Linux, we have a sys-
tem which is more suitable for heterogeneous platforms. NEWTOS moves execution
only by sending a message to another core and benefits from cache locality of the
code and data of the component running on the core. Of course, locality of the user
data passed between the cores is poor, however, in many cases the components do
not need to touch the data until the DMA of a device transfers them. Cache locality
of the messages is also poor, but this data should not be cached after the message is
sent in the first place. Unfortunately, the current hardware does not allow us such a
fine-grained control over cache and data transfers. Strong et al. [144] also use net-
working for evaluation. They model the power usage of the hypothetical cores while
we use frequency scaling to approximate performance of such a hardware.

Netmap [123] and OpenOnload [13] projects demonstrated high bandwidth net-
working in user space. In contrast to NEWTOS, both need a driver in a mono-
lithic kernel. Although most of the faults crash only the application, there is still a
chance that a bug in the driver can bring the whole system to a halt. Netmap shows
that a 900 MHz core is good enough to transfer 10 Gbps of small packets between
the device and the user space application, however, netmap only deals with rout-
ing and does not offer a generic networking support to applications. On the other
hand, OpenOnload transparently intercepts any application requests and uses a li-
brary with custom made hardware to transfer data directly between applications and
devices. We endorse this approach as it would remove the copying overhead between
applications and our stack.

3.6 Conclusions

We have demonstrated that a processor’s fast cores may not be ideal for system
workloads and that less can be more in some situations. We presented a network
stack evaluation of a reliable and dependable system. The results support our claim
that it is possible for such a system to perform well, using much more constrained
resources than usually available. We use current hardware to approximate future
processors and we show the potential benefits. Unlike many other researchers, we
do not focus on the applications. The operating system plays a key role in the exe-
cution of applications and we should give it equal attention. However, performance
should not be the only criterion, the system is also responsible for security, reliable
execution and easy maintenance. NEWTOS design recovers from crashes and allows
administrators to update its components while it is running. Although our case study
covers only one part of a generic operating system, we are confident that the findings
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apply to other parts and to other systems as well.
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4
Scheduling of Multiserver System Components

on
Over-provisioned Multicore Systems

Abstract

Until recently, microkernel-based multiserver systems could not match the perfor-
mance of monolithic designs due to their architectural choices which target high
reliability rather than high performance. With the advent of multicore processors,
heterogeneous and over-provisioned architectures, it is possible to employ mul-
tiple cores to run individual components of the system, avoiding expensive con-
text switching and streamline the system’s operations. Thus, multiserver systems
can overcome their performance issues without compromising reliability. However,
while resources are becoming abundant, it is important to use them efficiently and
to select and tune the resources carefully for the best performance and energy effi-
ciency depending on the current workload. Most of the prior work focused solely
on scheduling and placement of the applications. In multiserver systems, the oper-
ating system itself needs to be scheduled in time and space as the demand changes.
Therefore the system servers must no longer be opaque processes and the scheduler
must understand the system’s workload to make good decisions.

61
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4.1 Introduction

Multiserver systems composed of user space processes running on top of a micro-
kernel and performing operating system functions can easily embrace heterogeneous
multicore architectures. Thanks to their explicit communication and no data shar-
ing, running on top of a Barrelfish–like [31] kernel, they can even bridge different
coherence domains and they can do so more easily than monolithic systems like, for
example, the K2 [98] variant of Linux. This allows them to run their components
on the best available cores and can reconfigure themselves to deliver the best per-
formance. Unfortunately the execution resources are limited, most of all by power
constraints. Essentially all prior work focused on scheduling applications on such
architectures, usually running on top of a monolithic system like Linux, Windows
or a BSD. In contrast, a multiserver system does not schedule only applications, but
also itself—as the servers are user space processes that need to share the CPU core(s)
with applications and with each other. Systems like MINIX 3 [12] or QNX Neu-
trino [20] make little difference between scheduling applications and OS servers.
For instance in the case of MINIX 3, the servers only have a higher priority and a
shorter time quantum. However, as completing a single application request often in-
volves multiple servers, finding the right order in which to interleave their execution
to deliver optimal performance is difficult.

Unfortunately, the complexity of the problem is exacerbated by the trend toward
ever more components. Multiserver systems keep splitting their servers into finer-
grained components in order to isolate runtime failures and allow for simpler crash
recovery and live updates[67]. In our previous work on NEWTOS [76], an exper-
imental high-performance fork of MINIX 3, we tackled the performance issues of
multiserver systems by running the performance-critical servers of the network stack
as individual components on dedicated cores. Similarly, the Loris [27] storage stack
replaced the single file system server with many processes for enhanced reliability
and modularity.

Dedicating cores to servers avoids scheduling on such cores. Each server has
its own core and it can run any time it needs to. On the other hand, it limits the
number of cores left for the applications. As some parts of the system will be more
heavily used than others and not all parts of the system experience the same load in
all situations, blindly dedicating cores to any system server is not optimal. In our
earlier work [77], we advocated using emerging heterogeneous multicores as they
could offer a higher number of cores on a die of the same area with a smaller energy
budget, and reduce the amount of dark silicon as demonstrated in [126]. Meanwhile,
the cores have different capabilities and performance characteristics and running
the servers on the slower cores has the potential to deliver good (or even better)
performance [? ] than using the big fast cores for the OS components. Previous
work [141; 153; 154] demonstrated that applications often deliver the best perfor-
mance (or performance to energy ratio) when they do not use the fastest processors
in the system. The same holds for the system servers—they may have a special role,
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but in the end, they are just user space processes. Even so, this leaves open the
question of how to schedule what components under specific workloads.

Although the code of monolithic systems likely has completely different per-
formance requirements than the applications [108], the system and the applications
share the cores. In contrast, multiserver systems can pick the right choice indepen-
dently for both the applications and the system servers. For example, they can easily
spread components across multiple cores of different types. However, doing so com-
plicates scheduling. Prior work on schedulers in monolithic systems is looking for
the best distribution of applications among the CPUs. The system runs on all of the
cores and uses the voltage and frequency settings selected for the applications. In
contrast, we need to place the OS servers in the same way as the applications since
they are also user space processes. However, unlike the mostly independent appli-
cations, the servers cooperate heavily, so the scheduler must consider them together
and find a combination of the cores and their settings that is optimal for groups of
servers.

The kernel-threads of monolithic systems provide multiple runtime contexts for
the kernel. Although they are privileged, they are subject to scheduling similar to
ordinary processes. They are mostly used for special purposes like periodic back-
ground tasks, interrupt processing or for decoupling execution of applications and
the kernel rather than implementing entire subsystems. Mostly, the system spawns
one instance of such a thread per each core, therefore there is little need to select
the right core for them. On the other hand, there are threads which can benefit from
running on a specific type of a core. In addition, in a system like the FlexSC [139]
variant of Linux, which runs the kernel on different cores than the applications, se-
lecting the right type and number of cores for the kernel is equally important as the
placement of components of the multiserver systems and faces similar challenges.

In this paper we discuss our experience with finding optimal configurations in
NEWTOS [76] operating system and discuss what information the servers must pro-
vide to allow designing new schedulers specifically for multiserver systems running
on multicore processors.

4.2 NEWTOS

NEWTOS is a high performance fork of MINIX 3 that marries reliability and high
performance. In particular, we use its network stack to prototype fast inter-process
communication in extreme situations. We present the architecture of the network
stack in Figure 4.1. NEWTOS runs performance-critical components on dedicated
cores. It allows them to communicate asynchronously in user space without the
overhead of using the microkernel. In fact, the kernel rarely runs on the dedicated
cores as discussed in detail in [76].

The fact that the applications run on different cores than the system makes it
possible to extend the user space communication used within the network stack to
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Figure 4.1: NEWTOS- network stack and inputs of the scheduler

the applications. This allows us to avoid many system calls and memory copying.
We expose the socket buffers to the applications and we let the applications poll
the buffers blocking only if there is no work or a transmission buffer is full. Since
the cost of system calls (especially non-blocking and select-like calls) dramatically
drops, it makes performance of NEWTOS competitive with the state of the art net-
work stack of Linux. For example, Figure 4.2 shows one sample result of our eval-
uation of lighttpd web server, both for NEWTOS and Linux. The test continuously
requests 10 byte files using persistent connections. Each connection is used for 10
requests and we carried out measurements for various number of simultaneous con-
nections. Although the NEWTOS cannot compete with Linux where latency matters
since many components are involved in processing the packets, it approaches its per-
formance.However, where throughput is more important than latency, NEWTOS can
outperform Linux. When one of the servers fails, it is possible to repair it while it
stays online.

NEWTOS inherited the user space scheduler of MINIX 3 which is inspired by
L4-based systems. The scheduler is a process which is consulted by the in-kernel pri-
ority round-robin scheduler every time a process runs out of its quantum. The kernel
sends a message to the scheduler updating it on basic statistics like the process’ CPU
usage, how often it was blocked, the cache hit rate, etc., while it removes the process
from the run queue. Once the scheduler decides on the processes’ new scheduling
parameters like quantum size, priority and the CPU where it runs during its next
period, it tells the kernel by means of a kernel call, an equivalent mechanism to a
system call in monolithic systems, that the process can run again. In the mean time,
the kernel lets other ready processes run. Besides immediate decisions, the sched-
uler continuously monitors the system. It gathers information from the kernel and
other sources as depicted in Figure 4.1 and changes the scheduling parameters pro-
actively when an adjustment is needed. For instance, it redistributes processes when
a core is under- or overloaded. In the case of a dedicated core, the kernel lets the only
process run and only periodically updates the scheduler on the runtime statistics.

As full cores are expensive in die space and energy, we also exploit hardware
multithreading. For instance, the initial implementation of Intel’s Hyperthread-
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Figure 4.2: NEWTOS vs Linux performance. Continuously requesting 10 times a 10 B file using
various numbers of simultaneous persistent connections.

ing [103] used only 5% of extra die area which is a relatively cheap way of over-
provisioning. The threads serve as containers for the process’ state, allowing it to
use instructions like MWAIT to monitor memory writes which we require for our fast
communication. A server thus halts its thread when it knows that there is no work
and the hardware scheduler efficiently interleaves execution of all runnable processes
on the core, together effectively avoiding the overhead of the system’s scheduler.

All processes are opaque for the kernel, however, unlike in other similar systems,
the user space scheduler of NEWTOS knows that some processes are special—that
a certain process is a system server, part of the network stack or a driver and if so,
whether it drives a network card or a disk controller. It also knows that a process is
part of the network or storage stack. The scheduler uses this knowledge to place each
component of the network stack on its own core for peak performance, but when the
network traffic is low and the stack is mostly idle, it co-locates all of its processes
on a single core to save resources. Depending on the architecture, it also scales the
frequency of such a core down (e.g., on AMD Opterons). We know from experience
that drivers often do not need powerful cores and can coexit on different hardware
threads of scaled down (Intel) cores, thus providing some thermal headroom when
the processors uses technology similar to Intel Turbo Boost [16].

In [? ], we evaluated our stack and showed that the system has potential to de-
liver the same performance when running on less powerful cores and with careful



66 CHAPTER 4. SCHEDULING

TCP RX / TX bytes and segments; new outbound
connections; accepted and closed connections

UDP RX / TX bytes; new sockets; closed sockets

IP RX / TX sum of bytes, protocol including headers,
ARP and ICMP protocols

Table 4.1: Network Traffic Indicators

tuning may deliver even higher performance than on fast cores running at full throt-
tle. However, the scheduler requires much richer information about the state of the
system to make its decisions.

4.3 Network Traffic Indicators

Current schedulers derive the nature of the applications, for example whether they
are interactive or long running jobs, based on their CPU usage and other runtime
factors. Similarly, to schedule the components of the network stack optimally, the
scheduler needs to know the nature of the current traffic and it needs to guess whether
the current workload is request-response oriented, how many connections open and
close or whether it is a long running bulk transfer. Different types of load stress
the system differently and the scheduler needs to react accordingly. Although the
programmer may be able to provide some additional performance related informa-
tion, for instance in the case of server applications, the actual runtime requirements
depend highly on external factors.

The scheduler of a multiserver system is isolated and its only way of gathering
information is explicit communication with other servers. While the kernel provides
basic profiling information like CPU load or cache misses, the rest must come di-
rectly from the system servers—in the case of the network stack in a form of traffic
class indicators.

Collecting the information as well as sending the information to the scheduler
must be cheap so it does not impact performance. We opt for a set of indicators
similar to the CPU performance counters. Based on their readings the user space
scheduler can make an educated guess about the workload. Each of the components
exports periodically the values in a message to the scheduler. The indicators exported
by individual components are summarized in Table 4.1.

The number of received (RX) and transmitted (TX) bytes for UDP and TCP in-
cludes only the size of the payload while IP reports a sum of all bytes including
transport and link layer headers and protocols handled by IP only. Although the
number of TX/RX bytes is a key indicator, it is by no means the only metric which
determines the load of the stack. In the case of TCP, it is extremely important to
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know whether the bytes were sent in many small segments or in large ones as the
per-byte overhead is inversely proportional to the segment size. Since the stack
hardly touches the outgoing data, preparation of the headers, computation of their
checksums (assuming that the network interface can checksum the data) routing of
individual packets, splitting TCP data into the segments which fit in the allowed
window and assigning data to individual sockets is what matters. In addition, small
segments may indicate interactive or request-response traffic which is latency sen-
sitive. Large segments are a sign for bulk transfers and elephant flows, which put
much less stress on the system, especially when TCP offloading is used, the per-byte
overhead drops and much slower, simpler and less power hungry cores can do the
job. In contrast, request-response type of workloads take advantage of fast cores as
it reduces the latency when cache hit rate is high.

TCP receives and sends many segments which do not contain any payload and
serve only as acknowledgment for the payload transfers. This overhead needs to be
accounted for as the overhead is significant when sending or receiving only a few
bytes, while the bitrate is in the order of a few tens or hundreds of megabits per
second. Looking at the bitrate only may suggest that the load is low if we consider
multigigabit network speeds. Large transfers of many gigabits per second usually do
not stress the cores much. On the other hand, the stack copies received data to the
right socket buffers which puts a high load on memory. Therefore placement of the
stack close to the application (in terms of memory communication) is critical.

Another indicator is the number of connections the system sets up and the fre-
quency of these operations. Setting up TCP connections requires an exchange of
packets which do not carry any data. However, their processing requires resources
which may be significant, especially in the case of short-lived connections. Handling
such connections on high rate (for example in the test in Figure 4.2) overloads the
application as well as the stack due to many management system calls which do not
result in sending or receiving any payload. Hence the connection rate, rather than
bitrate, is the indicator which tells the scheduler in such a situation what is the root
cause of the problem. Similarly, it is important to know whether the connections are
mostly initiated from this system (it is a client) or whether it is a server

It is the task of the user space scheduler to gather the data and generate richer
statistical information. For example, the mean overhead for transmitted or received
byte, the segments needed for setting up connections or the mean life-time of con-
nections. The frequency of updating the scheduler decides how quickly and how
precisely the system is able to respond, however, high rate of updates introduces
communication overhead which must not outweigh the benefits.

4.4 Web Server Profiles

We have conducted several measurements of the lighttpd web server running on
NEWTOS with the focus on stressing the network stack by various workloads to
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Figure 4.3: Resuts for tests requesting continuously a file of a size between 10 bytes and 10
Megabytes using 8 simultaneous connections. The dashed line in (a) and (g) connects points
where all three components run with the same frequency. 10 MB case shows bitrate instead of
request rate. Legend is only in (f).
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demonstrate that selecting the right configuration is not a trivial task. Web servers are
a common case which demands high performance and spans across a large range of
workloads. We use a dual-socket quad-core Xeon E5520 machine with an Intel 10G
Ethernet card. One of the chips hosts the system while the other one is left for the
applications. We use a single lighttpd process. We set the speed of the system chip
to 1600 MHz and we let the other chip run at the peak 2267 MHz. We use thermal
throttling of the individual cores to emulate high and low performing heterogeneous
cores for the system with frequency ranging from 1600 MHz to 200 MHz. Our
goal is to explore the range in which various cores may become a bottleneck. For
simplicity, we excluded the packet filter (and UDP is obviously not used). This
leaves TCP, IP and a 10G Ethernet driver.

Figures 4.3a-d present a subset of measurements in which we scale the IP and
TCP cores together (individual lines—legend in Figure 4.3f) and the driver core sep-
arately (the X axis) as our experiments suggest that the speed of the driver influences
the performance the most. TCP and IP have similar CPU usage. The second set of
figures 4.3e-h presents the same data. However, we now fix the frequency of the
driver’s core instead. We carried out all the measurements requesting a file of various
sizes using 8 simultaneous connections issuing 10 requests per a single connection.
This is enough to overload the stack cores when they run at low clock speed.

Some of the workload patterns show the scaling we would expect. For instance
requesting a 100-kB file scales almost linearly depending on the performance of
both IP and TCP cores. On the other hand, the speed of the driver’s core has no
impact. However, when requesting a tiny 10-B file, the speed of the driver’s core
matters. The lowest speed of 200 MHz delivers the same performance as if the core
were running at 1600 MHz. Comparing the results to the same test when all the
cores run at the peak clock frequency of 2267 MHz (Figure 4.2, data point 8), it
shows the request rate may even drop again when we use even faster cores. The
potential energy savings make the choice obvious, however, we would also need to
have a good understanding of the energy consumption profiles of individual cores’
types and their dynamic voltage and frequency scaling (DVFS) states. Part of this
information is provided by a firmware like ACPI. However, it is important to have
accurate online energy measurements provided by the cores themselves (for instance
the new Intel Sandybridge cores) rather than letting the scheduler estimate the energy
consumption indirectly, for instance by using the existing performance counters [44].

Counterintuitively, when the response size grows into the order of mega bytes,
running TCP and IP on fast cores may have negative impact on the performance.
This depends on the frequency of the driver’s core, that is, whether it is below or
above 400 MHz. The difference is the amount of sleep time of the underutilized fast
cores and how much latency adds waking them up. In this case, saving energy on
a fast core significantly impacts performance and a more utilized slower core can
deliver the best of both measures.

An important observation is that even in situations which scale monotonically
(10-B and 100-kB case), increasing the speed of the cores beyond a certain point
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does not deliver any increase in request or bit rate. In such a situation, the applica-
tion core is usually (close to being) overloaded. It is pointless to scale the stack’s
cores up or move it to faster cores if the application is the bottleneck. In contrast,
the scheduler needs to find such cores and settings for the system that it frees up re-
sources for the applications. For instance, by moving the network stack to a different
chip to let the application use Turbo Boost on the Intel processors or letting to power
on faster cores.

4.5 Profile Based Scheduling

Since the profiling shows that the system’s behavior is not linear, finding an optimal
solution is not simple. Many schedulers use a trivial algorithm which would scale all
the cores of the network stack simultaneously as long as the bitrate increases. Doing
so would find the optimal setting for the performance in the case of 10-byte files.
However, it would be far from the energy optimum (dashed line in Figure 4.3a).
In addition, the same algorithm would find neither the performance nor the energy
optimum in the case of 1-megabyte (dashed line in Figure 4.3g) or 10-megabyte
files. Moreover, many schedulers scale up or down only when a certain CPU usage
threshold is reached. It is tricky to pick such thresholds which would suite any
deployment and workload.

A solution which would find the optimum dynamically is further complicated
by the fact that after selecting a different configuration the performance is worse
or better either due to the new configuration or because the load of the system has
changed due to external events. Unlike in the case of local storage (for example),
in the case of networking, the remote machines as well as the network itself react
to the changed timings. Therefore we need the richer indicators from which we can
conclude that, say, the mix of requested files did not change, but only the service rate
is higher or lower. Since the workload likely fluctuates, we use the recent history of
the readings of the traffic indicators to observe the trend. If the scheduler’s decision
abruptly and significantly worsens the trend, it is likely a wrong decision and need
to be reconsidered.

The solution we propose at this moment is a Profile Based Scheduling which
assumes that we can estimate the expected workloads, benchmark them and create
their profiles. Based on the current indicators’ readings, the scheduler decides which
of the profiles is the closest match and applies the best settings for the given profile.

For example, in the case of a web server, the workload can temporarily change
either in the number of connections or requests per second or in the mix of requests.
Therefore, to approximate the optimal behavior requires many profiles along sev-
eral dimensions. The profiles cannot capture all possible scenarios and we select a
configuration based on an approximation of the observed load and the profiled ones.
Each of the new load and configuration pairs can serve as a data point in an on-
line profile which makes approximation finer and further increases precision of our
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future selections.
A large number of profiles is not always required. A node in high-performance

computing may just switch between handful of its roles. For example, when the
node receives data for its computation, when it sends out the results and when it
computes. In the last case, it can power off the networking cores as it needs the
energy elsewhere. Alternatively, if the cores employ hardware threading, we can
co-locate the network stack on the same cores as other parts of the system which are
mutually exclusive in different periods of the operation of such a node. Since we
would not need to power off a set of cores to power on another set, this decreases
the latency of switching between different modes of operation. Although the load
of the network stack’s cores can hint whether the node uses the network or not, the
extra indicators can detect whether it sends or receives data and allow the scheduler
to act accordingly. For example, sending data is typically less demanding, therefore
we can pick a profile which scales the network stack’s cores down, while in the case
of receiving the profile suggests to use faster cores.

The reconfiguration has some latency. In the case of the web server scenario, we
expect to benefit from the new configuration for some time in the future. However, in
the case of a node which reconfigures periodically, the phases must be long enough
that the latency of reconfiguration does not negate the benefits.

The need for the profiles should not prohibit deployment of multiserver systems
as it is already a good practice to carefully evaluate and tune current commodity
systems and applications before production deployment. Generating the required
profiles is easily scriptable and can be part of the initial evaluation process. The
added value of our approach is that the hardware and the system is not only tuned
for the expected peak load, but the system can adapt as the workload changes and
pick the most appropriate resources. Heterogeneous and over-provisioned architec-
tures are newly emerging products with different characteristics and we can apply
profiling prior deployment equally to any of them.

4.6 Conclusions and Future Work

We presented an operating system which is designed for high reliability and depend-
ability. Running on multicore processors allows the system to reduce the overheads
of its design and even surpass performance of the state of the art systems.To fur-
ther improve its performance it can use more resources and the most appropriate
resources and free the resources when they are not needed. This system is able
to embrace a heterogeneous over-provisioned machine and has the potential to re-
configure itself based on the changes in the workload. We use current commodity
hardware to emulate heterogeneous environment and we show that trivial solutions
cannot reach the optimal performance to energy ratio. We show the potential of the
system and we present a basic method which allows the system to adapt to changing
workload in various expected scenarios.
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For now, evaluation of more diverse architectures, finding similar indicators for
other parts of the system and a truly comprehensive algorithm that adapts the system
to any situation remains work in progress.
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5
On Sockets and System Calls

Minimizing Context Switches for the Socket API

Abstract

Traditionally, applications use sockets to access the network. The socket API is well
understood and simple to use. However, its simplicity has also limited its efficiency
in existing implementations. Specifically, the socket API requires the application to
execute many system calls like select, accept, read, and write. Each of these
calls crosses the protection boundary between user space and the operating system,
which is expensive. Moreover, the system calls themselves were not designed for
high concurrency and have become bottlenecks in modern systems where processing
simultaneous tasks is key to performance. We show that we can retain the original
socket API without the current limitations. Specifically, our sockets almost com-
pletely avoid system calls on the “fast path”. We show that our design eliminates
up to 99% of the system calls under high load. Perhaps more tellingly, we used our
sockets to boost NEWTOS, a microkernel-based multiserver system, so that the per-
formance of its network I/O approaches, and sometimes surpasses, the performance
of the highly-optimized Linux network stack.

73
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5.1 Introduction

The BSD socket API is the de facto standard for accessing the network. Today,
all popular general-purpose systems provide a set of system calls for implementing
sockets. However, sockets were invented over 30 years ago and they were not de-
signed with high performance and concurrency in mind. Even on systems like Linux
and FreeBSD, which have optimized their network stacks to the extreme, the overall
network performance is crippled by the slow BSD socket API on top of it. The core
problem of the socket API is that every operation requires a system call. Besides
the direct cost of the trap into the operating system and back, each system call gums
up the caches, the CPU pipelines, the branch predictors, and the TLBs. For some
calls (like bind or listen), this is not a problem, because they occur only once per
server socket. Calls like read, write, accept, close, and select, on the other
hand, occur at very high rates in busy servers—severely limiting the performance of
the overall network stack.

A clean way to remove the bottleneck is simply to redesign the API. Many
projects improve the network processing speeds by introducing custom APIs [18;
50; 140]. Megapipe [69] also deliberately takes a clean-slate approach, because the
generality of the existing API limits the extent to which it can be optimized for
performance. In addition, it offers a fallback to a slower but backward compatible
implementation for legacy software. The obvious drawback of all these approaches
is that the new APIs are not compatible with the widely adopted BSD sockets and
thus require software rewrites to make use of them. In addition, custom APIs typ-
ically look different on different operating systems and are frequently tailored to
specific application domains.

In this paper, we investigate to what extent we can speed up traditional sock-
ets. We do so by removing the worst bottlenecks, system calls, from the socket’s
‘data path’: the time between the socket / accept and close system calls—during
which the socket is actively used. The potential savings are huge. For instance,
“system” calls that we resolve in user space are 3.5 times faster than equivalent calls
in Linux. In NEWTOS, removing the system calls improves the performance of
lighttpd and memcached by 2× to 10×. Instead of system calls, the socket API re-
lies on a user space library to implement performance-critical socket functions. We
do keep the system calls for less frequent operations like bind and listen, as they
do not influence performance much.

Note that removing the system calls from the socket implementation is diffi-
cult. For instance, besides send and recv, we also need to move complex calls like
select and accept out of the operating system. We are not aware of any other
system that can do this.

As a result, our design helps scalability in speed, compatibility with legacy code,
and portability between platforms. To the best of our knowledge, our socket design
supports the networking requirements of every existing UNIX application. More-
over, without changing a single line of code, we speed up the network performance
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of applications like lighttpd and memcached to a level that is similar to, and some-
times better than, that of Linux—even though we run them on a slower microkernel-
based multiserver operating system. For instance, we support up to 45,000 requests/s
for small (20B–11kB) files on a single thread of lighttpd (where the application
and the protocol stack run on separate hardware threads).

The key to our solution is that we expose the socket buffers directly to the user
applications. Doing so has several advantages. For instance, the user process places
the data directly where the OS expects them so there is no need for expensive copy-
ing across address spaces. Moreover, applications can check directly whether a send
or recv would block (due to lack of space or lack of data, respectively). Again, the
interesting point of our new design is that applications can do all this while retaining
the familiar socket API and without any system calls.

Our solution is generic and applies to both monolithic and multiserver OS de-
signs with one important condition: it should be possible to run the network stack on
cores or hardware threads that are different from those used by the applications. For-
tunately, this is increasingly the case. Because running the OS and the applications
on different cores is good for concurrency, such configurations are now possible on
some monolithic systems like Linux [139] and AIX [135], and multiserver systems
like NEWTOS [76].

Monolithic systems. Many monolithic systems uniformly occupy all the cores,
with the execution of system code interleaving the execution of the applications.
However, FlexSC [139] demonstrated that it is advantageous for systems like Linux
to separate the execution of applications and operating system between different
cores, and to implement system calls without exceptions or traps. Rather than trap,
the application writes the system call information on a page that it shares with the
kernel. The kernel asynchronously picks up these requests, executes the requested
system call and ships the results back. This decouples execution of the applications
and system calls.

Multiserver systems. There is even more to gain for microkernel-based multi-
server systems. In the multicore era, such systems are becoming more popular and
new microkernels like Barrelfish [31] emerge. Multiserver systems follow highly
modular designs to reduce complexity and facilitate crash recovery [76] and “hot
swapping” [30; 67]. Long thought to be unbearably slow, modern multiserver sys-
tems benefit from the availability of multicore hardware to overcome some of their
historical performance issues [77; 76]. Multiserver systems consist of multiple un-
privileged server (or device driver) processes which run on top of a microkernel.
A single system call on a multiserver system may lead to many messages between
the different servers involved in handling the call, and hence significant overhead.
On the other hand, it is easy to spread multiserver systems across multiple cores so
that performance critical tasks run on dedicated cores, independent of the applica-
tions. Since spatial separation of the OS and the applications is exactly what our
socket implementation requires and system calls are particularly expensive, multi-
server systems are a good target for sockets without system calls.
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Contributions The contributions of our work are:

1. We show a new design of BSD network sockets in which we implement most
network operations without any system calls.

2. We show how this design allows applications to run undisturbed while the
network stack works on their requests asynchronously and concurrently.

3. We evaluate the performance of the novel design in the context of reliable
multiserver systems (NEWTOS [76]), using lighttpd web server and the
memcached distributed memory object caching system to show that the new
implementation can also bring competitive performance to systems long thought
to be unbearably slow.

The rest of the paper is organized as follows. First, in Section 5.2 we discuss
recent efforts to enhance network I/O, highlighting the weak points and describing
how we address them. We present the details of our design in Section 5.3, 5.4 and
5.5, its implementation in Section 5.6 and implications for reliability in Section 5.7.
We evaluate the design in Section 5.8 and we conclude in Section 5.9.

5.2 Motivation and Related Work

Although the socket API is well understood and broadly adopted, it has several per-
formance issues. Primarily, the API was not designed with high concurrency in
mind. Reading from and writing to a socket may block—suspending the entire ap-
plication. To work around this limitation, applications spawn multiple processes
(one for each connection), or use multiple threads [116]. Both of these approaches
require switching of threads of execution with significant performance overhead,
and mutual synchronization, which also affects performance and makes the software
complex and error prone.

Nonblocking variants of socket operations allow handling of multiple sockets
within a single thread of execution. However, probing whether a system call would
succeed requires potentially many calls into the system. For instance, a nonblocking
read is likely to return EAGAIN frequently and consume resources unnecessarily.

To avoid needless system entries, system calls like select, poll, and their bet-
ter optimized variants like epoll or kqueue [92] let the application ask the system
whether and when it is possible to carry out a set of operations successfully. Al-
though select greatly reduces the number of system calls, the application needs to
use it first to query the system which of the potential writes and reads the system
will accept. This still leaves many system calls which cross the protection boundary
between the applications and the system.

Besides using select and friends, developers may improve efficiency by means
of asynchronous I/O. Such operations initially communicate to the operating system
the send or receive requests to execute, but do not wait for the operation to com-
plete. Instead, the application continues processing and collects the results later.
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Figure 5.1: Net stack configurations : (a) Monolithic systems (Linux, BSD, Windows, etc.) (b)
FlexSC / IsoStack (c) Multiserver system (MINIX 3, QNX).

The POSIX asynchronous I/O calls provide such send, recv, read and write op-
erations, but even in this case, the execution of the application is disrupted by the
system calls to initiate the requests and to query their status.

Monolithic systems like Linux implement system calls by means of exceptions
or traps which transfer the execution from the application to the kernel of the oper-
ating system (Figure 5.1a). The problem of this mode switch and its effect on the
execution of the application has been studied by Soares et al. in FlexSC [139]. They
demonstrated that if the system runs on a different core, it can keep its caches and
other CPU structures warm and process the applications’ requests more efficiently
in terms of the instructions-per-cycle ratio. Multithreaded applications like Bind,
Apache and MySQL can issue a request and instead of switching to the kernel, they
can keep working while the kernel processes the requests.

Although FlexSC is a generic way to avoid exceptions when issuing system calls,
single threaded high performance servers can take little advantage without modifica-
tion of their code using the libflexsc library [140]. Event-driven servers based on the
libevent library [10] like nginx [25] and memcached [24] need only modest changes,
however modification of other servers like lighttpd [11] would require more work.
In addition, the kernel still needs to map in the user memory to copy between the
application’s address space and its own.

IsoStack [135] does not offer a generic solution to the system call problem and
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focuses solely on the AIX network stack. In particular, it reduces contention on
data structures and the pollution of CPU structures that results from the interleaved
execution of the network stack and applications by running the stack on separate
core(s) (Figure 5.1b). Since the stack has its own core, it can poll the applications
for data. To pass commands to the IsoStack, applications need to use the kernel—to
access per-core notification queues that are shared by all applications on the core.
Although each socket has its own command and status queues, there is only one
notification queue per core, so the number of queues to poll is limited.

MegaPipe [69] features per-core queues for commands and completions. Unlike
IsoStack, the applications do not share those queues. Specifically, each application
opens its own private queue for each core on which it runs. Since the applications
using MegaPipe do not run side-by-side with the network stack but on top of the
kernel, the stack cannot poll those queues, but MegaPipe reduces the overhead of
system calls by batching them. Making one kernel call for multiple system calls
amortizes the overhead, and the batching is hidden by a higher level API. However,
the API differs significantly from POSIX. The authors explicitly opted for a clean-
slate approach, because the generality of the existing socket API “limits the extent
to which it can be optimized in general”.

Windows introduced a similar mechanism in version 8, the so-called registered
I/O, also known as “RIO” [18]. The internals of the communication between user
space and the kernel in Windows is much more exposed. Programmers need to
create a number of queues tailored to the problem they are solving, open the sockets
independently and associate them with the queues. One significant difference is
that RIO explicitly addresses the optimization of data transfer. Specifically, the user
needs to preregister the buffers that the application will use so the system can lock
the memory to speed up the copying.

Microkernel-based multiserver systems implement system calls by means of
message passing. Typically, the application first switches to the kernel which then
delivers the message to the process responsible for handling the call and, eventu-
ally, sends back a reply. This makes the system call much more costly than in a
monolithic system and more disruptive. It involves not only the application and
the kernel, but also one or more additional processes (servers), as shown in Fig-
ure 5.1c. For instance, the first column in Table 5.1 shows the cost in cycles of a
recvfrom call that immediately returns (no data available) in NEWTOS if the ker-
nel is involved in every IPC message and the system call traverses three processes
on different cores—a typical solution that is, unfortunately, approximately 170 times
slower than the equivalent call in Linux.

One of the problems of such an implementation is that the network stack asks
the kernel to copy the data between the application process and itself. Compared
to monolithic systems, remapping user memory into the address space of the stack
is much more expensive, as the memory manager is typically another independent
process. To speed up the communication, we have proposed to convert the mes-
saging into an exception-less mechanism when the system uses multiple cores [76].
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Kernel msgs User space msgs No system calls Linux

79800 19950 137 478

Table 5.1: Cycles to complete a nonblocking recvfrom()

Specifically, the user process performs a single system call, but the servers them-
selves communicate over fast shared-memory channels in user space. As shown in
the second column of Table 5.1, doing so speeds up the recvfrom operation by a
factor of 4.

However, if we avoid the system call altogether and perform the entire operation
in (the network library of) the user process, we are able to reduce the cost of the
recvfrom to no more than 137 cycles—150 times better than the fast channel based
multiserver systems, and even 3.5 times faster than Linux.

Rizzo et al. use their experience with netmap [123] to reduce overheads for
networking in virtual machines [125], in which case it is important to reduce the
amount of VM exits, data allocation and copying. While they work on the network
device layer, the VM exits present similar overhead as the system calls for sockets.

Marinos et al. [102] argue for user space network stacks that are tightly coupled
with applications and specialized for their workload patterns. The applications do
not need to use system calls to talk to the stack and do not need to copy data as the
software layers are linked together. The stack uses netmap for lightweight access
to the network cards. Similarly, mTCP [82] argues for user space network stack
since decoupling the application and the heavy processing in the Linux kernel (70-
80% of CPU time) prohibits network processing optimizations in the application.
These setups trade performance for loss of generality, portability and interoperability
(the network stacks are isolated within their applications) and usually monopolize
network interfaces.

Solarflare’s OpenOnload [13] project allows applications to run their own net-
work stack in user space and bypass the system’s kernel. While it provides a low-
latency POSIX interface, it works only with Solarflare NICs as it needs rich virtual-
ization and filtering hardware features.

Our design draws inspiration from all the projects discussed above. As none of
them solves the problem of marrying reliable systems to high-performance using the
existing socket API, we opt for a new implementation that eleminates the system
calls during the active phase of a socket’s lifetime (between socket creation and
close).

5.3 Sockets without System Calls

The socket API consists of a handful of functions. Besides the socket management
routines like socket, close, connect, set/getsockopt or fcntl, applications
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can only read/receive from and write/send to the sockets, although there are different
calls to do so. A socket can act as a stream of data or operate in a packet-oriented
fashion. Either way, the application always either sends/writes a chunk of data (pos-
sibly with attached metadata), or receives/reads a chunk of data. We limit our dis-
cussion to general reads and writes in the remainder of this paper, but stress that the
arguments apply to the other calls too. To help the reader, we will explicitly mention
what parts of NEWTOS are similar to existing systems. The main point of our work
is of course entirely novel: high-speed BSD sockets that work with existing applica-
tion and without system calls in the active phase, designed for reliable multiserver
systems .

The focus of our design is to avoid any system calls for writing and reading data
when the application is under high load. We achieve this by exposing the socket
buffers to the application. When reading and writing sockets using legacy system
calls, applications cannot check whether or not the call will succeed, before they
make it. To remedy this, we allow the applications to peek into the buffer without
involving the operating system at all. Thus, when the application sees that the oper-
ating system has enough space in the socket buffer, it can place the data in the buffer
right away. Similarly, when it sees that the buffer for incoming data is not empty, it
fetches the data immediately.

In summary, our key design points are:

1. The socket-related calls are handled by the C library which either makes a
corresponding system call (for slow-path operations like socket, or if the
load is low), or implements the call directly in user space.

2. The API offers standard BSD sockets, fully compatible with existing applica-
tions.

3. We use a pair of queues per socket and the queues also carry data. Each queue
is the socket buffer itself.

4. The application polls the sockets when it is busy and wakes up the stack by a
memory write to make sure the stack attends to its requests very quickly.

5. The network stack polls on per-process basis (rather than each socket individ-
ually).

6. We avoid exception-based system calls without any batching, and the applica-
tion only issues a blocking call when there is no activity.

Although we discuss the design of the buffers and the calls separately in Sec-
tions 5.4 and 5.5, they are closely related. For instance, we will see that exposing
the buffers to the application allows a reduction in the number of system calls, as
applications can check directly whether or not a read or write operation would fail.
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Figure 5.2: Exposed socket buffers – no need to cross the protection boundary (dashed) to
access the socket buffers.

5.4 Socket Buffers

A socket buffer is a piece of memory the system uses to hold the data before it
can safely transmit it and, in the case of connection oriented protocols, until it is
certain that the data safely reached the other end. The receive buffer stores the
data before the application is ready to use it. Our socket buffers are different from
traditional ones in that they are premapped and directly accessible by the applica-
tion as presented in Figure 5.2. We exposed the socket buffers to user space much
like netmap [123] exposes buffers of network interfaces and it is similar to how
FBufs [55], Streamline [50] or IO Lite [117] map data buffers throughout the system
for fast crossing of isolation domains.

5.4.1 Exposing the Buffers

The system allocates the memory for the socket and maps it into the address space
of the application right after socket creation. The advantage is that the system does
not need to create the mappings when it transfers the data between its address space
and the application. This is similar to Windows RIO. However, unlike RIO, the
programmers do not need to register the buffers themselves. Instead, buffers are
ready at the time the socket opens. This keeps the use of sockets simple.

The socket buffers are split in two parts—one for incoming and one for outgoing
data. Each of these parts is further split into an unstructured memory area for data
and an area that forms a ring queue of data allocation descriptors, as presented in
Figure 5.3. Both the application and the system use the queues to inform the other
side about the data they have placed in the socket. This is similar to IsoStack’s [135]
per socket data queues. However, we do not require notification queues.

Mapping the buffers entirely in the address space of the application makes the
data path (e.g., reads and writes) cheaper and the control path (e.g., the socket call)
more expensive as the mapping takes place when creating the socket. Thus, it is
a potential performance bottleneck for servers which open and close many connec-
tions. In RIO, the mappings are initiated by the application after it opens the socket
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head
tail

data_head data_tail

Figure 5.3: A socket buffer – ring queue and data buffer. White and shaded present free and
used / allocated space.

and only then the application associates them with the socket. In contrast, we amor-
tize the cost of mapping the buffers by reusing the same mappings (as we describe in
Section 5.5.5), which is trivially possible because the operating system creates them.

With traditional “hidden-buffer” sockets, the application lacks feedback on how
quickly the network stack can drain the buffers when sending. This contributes to the
so-called Buffer Bloat [63] problem. In general, it means that applications blindly
send as much data as they are allowed, hoping that the network will somehow deliver
them. As a result, too much data accumulates in network stacks, staying too long
in large buffers before eventually being dropped and retransmitted. Linux partially
fixes the problem by employing an algorithm called Byte Queue Limits (BQL) [4],
which limits the number of bytes the system can put in the buffers of the network
interfaces. Instead of blindly pushing as much data as it can, it checks how much
data the interface sent out during a period of time and sets this as a limit for itself.
Unfortunately, the process is completely hidden from the application. For instance
a video streaming server could decrease the video quality to reduce the bitrate if it
knew that the connection cannot transmit fast enough. The exposed socket buffers’
head and tail pointers provide enough information for a BQL-like algorithm in the
library to limit the number of bytes the applications write in the socket (e.g., by
failing the write call). POSIX provides ioctl calls to query such information,
however, our sockets can do it cheaply, without the overhead of system calls.

5.4.2 Socket Buffers in Practice

The ring buffer part of the socket has 64 slots in our prototype and the application
can change the size of the buffer and also change the number of slots of each of the
ring buffers (using setsockopt) as the needs of each application can differ. For
instance, senders with many small writes or receivers with mostly small requests
may prefer higher slot counts with a smaller area for data.

Using single-producer, single-consumer ring buffers (or queues) is convenient
as they are lock-free [65] and detecting whether they are empty or full is achieved
inexpensively by examining the head and tail pointers. Likewise, it is simple to
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indicate activity by incrementing the head or tail pointer. Due to the pipe-like socket
nature, we can allocate the data sequentially also, and deallocate them in the same
order, so there is no fragmentation and testing for full or empty is equally cheap as
for the descriptor ring.

Since the ring queues are in shared memory and the operating system cannot trust
the application, it uses memory protection for the ring structure so that the receiver
cannot change the values that the system later uses for deallocating the data. Only the
head pointer is writable by the consumer—as it must modify it to indicate progress.
We place the head pointer in a separate memory page to enforce the protection.

Both the application and the network stack must free the buffers when the con-
sumer has processed the data. The C library, which implements POSIX, tries to re-
claim buffers after we successfully completed a write to a socket, keeping the socket
free for new writes and avoiding blocking and system calls or when allocation fails.
Of course, if the socket buffer is full and the operation is blocking, the application
must block as we describe in Section 5.5.4.

The POSIX system call API does not guarantee correctness of execution when
multiple threads or processes use the same socket. However, it provides a certain
degree of consistency and mutual exclusion as the operating system internally safe-
guards its data structures.

For example, many simultaneous calls to accept result in only one thread ac-
quiring a socket with the new connection. Although programmers avoid such prac-
tices, above all for performance reasons (e.g., Facebook uses different UDP ports for
different memcached threads [114]), our library uses a per-socket spinlock to pro-
vide the same protection. In a well structured program, there is no contention on this
lock. However, when a process forks or sends a socket descriptor through a pipe,
we cannot guarantee that different processes do not cause each other harm. There-
fore, the system catches such situations and transparently reverts to slow but fully
compliant sockets. For this reason, the performance of legacy servers like apache
or opensshd does not improve—nor does it worsen. In contrast, the vast majority
of client software like wget, ftp or web browsers, and modern event-driven servers
like lighttpd, nginx and memcached, do not need any change to take full advan-
tage of the new sockets.

5.5 Calls and Controls

In this section we describe how the network stack and the applications communicate
with each other, how we implement the system calls and signaling without involving
the kernel.

5.5.1 Notifying the System

When an application writes to a socket, it needs to tell the system to handle the re-
quest. When the application runs “on top of” an operating system (i.e., the system’s



84 CHAPTER 5. ON SOCKETS AND SYSTEM CALLS

kernel runs only upon requests from user processes, or when an external event oc-
curs), the only practical means for an application to tell the system about its request
is a system call. Although it is possible to have a system thread which periodically
polls the sockets, much like in VirtuOS [113], we think this is impractical. It would
not only make running of the system thread dependent on the scheduler, but it would
also require descheduling of the user process to switch to the polling thread, which
would impact the performance of all the threads sharing the core. It also requires a
good estimate for how long and how frequently to poll, which is highly workload
dependent.

In contrast, we exploit the fact that the network stack runs on a different core
than the applications. The stack can poll or periodically check the sockets without
disrupting the execution of applications. On modern architectures, it is possible to
notify a core about some activity by a mere write to a piece of shared memory. For
instance, x86 architectures offer the MWAIT instruction which halts a core until it
detects a write to a monitored memory region, or until an interrupt wakes it up. This
allows for energy-efficient polling.

Using the memory to notify across cores has several additional important ad-
vantages. First, it is cheap. Although the write modifies a cache line, which may
invalidate it in the cache of other cores resulting in some stalls in the execution,
this is a much smaller overhead than switching to the system, which would suffer
the same caching problem, but on a much larger scale. Second, the sender of the
notification can continue immediately. More importantly, the notification does not
interrupt the work of the code on the receiver side. Therefore, when the network
stack is busy, it can continue its work in parallel to the applications and check the
socket eventually. Interrupting its execution would only make things worse without
passing any additional useful information to the network stack.

5.5.2 Notifying the Application

NEWTOS has no need to keep notifying the applications. Applications are structured
to keep processing as long as they can find a socket to read from, which our sockets
allow without direct interaction with the system. Under high load, there is usually
a socket with data available. When the load is low, making a system call to block
the application is generally fine and it is the only way to avoid wasting resources
and energy by polling. This way applications explicitly tell the system to wake them
up when new work arrives. In the rare case that the application domain demands
extremely low latency and cares less about resource usage and energy consumption,
the sockets can switch to active polling instead.

Traditionally, applications use select-like system calls to suspend their execu-
tion, as they cannot efficiently decide whether an operation would block. We still
offer select for legacy applications, but as we will see in Section 5.5.4 our imple-
mentation requires no trap to the operating system if the load is high.
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5.5.3 Socket Management Calls

Except for extremely short connections, reads and writes make up the majority of
the socket-related calls during a socket’s lifetime. Nevertheless, busy servers also
accept and close connections at a very high rate. Since our sockets lack a command
queue from the application to the operating system, it appears, at first glance, that we
cannot avoid a high rate of system calls to create and manage the sockets. In reality,
we will show that we can handle most of them in user space. Specifically, while we
still implement the socket call as a true system call, we largely avoid other calls,
like accept and close.

Fortunately, the socket call itself is not used frequently. For instance, the server
applications which use TCP as the primary communication protocol use the socket
call to create the listening server socket, setting up all data-carrying sockets by means
of accept. In client applications the number of connections is limited to begin with,
and the socket call is typically not used at high rates. Phrased differently, a slightly
higher overhead of creating the connection’s socket is acceptable.

In general, we can remove the system calls only from those API functions that
the application either uses to collect information from the system, or that it can fire
and forget. As all other calls may fail, the application needs to know their result
before continuing. We implement the management calls in the following way:

accept As mentioned earlier, the operating system premaps the buffers for a pending
connection in the listening socket’s backlog—before the system announces its
existence to the application. As a result, the accept itself can be handled
without a system call. The application reads the mapping information from
the listening socket and writes back the acknowledgment that it accepted the
connection.

close Closing a connection always succeeds, unless the file descriptor is invalid. Af-
ter checking the validity of the descriptor, the library injects a close data de-
scriptor, returns success to the application and forgets about the call. The sys-
tem carries it out once it has drained all data from the socket, asynchronously
with the execution of the application. It also unmaps the socket from the appli-
cation’s address space. In case SO_LINGER is set, we check whether the buffer
is not empty in which case we must block and a system call is acceptable.

listen, bind These calls are infrequent as they are needed only once for a server
socket. For performance, it makes no difference whether they make system
calls.

connect Connecting to a remote machine is slow and the overhead of the system
call is acceptable. We implement connect on a nonblocking socket by writing
a “connect” descriptor into the socket buffer and we collect the result later
when the system replies by placing an error code in the socket buffer.

In the remaining subsections, we discuss the control calls that we execute in user
space (select, accept, and close) in more detail.
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5.5.4 Select in User Space

Our sockets enable the application to use cheap nonblocking operations to poll the
buffers to check whether it is possible to read or write. However, many legacy ap-
plications perform this check by issuing select or a similar call. In this case, our
library select routine sweeps through all the sockets indicated by the file descriptor
sets supplied and returns immediately if it discovers that any of the sockets would
accept the desired operation. Only if there is no such socket, it issues a call to the
system, passing along the original descriptor sets. A blocking call internally checks
whether it can complete or whether it needs to block using select, however, with-
out the overhead of copying an entire set of file descriptors.

It is possible to optimize the polling further. For instance, the application can
keep polling the sockets longer before deciding to make the system call. The polling
algorithm may also adapt the polling time based on the recent history, however, this
is beyond the scope of this paper.

We implemented one simple optimization. Since the head and tail pointers of the
ring buffers reside in memory shared between different cores, reading them often
may result in cache line bouncing as another core may be updating them. We do
not always need to read the pointers. After we carried out the last operation, we
make a note whether the same operation would succeed again, i.e. whether there
is still space or data in the buffer. As we complete the operation, the values of the
pointers are in local variables assigned to registers or local cache. Taking the note
preserves the information in non-shared memory. In addition, we can condense the
information into a bitmap so we can access it in select for all the sockets together,
thus not polluting the local cache unnecessarily.

Although it is not part of POSIX and hence not portable, we also implemented
a version of epoll as it is more efficient than pure select. The library injects
the file descriptors to monitor by means of writes to the socket used for epoll, and
polls this socket by means of reads and a select-like mechanism for the pending
events. In contrast to Linux and similar to our writes, applications can issue many
epoll_ctl calls without the system call overhead. Likewise epoll_wait often
returns the events right away in user space, much like our select. The benefit of
epoll is not only because it is O(1), more importantly, it allows the library to poll
fewer sockets.

5.5.5 Lazy Closing and Fast Accepts

The obvious bottleneck of our approach is that we must set up the mappings of the
buffers before we can use the sockets. This is a time consuming operation, especially
in a multiserver system because it requires a third component to do the mappings on
behalf of the network stack. This is typical for multiserver systems.

We amortize some of this cost by not closing the socket completely, but keeping
some of the mappings around for reuse when the application opens new ones. This
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Figure 5.4: Architecture of the network stack

is especially useful in the case of servers as they handle many simultaneous con-
nections over time. Once a connection closes, the server accepts a new one shortly
thereafter.

We let the system decide when to finalize closing a socket. It allows the net-
work stack to unmap some of the buffers in case of memory pressure. For instance,
when an application creates and closes a thousand connections and keeps the sockets
around while it does not use them, the stack can easily reclaim them. Note that once
the application tells the system that it has closed a socket and thus will not use it
any more, the system is free to unmap its memory at any time and the application
must not make any assumptions about the algorithm. If the application touches the
socket’s memory without opening/accepting a new one, the application may crash.

The default algorithm we use keeps the sockets in a “mapped” state as long as at
least half of the sockets are in use. Once the number of the active sockets is smaller
than the number of the closed ones, we unmap all the closed ones. The idea is
that the number of connections a server application uses at a time oscillates around
an average value with occasional peaks. Thus, it is good to have some preopened
sockets available. However, when the number of connections drops significantly, we
want to free many of them and start exploring for the new average. Of course, when
the application wants more connections, the stack creates them at a higher cost and
latency.

For applications, the accept and close calls are very cheap operations. On
accept, the library reads a description of the new socket, but the mappings are al-
ready present. Similarly, on a close, the application writes a close descriptor into the
socket, while the unmapping occurs asynchronously in the background.

5.6 Fast Sockets in NEWTOS

We implemented the new sockets in a multiserver system, which are often found in
deployments where reliability is the primary concern, for example QNX [131]. Fix-
ing the performance limitations of multiserver systems is (a) challenging as the solu-
tion must not compromise the reliability and (b) urgently needed to allow their wider
acceptance. Instead of trading performance for reliability, we use more memory



88 CHAPTER 5. ON SOCKETS AND SYSTEM CALLS

(which is nowadays plentiful) and more cores (which are becoming equally abun-
dant, e.g., Intel announced new 72-core Knights Landing chip [9]). The reliability
of these systems typically consists of a modular design that facilitates properties like
fault isolation, crash recovery, and live updatability.

In an extremely modular design, NEWTOS’ network stack itself is broken into
several single-threaded servers (TCP, UDP, IP, packet filter) and device drivers. Fig-
ure 5.4 presents a subset of the components. The syscall server dispatches the system
calls. The solid arrows represent communication without system calls and kernel
involvement, while the dashed one stands for a traditional kernel IPC based system
calls. NEWTOS demonstrated [76] that pinning individual servers to dedicated cores
removes the biggest overhead of multiserver systems—context switching— and fur-
ther increases the performance as various servers execute in parallel.

Our implementation introduces asynchrony and parallelism between the system
and the applications. We let applications, which have internal concurrency, submit
requests to the system asynchronously. Unlike IsoStack [135] or FlexSC [140] which
require the introduction of additional (kernel) threads into the system, multiserver
systems are already partitioned into isolated processes and satisfy very easily our
requirement that the network stack must run on its own core(s) or hardware thread(s).
One of the benefits of our design is that the OS components run independently and
hardly ever use the kernel.

5.6.1 Polling within the Network Stack

The TCP and UDP processes of the network stack poll the sockets when the applica-
tions are busy but are idle when there is no work. However, the applications do not
know when the stack is idle. Therefore they keep signaling the stack by writes to a
special memory area to indicate that there is some activity in user space. The stack
first needs to check where the activity comes from. The MWAIT instruction can mon-
itor only a single memory location at a time, usually of a cache line size. Because all
simultaneously running applications must have write access to this memory, pass-
ing specific values would compromise their isolation. It is also impractical for the
stack to always sweep through all the existing sockets, as that would mean fetching
at least the tail pointer of each socket (a whole cache line) into its local cache. If
there were too many idle sockets, this would result in thrashing the cache while not
helping the progress. For this reason, both MegaPipe [69] and IsoStack [135] ruled
out per-socket command queues.

Our implementation maps one additional shared memory region in the applica-
tion’s address space once it creates the first network socket. This region is private to
the application and has an integer-sized part at its beginning where the application
indicates that it has been active since we last checked. The rest of the memory is a
bitmap with one bit for each socket that belongs to the application. The stack polls
the activity field of each application and only if it is positive, it inspects the bitmap.
The bitmap grows and shrinks with the number of sockets the application uses con-
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currently. The network stack never polls any socket or application indefinitely to
avoid starvation.

It is possible that the application is setting bits in the bitmap at the same moment
as the stack clears them to mark the already processed sockets. To avoid possible
races, we require the application to use an atomic instruction to set the bits in the
bitmap. The stack processes the bitmap in chunks which it reads and clears at the
same time using an atomic “swap” instruction. According to the findings in [49], x86
atomic and regular cross-core operations are similarly expensive, hence the atomicity
requirement does not constitute a major bottleneck. In case the application does not
comply, the application itself may suffer, as the stack may miss some of its updates.
However, doing so will not affect the correctness of the execution of the stack, or
other applications.

5.6.2 Reducing TX Copy Overhead

When an application sends data (writes to a socket), the system must copy them
into its own buffers so it can let the application continue. Otherwise the application
would need to wait until the data were transmitted from the supplied buffer as it is
free to reuse the buffer once it returns from the write. In a monolithic system like
Linux the kernel must do the copy. In multiserver systems, it is typically done by the
kernel too, since only the kernel can access all memory and transfer data between
protection domains. Asking the kernel to copy the data unnecessarily disrupts the
execution of other applications and servers due to the contention on the kernel as
microkernels usually have one kernel lock only.

Therefore we use shared memory to transfer the data between the address space
of the application and the network stack. Similar to Isostack [135], by exposing the
DMA ready socket buffers to the application, the application can directly place the
data where the network stack needs it so it does not have to touch the payload at
all. The last and only copy within the system is the DMA by the network interface.
On the other hand, since the POSIX API prescribes copy semantics, this means that
the application must do the copy instead of the system. Doing so is cheaper than
constantly remapping the buffers in a different address space. In addition, since the
applications do not share their cores with the system, the copy overhead is distributed
among them, relieving the cores which host the servers of the network stack. This is
extremely important as, for the sake of simplicity for reliability, the TCP and UDP
servers in NEWTOS are single threaded and do not scale beyond using a single core
each.

Unfortunately, it is not possible to remove copying within the TCP and UDP
servers when receiving data as the hardware would need more complex filtering
logic (e.g, Solarflare [13]) to be able to place the data in the buffers of the right
socket. However, the copy is within the same address spaces, not between protection
domains.
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5.7 Implications for Reliability

Multiserver systems are touted for their superior reliability and are capable of sur-
viving crashes of their servers. Clearly, our fast socket implementation should not
lower the bar and trade reliability back for performance. Shared memory in particu-
lar is a source of potential problems for reliability, especially if one thread or process
may corrupt the data structures of another one. We now explain why our sockets are
safe from such problems.

First, note that the new sockets implementation uses shared memory in a very
restricted way—to exchange data. The only data structure we share is a ring queue
of descriptors. As this data structure is writable only by its producer, while the
consumer cannot modify it, it is not possible for consumers to harm the producers.

Of course, our most important requirement is that applications cannot damage
the network stack and compromise the system. Since the queue has a well defined
format and only contains information about sizes and offsets within the data part of
the mapped socket buffer, the consumer is always able to verify whether this infor-
mation points to data within the bounds of the data area. If not, it can be ignored or
reported. For instance, the network stack can ask the memory manager to generate
a segmentation fault for the application. Even if the application is buggy and gener-
ates overlapping data chunks in the data area, or points to uninitialized or stale data,
it does not compromise the network stack. Although POSIX copy semantics, as im-
plemented by commodity systems, prohibits applications changing data under the
system’s hands, the fact that our sockets allow it is no different from the applications
generating garbage data in the first place.

The only serious threat to the network stack is that the application does not in-
crement the head pointer of a queue properly or does not stop producing when the
queue is full. Again, this may only result in the transmission of garbage data or in
not transmitting some data. This behavior is not the result of a compromised system,
but of an error within the application.

Similarly, an application can keep poking the stack and waking it up without
submitting any writes to its sockets. This is indeed a waste of resources; however, it
does not differ from an application keeping the system busy by continuously making
a wrong system call.

5.8 Evaluation

We evaluated our design in our system using a 12 core AMD Opteron Processor
6168 (1.9 GHz) with a 10G Intel i82599 card and we compared it to Linux 3.7.1
running on the same machine. We ran the benchmarks on a dual-socket quad-core
Intel Xeon 2.26 GHz (E5520) running Linux 3.6.6 connected with the same network
card.

For a fair evaluation of the system call overhead, we present a performance com-
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parison of our network stack with sockets that use our new design and those that
use system calls. The baseline implementation uses exactly the same code, but the
stack does not poll and the applications use system calls to signal writes and to
check whether reading is possible. Since we use the exposed buffers to transfer data
between the stack and the application in both cases, the baseline already benefits
from kernel not copying between protection domains. It makes it already signifi-
cantly faster than any previous implementation of sockets in a multiserver system as
reported, for example for MINIX 3 or NEWTOS, in [76].

Our network stack is based on the LwIP [56] library which is highly portable but
not optimized for speed. Performance-wise, it has severe limitations. For instance,
all active TCP control blocks are kept in a linked list which is far from optimal when
the number of connections is high. As this is neither a fundamental limitation, nor
the focus of our paper, we limited the evaluation to 128 concurrent connections.
The socket implementation is independent of LwIP and we can use any other library
which implements the protocols. To put our results in perspective, we also compared
against Linux, one of the best performing production systems. We stress that it is
not an apples-to-apples comparison due to the different designs, complexity and
scalability of the systems.

Although our sockets are designed for general use, their main advantage is that
they avoid system calls when the applications experience high load—something that
applies mostly to servers. We therefore conducted the evaluation using the popular
lighttpd [11] and memcached [24], a wide-spread distributed memory object caching
system.

For fair comparison with Linux, we configured lighttpd to use write and both
application to use select in Linux as well as in the case of NEWTOS. Using epoll
did not make any measurable difference for our benchmarks. In addition, it shares
sendfile’s lack of portability. We always ran a single server process/thread as
scalability of our stack and the one in Linux are fundamentally different.

5.8.1 lighttpd

To generate the web traffic, we used httperf [7] which we modified to allow a fixed
number of simultaneous connections. We patched lighttpd to cache files in memory
to avoid interference with the storage stack (as we focus solely on the performance
of the sockets),

In the first test, we used httperf to repeatedly request a trivial “Hello World”
page of 20 bytes. In this test, the web server accepts a connection, reads the request,
writes the HTTP header crafted by the HTTP engine and writes the tiny content
which always fits in the socket buffer. That means all the writes avoid a system
call. In addition, lighttpd immediately reads from the connection again as HTTP 1.1
connections are persistent by default. The additional read is issued speculatively as
a nonblocking operation and is always resolved in the user library. Either there are
available data or not. Similarly lighttpd makes speculative accept calls as it always
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Figure 5.5: 1 request for a 20 B file per connection

tries to accept many connections at once. As long as the number of simultaneous
connections is low, every other call may just fail. This we resolve in the library as
well.

Figure 5.5 shows that the new sockets easily outperform sockets that use sys-
tem calls. In case of a single connection, the request rate is similar as the new
sockets make many system calls due to low load and the latency of the connections
hides the overheads for the old sockets. However, two connections are sufficient to
demonstrate the advantages and the performance further scales to a level similar to
Linux. We cannot compete with Linux when the number of connections is low due
to higher latency within our stack (as several processes handle each packet). On the
other hand, lightly loaded servers and small numbers of connections are typically
not a performance problem.

In the second test, we kept each connection open for 10 request–response round
trips (as servers tend to limit the number of requests per connection). Doing so
removes the high latency of setting up TCP connections and increases the load on
the server. Although throughput increases both for Linux and NEWTOS, Figure 5.6
shows that in such a case the low overhead of lighttpd’s speculation using the new
sockets pays off and the performance quickly diverges and even significantly sur-
passes Linux.

According to [17], the average size of the 1000 most popular web sites (in 2012)
was 1114 kB, made of 100 objects, or an average object size of approximately
11 kB [17]. In [102], 22 kB is used for evaluation as the size for static images.
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Figure 5.6: 10 requests-responses per connection, 20 B file

We use the 11 kB size in another test. Although the write size is significantly larger,
the request rate is similar (Figure 5.7) to serving the tiny files.

In the next test we use persistent connections for 10 requests for the 11 kB ob-
jects, sent one by one or pipelined, that means sending them using a single con-
nection without waiting. Pipelining the requests (lines with × points in Figure 5.8)
helps Linux to avoid some reads when the load is low as several requests arrive back-
to-back and the application reads them at once. It helps our new sockets even more
when the load is high as we can avoid not only reads but writes as well as several
replies fit in the socket.

To demonstrate how many system calls we save, we present a break down of the
pipelined test in Table 5.2. The first column shows the percentage of all the socket
calls the lighttpd makes and which are satisfied within the user space library. Even
for the lowest load, we save over 90% of all system calls. 50% of accept calls
and, more importantly, 69.48% of reads that would enter the system only to return
EAGAIN error, fail already in user space. The remaining calls return success without
entering the system at all. Since all other calls are nonblocking, only select can
actually enter the system. Although 99% of them do so, it is less then 9% of all
socket calls. As the load increases, the chance of accepting a connection is higher
and the speculation pays off. On the other hand, many reads would block and we
save many trips to the system and back. Interestingly, the number of select calls
dramatically drops below 1% of all calls. Effectively, lighttpd replaces select by
the nonblocking calls and takes full advantage of our new socket design which saves
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Figure 5.7: 1 request and a 11 kB response per connection

over 99% of all calls to the system. Although the fraction of select calls that
block increases when the number of connections is higher than 32, the total ratio to
other calls remains close to 0.1%. Since other calls do not block more frequently,
it only indicates that they can successfully consume all available work. Although
infrequently, the user process needs to block time to time.

In the last test we request one 512 kB file for each connection. This workload is
much less latency sensitive as transmitting the larger amount of data takes more time.
In contrast to the smaller replies, the data throughput of the application and the stack
is important. Although Linux is faster when latency matters, results in Figure 5.10
show that minimizing the time lighttpd spends calling the system and the overhead
of processing the calls allows us to handle more than 4× as many requests as when
using system calls with the same stack and 40% more requests than Linux when
the load is high. Not surprisingly, the number of requests is an order of magnitude
smaller than in the other tests, however, the bitrate surpasses 8 Gbps.

5.8.2 memcached

We use memslap provided by libmemcached, to stress the server. The test preloads
different key-value pairs of the same size to a memcached server and we measure
the time needed for the clients to simultaneously query 10,000 pairs each without
any cache misses. For the limited space we only show a set of results for 128 client
threads (Figure 5.9), requesting values of 1kB, 5kB, 10kB, 50kB and 100kB, re-
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Figure 5.8: 10 requests for an 11 kB file

spectively. The results clearly present the advantage of not using system calls in
NEWTOS, while it shows that the performance of this test is comparable to running
memcached in Linux. In general, the benefits for memcached are similar as for the
lighttpd web server.

5.8.3 Scalability

At first glance, scalability may be an issue with our network stack as an individual
core used by the network stack may get overloaded (refer to [77] for the CPU usage
of the network stack). Observe that the new sockets significantly reduce the CPU
load of the TCP (and UDP) core, since copying of the data is now done by the user
space library. Hence the CPU usage of TCP is similar to IP and the driver: roughly
56% (TCP), 45%(IP) and 64% (driver) for the peak load of the test presented in
Figure 6. Even though the utilization is around 50%, the stack can handle up to 4
instances of the same test before it gets overloaded, peaking at 180k requests per
second. Although it is counter intuitive that the cores can handle such an increase in
the load, the reason is that a significant portion of the CPU usage is spent in polling
and suspending when the load is low while it is used more efficiently when the load
is high and the components do processing most of the time, as we discussed in [77]
as well. Especially drivers tend to have excessively high CPU usage when the load
is low due to polling devices across the PCI bus.

Note that the problem of overloading a core is not directly related to the imple-
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user space select sel / all accept read

1 91.20 % 99.46 % 8.84 % 50.00 % 69.48 %

2 92.79 % 81.97 % 8.79 % 48.74 % 68.36 %

4 94.97 % 62.83 % 7.99 % 47.07 % 69.35 %

8 98.16 % 33.97 % 5.39 % 44.34 % 72.04 %

16 99.93 % 4.20 % 1.59 % 32.35 % 80.80 %

32 99.99 % 2.50 % 0.27 % 8.46 % 84.27 %

64 99.98 % 9.09 % 0.12 % 3.63 % 84.43 %

128 99.97 % 17.83 % 0.14 % 4.11 % 84.34 %

Table 5.2: Pipelined 10× 11 kB test – percentage of calls handled in user space, fraction of
selects that block, ratio of selects to all calls, accepts and reads that would block

mentations of the sockets as it is possible to use them with any stack that runs on
dedicated cores, for instance in a system like IsoStack or FlexSC. Nor is the network
stack of NEWTOS set in stone. For instance, NEWTOS can also use a network stack,
which combines all its parts into a single system server, similar to the network stack
of MINIX 3. Doing so removes communication overheads and a multithreaded im-
plementation of such a network stack can use multiple cores and scale in a similar
way as the Linux kernel or threaded applications. Our choice to split the network
stack into multiple isolated components is primarily motivated by containing errors
in simpler, smaller and single threaded processes.

Most importantly, however, is that even such a network stack scales quite well as
NEWTOS can run multiple instances of the network stack. The new sockets make
it transparent to the applications since once a socket is mapped, the application does
not need to know which stack produces or consumes the data. Some architectural
support from the network interfaces is needed to make sure that the right instance
of the network stack handles the packets. We have built such a multistack variant of
our system, and are currently evaluating it. However, the design and implementation
are out of the scope of this paper and we present results that only hint at the pos-
sibilities. Specifically, with the number of cores (12) available on our test machine
we ran 2 instances of the network stack and an additional fifth instance of lighttpd.
This setup handles 49k requests per second more to make it the total of 229k, while
the network stack is not overloaded yet. We can also use 3 instances of the single
component network stack to achieve a total of 302k requests per second using 6 in-
stances of lighttpd. The rest of the system, the driver and the syscall server use the
remaining 3 cores.
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5.9 Conclusions

We presented a novel implementation of the BSD socket API that removes most
system calls and showed that it increases network performance significantly. Specif-
ically, our sockets provide competitive performance even on multiserver systems
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which may have been praised by some for their modularity and reliability, but also
derided because of their lack of speed. We trade performance for higher resource us-
age as we run the network stack on dedicated core(s) and preallocate more memory,
arguing that this is justifiable given the abundance of memory and growing number
of cores. We evaluated the design using lighttpd and memcached which can take
full advantage of our socket design without any modification, and show that for the
first time, the network performance of a reliable multiserver OS is comparable to a
highly optimized production network stack like that of Linux.
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6
NEAT

Designing Scalable and Reliable Networked Systems

Abstract

Operating systems have rapidly evolved from simple resource multiplexer into mas-
sive software products that provide a wide range of services, many of which are cru-
cial for the increasingly high scalability and reliability demands of modern applica-
tions. Unfortunately, commodity OS architectures lack adequate design abstractions
to address these concerns and instead resort to scalability and reliability of imple-
mentation. This approach typically results in complex error recovery paths and hard-
to-maintain synchronization code to deal with the scalability challenges imposed by
modern multicore architectures and the underlying cache coherence protocols.

In this paper, we demonstrate that a simple and a principled OS design driven by
two key abstractions—isolation and partitioning—is effective in building scalable
and reliable systems while solely relying on scalability and reliability of design. To
substantiate our claims, we apply our ideas to the network stack—a key operating
system service—present a “clean slate” implementation called NEAT, and discuss
the architectural support necessary to deploy our solution in real-world settings. We
show that our principled design can (i) intelligently partition the network stack state
to minimize the impact of failures and (ii) scale comparably to Linux, but with-
out exposing the implementation to common pitfalls such as synchronization errors,
poor data locality, and false sharing.

99
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6.1 Introduction

Building scalable and reliable OS services is a daunting task. Even when opportu-
nities for scalability [42] and reliability [93] exist at the interface level, producing a
scalable and reliable implementation is notoriously challenging [31; 37; 66]. This
problem is exacerbated by the dominant “build-and-fix” model adopted in the devel-
opment of commodity operating systems, which generally attempts to retrofit scala-
bility and reliability in legacy implementations. This strategy—scalability and reli-
ability of implementation—misses important opportunities to address key scalability
and reliability problems at design time and has troubles scaling with the fast-paced
evolution and complexity of modern hardware and software [31].

This paper presents a new coordinated approach to scalability and reliability of
design of OS services based on two key abstractions: isolation and partitioning.
We show that both abstractions (i) allow scalability and reliability to coexist and
symbiotically improve with the number of available cores and (ii) greatly simplify
and improve the longevity of the final implementation. To support our claims, we
present NEAT, a scalable and reliable componentized network stack implemented
using a “clean slate" strategy on top of a microkernel-based architecture. NEAT
embraces the proposed abstractions to isolate individual threads of execution in sep-
arate components and partition the system state across multiple and independent
replicas. Other than the resulting scalability and reliability benefits, NEAT offers
support for the standard BSD socket API while preserving application-level sharing
and cooperation capabilities. Thanks to our design, NEAT (i) scales comparably to
the Linux’ network stack, (ii) survives run-time failures with minimal impact, and
(iii) minimizes code explicitly dealing with scalability and reliability concerns—and
thus harder to maintain in face of constant hardware and software changes.

Note that we do not claim that our design (or implementation) is the only pos-
sible for a scalable or reliable network stack, let alone for generic operating sys-
tem services. Our goal is to demonstrate that scalability and reliability are noncon-
flicting requirements and can be both addressed at design time using well-defined
abstractions. Experience shows that the alternative—scalability and reliability of
implementation—is increasingly unsustainable, threatening the growing scalability
and reliability demands of modern applications.

The Linux kernel is a case in point. With its code base rapidly growing from
the original few thousand lines of code to the millions of lines of code and dozens
of architectures today [86], maintaining high scalability and reliability standards has
become increasingly prohibitive despite the huge community efforts. For instance,
replacing the big kernel lock with fine-grained locking and lockless data structures
took more than 8 years [3]. In addition, the new synchronization mechanisms have
been since then updated several times, after repeatedly exhausting their scalability
opportunities on contemporary hardware [39]. Further, as the size and complexity
of the kernel increase, so does the rate of faults introduced into the code, with an
average fault lifespan of around 1 year even for high-impact faults that can bring
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the system to a halt [118]. To mitigate such reliability impact, extensive community
review and testing [90]—which has troubles scaling even for mission-critical code,
as the recent Heartbleed outbreak demonstrated [6]—and complex error handling
code—which is hard to test and may lead to new bugs [128]—are necessary.

While NEAT is an incomplete prototype with an explicit focus on network-
ing, and it may thus not be fair to compare it to a full-featured operating sys-
tem such as Linux, its design based on isolation and partitioning does structurally
solve many of the recurring implementation issues described above (§6.2). Finally,
while researchers have considered abstractions such as isolation and partitioning
before—in different forms—for either scalability [31; 37; 151; 60; 26] or reliabil-
ity [66; 52; 78; 148; 93; 76], our design rigorously combines these abstractions to-
gether to address both the scalability and reliability of operating system services and
demonstrates their effectiveness in building a BSD-compliant network stack.

Contributions To summarize, our contributions are:

• We present a new coordinated approach to the scalability and reliability of
operating system services based on two key design abstractions— isolation
and partitioning—and analyze the opportunities offered to solve recurring and
challenging implementation problems in existing systems.

• We apply our design abstractions to the network stack and present the princi-
pled design and implementation of NEAT, a BSD-compliant network stack
that rigorously isolates and partitions its individual components to support
scalability and reliability of design. We show that our proof-of-concept prototype—
that runs N network stack replicas on top of a microkernel-based architecture—
marginally relies on the implementation to obtain the desired scalability and
reliability properties. Further, the full decoupling between replicas allows
NEAT to assign each user request to a random replica, ensuring load bal-
ancing and, as a by-product, replica assignment unpredictability, resulting in
improved security against emerging memory error attacks [34; 138].

• We discuss the architectural support necessary to deploy our solution in real-
world settings, suggesting logical and straightforward extensions to commod-
ity hardware.

• We evaluate our NEAT prototype using the popular lighttpd web server. Our
results demonstrate that NEAT can handle up to 13% more requests than
Linux.

Outline The remainder of the paper is laid out as follows. §6.2 provides back-
ground information, highlighting problems in existing OS designs and comparing
our principled approach to scalability and reliability with prior work. §6.3 presents
the design and implementation of NEAT. §6.5 presents experimental results, assess-
ing the scalability and reliability properties of our NEAT prototype. Finally, §6.6
concludes the paper.
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6.2 Background and Related Work

Shaping the design of scalable and reliable systems using isolation and partitioning
makes intuitive sense: (i) they enforce data locality and conflict-free parallelism for
scalability purposes; (ii) they enforce fault containment and conflict-free failure re-
covery for reliability purposes. The vast majority of commodity operating systems—
whose original design dates back to the single core computing era—however, opt for
a monolithic architecture, where multiple threads typically coexist in a single address
space. This design naturally induces a “shared everything” model, with no isolation
and no partitioning possible and, as a result, no scalability and reliability of design.
In the next subsections, we develop this intuition further and highlight the funda-
mental limitations of this model and scalability and reliability of implementation in
general.

6.2.1 Scalability of Implementation

Synchronization To scale to the increasing number of available cores, monolithic
kernels have naturally grown to become massively threaded in their modern im-
plementations. Although multithreading is a widely accepted strategy to achieve
parallelism—and potentially scalability—the lack of isolation between threads comes
at the cost of subordinating the scalability of the system to the implementation of
complex synchronization mechanisms that grant safe access to shared data struc-
tures. Implementing provably correct synchronization primitives is alone challeng-
ing due to the complexity of modern hardware and compilers [54]. Implementing
such primitives in a scalable way is even more challenging and also heavily depen-
dent on the particular hardware [48].

Even widely deployed fine-grained locking primitives such as Linux’ ticket spin-
locks have been recently found plagued with scalability problems, with researchers
demonstrating that more scalable implementations such as MCS locks [107] are
necessary to avoid dramatic performance drops on many-core architectures [39].
Other generally more scalable alternatives to locking include lockless data structures
or lightweight synchronization mechanism such as read-copy-update (RCU) [105].
While increasingly popular in the Linux kernel, RCU indirectly demonstrates the dif-
ficulties of implementing scalable and general-purpose synchronization primitives:
its characteristics can only satisfy less than 8% of the entire kernel (9,000 uses) [14]
and only provide scalable read-side semantics. Write-side latency grows with the
number of processors.

Sharing Monolithic kernels structured around a single address space allow all their
threads to implicitly share arbitrary data structures. While commonly perceived as a
convenient programming abstraction, the lack of explicit state partitioning comes at
the cost of subordinating the scalability of the system to the ability of the implemen-
tation to limit sharing and preserve optimal data locality. In modern cache-coherent
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multicore architectures, this is particularly crucial to prevent shared data from fre-
quently (and unnecessarily) traveling between caches of individual cores and thus
hindering scalability. This is, for example, a well-known scalability bottleneck in
many common synchronization primitive implementations [39].

To address this problem, monolithic kernels strive to maintain data structures lo-
cal to the core where they are most frequently used. Unfortunately, implementation-
driven strategies are still insufficient to completely eliminate this problem, with
data structures still following processes that migrate between cores—due to load
balancing—and threads still sharing common data structures within the same pro-
cess. A particularly insidious threat is false sharing, where different data struc-
tures that are not logically shared happen to reside on the same cache line, unnec-
essarily causing frequent—but silent—cache line bouncing [99]. gcc’s controversial
__read_mostly attribute exemplifies the difficulties of addressing this problem en-
tirely at the implementation level and in a scalable way: its adoption in the Linux
kernel required 1554 annotations (v3.15.8) to isolate and group all the “read-mostly”
variables together—structurally preventing conflicts with more frequently modified
cachelines—but only to raise legitimate concerns that many remaining “write-often”
variables may then maximize cache line sharing—ultimately degrading write-side
scalability [15].

6.2.2 Reliability of Implementation

Fault containment The lack of isolation in monolithic kernels complicates the im-
plementation of effective fault containment mechanisms: a single fault can arbi-
trarily propagate throughout kernel, corrupt arbitrary data structures, and lead the
entire operating system to fail. To mitigate this problem, commodity operating sys-
tems such as Linux adopt a pragmatic approach to reliability, relying on dedicated
error-handling logic or killing the offending process when a fault is detected (kernel
oops [152]). Unfortunately, the former approach may also result in the introduction
of a large amount of complex but trusted recovery code—thus creating a vicious
circle [66]—while the latter approach provides weak reliability guarantees with the
inability to detect (nor recover from) global error propagation—recently estimated
to occur in more than 25% of the cases [152]. To improve fault containment, re-
searchers have devised a number of techniques to retrofit isolation guarantees in ex-
isting kernel extensions and, in particular, device drivers. Some approaches rely on
hardware-based isolation [148; 61; 36], others on language- [155] or compiler-based
strategies [83; 40], yet others on virtualization techniques [145]. While such ap-
proaches are generally effective in containing faults in untrusted components, they
are typically limited to relatively small kernel subsystems (i.e., device drivers)—
recovery techniques for larger subsystems do exist, but at the cost of more complex
recovery code [146]—and may fail to guarantee full isolation when the driver inter-
acts with the rest of the kernel using nonstandard interfaces [83].
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Failure recovery Fault containment is alone insufficient to implement effective
failure recovery strategies. When a fault is detected, recovery actions are gener-
ally necessary to ensure that the system is in a globally consistent state. The lack of
explicit state partitioning in monolithic kernels, however, induces “hidden” cross-
thread dependencies that significantly complicate this process. For this reason, com-
modity operating systems generally have to resort to a best-effort failure recovery
model [152]. To mitigate this problem, researchers have proposed manual state re-
construction [52]—which, however, introduces pervasive and hard-to-maintain re-
covery code—or software transactional memory-like schemes to selectively rollback
all the threads that yield conflicting state changes with the faulting thread [93]—
which, however, greatly limit the performance and scalability of the system [66].
Techniques that retrofit partitioning into monolithic kernels using virtualized do-
mains have also been recently attempted [113], but at the cost of greatly limiting
application-level sharing and cooperation.

6.2.3 Scalability and Reliability of Design

Scalability While scalability of implementation is still a realistic—but already cum-
bersome —option today [38], many researchers have recognized the need for ab-
stractions supporting scalability of design before. Tornado [60] and K42 [26] first ar-
gued for “partitioning, distributing, and replicating” data across independent objects
to improve locality on shared-memory multiprocessors, presenting microbenchmarks
to support their claims. In a similar direction, Corey [37] proposes granting ap-
plications the ability to limit sharing of OS data structures and improve scalabil-
ity. In all these systems, however, multithreading and sharing are still the base
case [31], greatly limiting the opportunities offered by true isolation and partition-
ing. Nevertheless, similar to NEAT, Corey [37] has successfully demonstrated par-
titioning the network stack state across multiple per-core replicas. Unlike NEAT,
however, their library OS-based design advocates for strict partitioning at the user
level as well, greatly limiting application-level sharing and cooperation capabilities.
Barrelfish [31], in turn, embraces a more radical design, with a “shared nothing”
model based on isolation and replication. Unlike NEAT, however, such principles
are mainly targeted to low-level kernel components—rather than enforced for OS
services—and explicit cross-replica sharing (i.e., message passing) is still the norm
to ensure global synchronization and replica consistency. Unlike all these systems,
NEAT demonstrates that an even more radical design based on strict isolation and
partitioning—no implicit or explicit sharing—is realistic and effective, with impor-
tant scalability, but also reliability benefits. On the other hand, while we speculate
that our design can be effective for several OS services, we limit our attention to
networking and do not necessarily draw any absolute conclusions. More recently,
fos [151] has also assessed the potential utility of replicating OS components across
cores, but without considering its reliability benefits nor evaluating scalability in a
real implementation. Finally, recent work advocates reconsidering scalability as a
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property of the interfaces rather than of the implementation, proposing a commuta-
tivity rule to assess the scalability of high-level operations [42]. Our work is similar
in that we advocate for reconsidering the drive for scalability of implementation, but
also complementary in that we investigate scalability at the design rather than at the
interface level.

Scalable network stacks like MegaPipe [69] and mTCP [82] focus solely on scal-
ability of performance without any emphasis on reliability. They take a less radical
approach to scalability with limited isolation and partitioning as their main goal is
to circumvent the limitation of the monolithic systems implementation.

Reliability A vast body of research has been devoted to abstractions supporting re-
liability of design. Isolation, in particular, is a well-established design principle in
reliable OS architectures. Microkernel-based operating systems such as QNX [131],
MINIX 3 [12], Sawmill [62], and Singularity [78], in particular, are structured
around a number of hardware- or software-isolated processes communicating via
message passing to support fault containment by design. NEAT adopts a similar
organization for its internal structure, but, unlike these systems, generally provides
much stronger isolation guarantees—no multithreading—and relies on isolation to
also support scalability of design, not only reliability. In addition, unlike NEAT,
these systems do not generally partition or replicate state across components, with
important scalability but also reliability drawbacks. For example, prior work demon-
strated [47] that most of these systems fail to recover from any failure in their state-
ful components. Techniques devised to address this problem rely on state replica-
tion [47] or checkpointing [66]. Thanks to its state partitioning strategy, in contrast,
NEAT can gracefully recover from failures by simply restarting the faulty replica,
with no impact on the other replicas and thus minimal network state loss. Our recov-
ery strategy is inspired by replication-based fault tolerance, a common design pattern
in reliable distributed systems [68]. Finally, NewtOS [76] relies on a microkernel-
based design to implement a fast and reliable network stack. Similar to NEAT, its
design takes advantage of modern multicore hardware to improve performance. The
lack of state partitioning, however, significantly limits its scalability and reliability
guarantees, shortcomings that NEAT fully addresses as part of its design.

6.3 A Scalable and Reliable Network Stack

We present NEAT, a network stack designed from ground up for scalability and re-
liability. As a proof of concept for our design, we opted for a network stack because
networking is a crucial part of every operating system in today’s interconnected
world. In addition, the network stack is one of the most reliability and scalabil-
ity sensitive subsystems and thus an ideal candidate to demonstrate the effectiveness
of our design.

To our knowledge, NEAT is the first system of its kind that relies on a principled



106 CHAPTER 6. NEAT: SCALABLE AND RELIABLE NETWORKED SYSTEMS
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Figure 6.1: NEAT: a 4-replica example.

design for both scalability and reliability at the same time. To enforce isolation of
system components and applications, NEAT relies on a microkernel-based architec-
ture with all the core OS components running as event-driven and hardware-isolated
processes. Thanks to such isolation guarantees, each component of the network stack
can be provided with fault containment capabilities and also assigned its own core.
While somewhat beneficial for reliability, this design is still highly unsatisfactory
for scalability.

The key scalability problem of every system executing as a set of isolated pro-
cesses is that any of its components may easily get overloaded, even if it has been
assigned an entire CPU core for itself. To address this problem, an option would be
to run multithreaded components on multiple cores, but this strategy would impose
the same scalability limitations evidenced in monolithic kernels. For this reason,
NEAT opts for a radically different design, that is partitioning the network state
across a number of isolated processes replicated from the original components of
the network stack, which the scheduler can scale up and down.

NEAT’s design eliminates implicit synchronization and sharing both within the
individual processes (no threading) and across generic OS processes (communica-
tion only possible via message passing). The latter guarantees that each process
always modifies only its own data structures, except the messaging queues. At
the same time, NEAT’s design also eliminates explicit synchronization and shar-
ing across process replicas (no communication possible) allowing the network to
scale and minimize the impact of failures—a failing replica does not prevent other
replicas from continuing running undisturbed, causing minimal service disruption
and state loss.

6.3.1 Overview

Figure 6.1 shows the basics of our architecture which uses several (in this case 4)
replicas of the network stack. Each replica communicates with each NIC driver
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Figure 6.2: A dedicated path for packets of each connection.

and, by default, each application communicates with all the replicas of the network
stack as if there was only one, although it is possible to configure NEAT differ-
ently. This is transparent to the application programmer, since blocking system calls
are routed through a system call server (SYSCALL). The implementation of our
sockets (§6.3.2), however, allows the application to largely bypass the SYSCALL
server and communicate directly with the right replica of the network stack. This
complexity is hidden by the user space POSIX library. The individual system pro-
cesses are assigned dedicated cores, allowing fast communication across user space
OS components without intervention of the microkernel, an idea also used in prior
work [76]. Only the applications use real microkernel-based message-passing for
blocking system calls to the SYSCALL server, while the user space library handles
the majority of the socket API within the context of the application itself (dashed
lines in Figure 6.1).

With no data sharing nor synchronization across replicas, NEAT allows each
network socket to live only in a single instance of the network stack. This is espe-
cially important for TCP, as each TCP connection requires the stack to maintain a
fairly large amount of state and NEAT must ensure that every packet of each con-
nection uses the same path (Figure 6.2). The applications, the SYSCALL server,
and the network devices are responsible for selecting the network stack replica to
handle each socket. fos proposes using fleet coordinator for similar replica selection
problems [151]. NEAT, in contrast, allows no process with special role, since the
intention is to avoid explicit communication between the processes of the network
stack. Our solution is to delegate part of the data plane functionality to the hardware,
similar, in spirit, to Arrakis [121]. Contemporary network devices already have the
ability to match incoming packets by a set of rules, split the traffic and steer the
packets to the right replica of the stack using multiple internal NIC queues. The
NIC driver can thus dispatch the packets to the network stack replica based on the
receive queue of the NIC. Although these modern features are primarily motivated
by the design of monolithic systems and virtualization, hence they were not origi-
nally conceived to comply with our requirements, NEAT successfully relies on them
to implement replica-aware connection management. Without loss of generality, in
the following sections, we assume that the NIC can effectively track connections—
similarly to NAT support in routers—and we discuss architectural support required
to deploy NEAT in realistic settings along with current limitations in §6.4.
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6.3.2 Sockets

While adhering to the POSIX API to retain backward compatibility with legacy soft-
ware, NEAT refrains from using a traditional implementation of network sockets for
scalability reasons. In a microkernel-based system, legacy communication provided
by the kernel incurs high costs, switches between kernel and user space execution,
and involves multiple processes on different cores. In addition, the SYSCALL server
can become a scalability bottleneck. For these reasons, NEAT opts for fast user
space channels, which Barrelfish [31] uses between kernels and NewtOS [76] uses
between system processes. Unlike these systems, NEAT uses such channels more
pervasively, including for fast application-to-OS communication. While applica-
tions occasionally communicate with the SYSCALL server, NEAT resolves the vast
majority of the system calls within the application itself, exposing the socket buffers
to the application level similar to message queues. For optimal performance, NEAT
also locates the network stack and the other system processes on different cores or
hardware threads (hyper-threads) than those in use by the applications.

There are many extensions to monolithic systems which avoid system calls and
setup message queues between applications and the OS kernel. FlexSC [139] seeks
to avoid mode switching costs in the general case, while IsoStack [135], Megapipe [69],
and netmap [123] specifically target networking to avoid contention on shared data
structures within the kernel or the devices. NEAT draws inspiration from such tech-
niques to allow applications to peek into socket buffers and determine whether an
application-issued operation would block or not. In the latter case, the operation can
be completed directly at the application level (in our library) without issuing a sys-
tem call. In other words, applications go through the SYSCALL server only when
no event is pending and blocking is needed. This ultimately translates to a lower
number of interactions with the SYSCALL server as the application becomes more
loaded. Since applications like nginx, memcached, lighttpd, and many others opt
for an event-driven model which extensively relies on nonblocking operations and
socket monitoring using select, poll, epoll, kqueue and similar mechanisms,
we have observed this approach to typically reduce the number of system calls for
heavily loaded applications—and thus with a constant stream of events to process—
by more than 99%.

Allowing the network stack to expose socket buffers to the applications might
appear as a violation to our isolation—and no sharing—guarantees. Nevertheless,
we only share unidirectional (and lockless) single-producer and single-consumer
queues. Once data are placed on the queue, they are never accessed again by the pro-
ducer, thus there is no competition and no contention for the shared data structures.
In addition, once a socket is open and the system establishes the shared-memory
channel, an application automatically communicates with the right network stack
replica without exact knowledge of which replica is on the other end.

Using shared-memory channels without knowledge of which and how many
replicas and heavily loaded applications communicate, allows our implementation



6.3. A SCALABLE AND RELIABLE NETWORK STACK 109

C
ha

pt
er

6

App 30%

Kernel 70%

App 30%

Kernel 70%

App 30%

Kernel 70%

App 30%

Kernel 70%

App 30%

Kernel 70%

App 30%

Kernel 70%

IRQ 0
IRQ 1 IRQ 2 IRQ 3 IRQ 4

IRQ 5

(a) Monolithic system.

OS 20%

NEaT 90%

IRQ

App 100% App 100%
NIC driver

50%

NEaT 90%

(b) NEAT

Figure 6.3: Interrupts and system load distribution of a highly loaded memcached server—a
hypothetical example.

to be completely agnostic to the number of stack replicas, and thus effectively scale
to a large number of network stacks (and cores). The only time when the applica-
tion uses the exact information on which replica handles each socket (exported to
the library level) is when the load is low and the application needs to block using
a select-like mechanism. In such a case, the application indeed needs to split the
set of requests and request notifications from each network stack replica available.
This is, however, not a scalability concern, given that lightly loaded applications can
spare cycles for management activities.

Avoiding system calls when the load is high allows applications to run undis-
turbed on their own cores, without being interrupted by blocking operations or hav-
ing to interleave their execution with the system on the same cores. Figure 6.3a
shows a hypothetical example of a highly loaded memcached server, a popular in-
memory key-value store, running on a monolithic system. Each core hosts a mem-
cached worker thread processing a fraction of the network traffic. Our experience—
also confirmed by other researchers [82]—indicates that it is realistic to expect ap-
proximately 70-80% of the execution to happen in the kernel, mostly in steering
packets to the right cores, processing network protocols, and passing data through
the sockets. On the other hand, the load of NEAT (or FlexSC and IsoStack) is not
balanced, as different cores have different roles. Figure 6.3b shows an example of a
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Linux 8.5%

NEAT- forcing system calls 4.5%

NEAT- w/o system calls 1.5%

Table 6.1: lighttpd I-cache miss rate on Linux and on a dedicated core in NEAT, with or without
using system calls.

similarly loaded memcached server hosted by NEAT. Since the applications do not
share their cores with the system, they can take full advantage of private CPU struc-
tures such as caches, TLB, and branch predictors. Table 6.1 depicts the differences
in terms of instruction cache miss rate. The table compares lighttpd—a popular web
server—running on Linux and on two configurations of NEAT: (i) default configura-
tion, which avoids system calls when possible; (ii) syscall-only configuration, which
always uses system calls. As expected, the results demonstrate that the default con-
figuration of NEAT experiences a significant reduction in instruction miss rate.

In contrast to the monolithic setup, NEAT uses only a single core to handle the
network card interrupts, interact with the device, and access the driver’s data struc-
tures. While this core is likely not 100% used, it cannot be used to host another
process. The figure shows that the other two cores handle the networking load and
in combination with the application cores deliver similar throughput as the ones
hosted by Linux. The remaining core (OS) hosts the rest of the system and cannot
be meaningfully used for networking or running the application unless the core im-
plements multiple hyper-threads. Nevertheless, it is used in our current prototype to
run all the remaining services of the operating system—which are not the focus of
this paper.

6.3.3 TCP Connections

In this work, we primarily focus on TCP since it interests most of the internet traffic
and, in contrast to connectionless protocols, raises more interesting state manage-
ment challenges to maintain per-connection state. With TCP, each endpoint plays a
different role, either initiating connections (client) or accepting connections (server)
from remote clients. Similarly, when establishing a client connection, the applica-
tion and the system select the network stack replica to handle the connection, while,
when accepting a connection, the NIC is the first entity to process and observe each
packet. Once the decision on the replica responsible to handle the connection is
made, both the NIC and the applications must honor the choice.

This process is transparent for the application programmer, since the library au-
tomatically selects the stack for the outbound connections. In the case of inbound
connections, in turn, the network stack requests the library to provide the mappings
for the socket buffers. The NIC is responsible to steer all the packets of the same
connection to the same replica, using dedicated connection tracking support.
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To be able to accept a connection through different network stack replicas, the
listening TCP sockets are the only types of sockets that are replicated across all the
possible stacks. Binding listening sockets to a single replica would otherwise force
NEAT to assign all the incoming connections to the same replica, resulting in load
imbalance (and less unpredictability, i.e., security). For example, a machine hosting
a web server listening only on port 80 would handle all the connections in a single
network stack replica, leaving all the other stacks completely unused. Note that lis-
tening sockets are replicated across all the network stacks only at listen()-time,
given that there is no general way of knowing whether a socket will be a listening
socket at creation time. Each “subsocket” remains then fully isolated in a single
replica, with the user library hiding the underlying replication from the application
itself. Applications can simply use the original file descriptor obtained at socket cre-
ation time, allowing the library to perform the necessary socket-subsocket mapping
operations behind the scenes. The accept implementation, for instance, checks
for any subsocket with an available incoming connection and simply “accepts” the
connection from it.

Since connections are naturally spread across several different isolated replicas,
NEAT can easily allow for accepting connections in parallel and in a conflict-free
way. In a system with a single instance of the listening socket, in contrast, there is
contention when multiple threads attempt to access the socket simultaneously. Re-
cent work has sought to directly address this particular problem on Linux [69; 120].
Unlike these systems, NEAT eliminates the need for synchronizing access to the
subsockets residing in different network stack replicas altogether, allowing different
application threads to accept from a single subsocket while “stealing” connections
from others for load balancing purposes.

6.3.4 Scaling Up and Down

To obtain peak performance, NEAT uses dedicated cores for some of its compo-
nents. Replicating such components across different replicas (and thus cores) faces
the natural challenge of exhausting the limited number of available cores. To address
this problem, NEAT can scale the number of replicas up and down depending on the
current load and the performance required by the applications. For example, when
certain parts of the system are not needed, it is possible to place multiple components
on a single core, e.g., idle NIC drivers.

The system boots with a predefined number of replicas depending on the ex-
pected load and available cores. When the load exceeds the expected maximum,
scaling up is necessary, NEAT automatically creates a new replica. It announces it-
self to the NIC drivers, which, in turn, request the network card to use a new queue.
Since the connection tracker has rules for the existing connections, their distribu-
tion remains intact as long as each connection exists. The NIC assigns each new
connection to a particular replica with the same probability across all the replicas.
While this may initially lead to imbalance in load distribution (depending on exist-
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ing connections), we expect the system to quickly rebalance itself as soon as existing
connections terminate and new connections arrive.

When the load drops again, NEAT can also scale down and terminate some net-
work stack replicas. Since the connections are distributed across all the replicas
fairly uniformly, simply shutting down a single replica would result in abruptly
terminating all the TCP connections handled by the replica—similar to the effect
caused by an unexpected failure. Migrating connections from a replica in termina-
tion state to another replica in nontermination state, however, would degrade perfor-
mance due to the cost of copying TCP-related data structures and data not yet con-
sumed by the application or still waiting for delivery acknowledgment. The system
would also need to reset the connection tracker in the NIC. This strategy is overly
complicated and also violates NEAT’s isolation principles, potentially introducing
subtle scalability and reliability issues. For these reasons, NEAT adopts a radically
different strategy, which (i) marks the necessary replicas as in termination state; (ii)
instructs the NIC to distribute new connections only to replicas in nontermination
state but continue to serve packets on existing connections across all the replicas;
(iii) garbage collects replicas in termination state as soon as their connection count
drops to zero. This approach implements an effective lazy closing strategy with-
out breaking any of the existing connections. The only trade off is a slower scaling
down phase, which, however, only results in short-lived resource overcommitment
periods and can actually better handle load fluctuations—i.e., quickly scaling up
again whenever necessary.

In general, creating and terminating network stack replicas incurs latency and
management overhead. In addition, the number of replicas the applications can indi-
rectly use is limited by the ratio of cores dedicated to the system compared to those
dedicated to the applications. Many modern CPUs, however, support several hard-
ware threads on each core. This allows NEAT to colocate some of the replicas on the
same core while preserving fast user-space communication, given that each replica
maintains its own hardware context. As a matter of fact, as shown in §6.5, this strat-
egy allows NEAT to use available cores more efficiently, given that a single process
can hardly use up all the core’s cycles due to the latency of main memory [115]. The
conclusion is that scaling down the number of replicas is actually not always neces-
sary and, when hyper-threading is available, it is better to scale down by scheduling
decisions without terminating the replicas.

6.3.5 Scaling NIC Drivers

The only performance-sensitive component that NEAT does not actively scale up
is the network card driver, since none of our tests demonstrated the driver to be
a potential performance bottleneck and also other researchers [124] have reported
10G line rate processing on a single core. From the reliability point of view, it is
possible to recover NIC drivers seamlessly [73].
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Figure 6.4: A replica of the multi-component network stack

6.3.6 Reliability

Isolation and replication of the network stack are key to the reliability of NEAT.
The individual replicas are isolated and do not interact with each other, preventing
a failure in one of the replicas from having any direct or indirect reliability impact
on all the other replicas. In its current prototype, NEAT opts for a completely state-
less recovery strategy: when a replica crashes, a new replica is created and all the
TCP-related state associated to the failed replica is lost. While supporting more com-
plex stateful recovery policies is possible, this simple approach fully embraces our
state partitioning strategy and ensures minimal state loss with all the other replicas
continuing to serve existing and new connections with no global service disruption.
During the (short) recovery phase, the driver does not pass any packets to the re-
covering replica until it announces itself again. This strategy eliminates the need to
reconfigure the device.

6.3.7 Security

Replication has been previously proposed for security purposes, using synchronized
multivariant execution to detect arbitrary memory error attacks [45; 129; 130]. Un-
like these approaches—which incur high run-time overhead—NEAT pursues the
less ambitious goal of enforcing address space re-randomization [138] across user
connections. NEAT naturally enforces this security defensive mechanism as part
of its design at no extra cost. This is simply done by binding each connection to a
random replica, while creating each replica independently and with ASLR [1] en-
abled. The latter strategy yields completely different memory layouts across (seman-
tically equivalent) replicas, resulting in consecutive user connections being handled
by processes with unpredictably different memory layouts. Albeit not our primary
focus here, we found remarkable that our design can support such address space
re-randomization strategy in a natural and inexpensive way, effectively countering
recent memory error attacks that rely on a stable memory layout across user connec-
tions [34; 138].
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6.3.8 Multi-component Network Stack

For increased reliability, NEAT can be configured at compile time to vertically split
each network stack replica into multiple isolated components, resulting in a finer-
grain multi-component network stack, much like NewtOS [76] or HelenOS [106]—
which pioneered splitting the network stack along the protocol processing bound-
aries. Figure 6.4 presents a simplified version of our multi-component network
stack, showing only the IP and TCP components which NEAT uses for TCP pro-
cessing, but additional UDP and packet filter components are separated out as well
in our current prototype.

Although the multi-component network stack requires more cores and internal
communication, it also yields improved reliability since it fully isolates faults in
smaller network components. Excluding TCP, the other components are essen-
tially stateless (or pseudostateless) and thus are more easily amenable to application-
transparent recovery even with the simple stateless recovery strategy supported by
our current prototype. Even when adopting more heavyweight stateful recovery
strategies such as the one described in [66], our state splitting strategy effectively
reduces the state surface to recover and reduces the likelihood of state corruption.

6.4 Architectural Support

NEAT requires certain hardware features for an efficient implementation. For ex-
ample, the current implementation of our fast user-space communication channels
relies on the MWAIT x86 instruction. The latter allows NEAT to halt a core and
enables a process running on another core to wake up the first core using a sim-
ple memory write operation. This strategy eliminates the need for expensive inter-
processor interrupts and kernel-assisted process halting. Note that NEAT actually
switches to such slower communication channels as needed automatically, in partic-
ular when the load is low and colocating processes on shared cores—thus freeing
up the dedicated ones—becomes an appealing option. To share the cores more ef-
ficiently, NEAT also exploits hardware multithreading, which results in increased
parallelism and the ability to leverage MWAIT-based communication channels. We
evaluate the benefits of hardware multithreading in §6.5.

In addition, efficiently scaling the network stack replicas requires dedicated NIC
support to split the packet flow. Commonly available NICs feature many pairs of
queues for transmitting and receiving. NEAT uses one pair of queues to direct pack-
ets to each network stack replica. The controller can place the packets on different
queues based on different criteria, using protocol fields to uniquely identify each
flow.

In particular, thanks to the widespread adoption of virtualization, modern net-
work cards can already classify and steer packets to different endpoints (i.e., virtual
machines) based on a hash of a 5-element tuple including destination, source ad-
dresses, ports, and protocol number, or also use precise filters over the same fields.
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For example, Intel 10G cards can hold up to 8 thousands filters. Software is, how-
ever, responsible for configuring the filters, which makes issuing frequent updates
impractical with hundreds of thousands of connections per second. The NIC pro-
gramming interface requires many read-write transactions across the PCI Express
bus to configure the filters, which can negatively impact network processing [59].
For instance, the Intel ixgbe driver on Linux can optionally use TCP packet sam-
pling, which sets up the NIC’s filters to track locality of connections [38]—hence
offloading the work done by receive flow steering (RFS [72]). Due to performance
concerns, the driver only samples each 20th packet.

Since the NIC already inspects packets in its local memory, we believe a much
more practical solution—which, however, requires extensions not yet available in
contemporary commodity hardware—is adding extra logic into the NIC and cre-
ating “tracking” filters based on the packets the NIC handles. Such filters would
simply instruct the NIC to ensure all the corresponding packets of each flow follow
the same route.

On contemporary hardware, it is theoretically possible to implement the missing
connection tracking features in the NIC driver itself (mimicking a smart NIC). We,
however, felt this was a step in the wrong direction, when compared to the much
more realistic option of offloading such support to the hardware, similar to TCP seg-
mentation (TSO), large receive (LRO), and other similar features which eventually
made their way into modern hardware. For this reason—but also not to introduce
artificial overhead moving forward—we opted for a different solution in our exper-
iments, compensating for the missing hardware features by limiting our evaluation
to server applications, while still relying on contemporary NIC’s hash functions to
randomly distribute the inbound connections.

Another feature already present in modern NICs is packet duplication, com-
monly used for packet broadcasting purposes across virtual machines. The NICs we
experiment with in our current prototype, however, do not have this feature available
without virtualization. In particular, NEAT would benefit from a NIC delivering a
copy of each ARP reply to each network stack replica, since no knowledge is avail-
able on the replica which sent the original query. Moreover, each of the replicas
needs a similar set of ARP translations. Maintaining a shared ARP table is not an
option due to our isolation requirements. In our experiments, we compensated for
the missing hardware by trusting that packets in our testbed have matching ethernet
and IP addresses which we use to fill up the ARP tables.

Summarizing, similar to Peter et al. [121], our design strongly advocates for
the devices taking over part of the system data plane while the operating system
acts only as a control plane managing its settings, for instance the TCP TIME_WAIT
timeout. We believe that, as modern NICs already evolved to match the requirements
of monolithic systems, scalability and reliability of design can effectively initiate
similar developments.
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6.5 Evaluation

We evaluated NEAT using two different multicore machines, subject to the hardware
availability in our lab: (i) a 12-core AMD Opteron 6168 (1.9 GHz) and (ii) a dual-
socket quad-core Intel Xeon 2.26 GHz (E5520). The AMD machine supports more
physical cores, but the Xeon machine features 2 hardware threads per core (Hyper-
Threading). For our experiments, we used a 10G Intel i82599 network card.

For our scalability evaluation, we selected lighttpd, a popular web server. Lighttpd
serves static files, cached in memory to avoid interference with other operating sys-
tem components.

We evaluated NEAT in both its single- and multi-component configuration. In
the figures (for example in Figure 6.6), we denote such configurations as NEAT
Nx and Multi Nx (respectively), where N refers to the number of replicas used.
We also refer to a particular replica R as NEAT R and TCP (or IP) R in the two
configurations considered (for example in Figure 6.5).

Workload

To evaluate the scalability of our solution we relied on the httperf benchmarking
utility to open persistent connections and repeatedly request (100 times) a small 20-
byte file over each connection. This setup does not overload the 10G NIC, allowing
us to scale up the number of servers freely. A lighttpd instance serving 8 or more
simultaneous connections can drive the application cores close to 100% utilization.
At the same time, repeatedly requesting small files stresses the network stack as it
must handle many requests from the network as well as the applications. In contrast
to workloads sending large TCP segments or receiving back-to-back requests, the
hardware is not of any help in offloading.

6.5.1 Scalability on a 12-core AMD

We first present results on the 12-core AMD. The number of available cores allows
us to compare both single- and multi-component configurations. Figure 6.5 illus-
trates both configurations in their best-performing setups and Figure 6.6 presents
scalability results for the different configurations of NEAT. In our experiments, we
dedicated one of the cores to the operating system (OS) and one of the cores to
the SYSCALL server, which generally needs its own core for low latency messag-
ing when the load is relatively low, but its role was crucial to ramp up the load for
testing purposes. As the load grows, the core becomes increasingly idle, since the
applications can bypass it with our mostly sycall-less socket design.This leaves our
testbed with 10 cores available for the network stack and lighttpd. As Figure 6.6
shows, a configuration consisting of a single replica of the multi-component stack
can scale fairly linearly up to 4 lighttpd instances. At that point, the stack becomes
overloaded, but 3 cores remain completely unused. Adding one more replica can
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Figure 6.5: 12-core AMD - The best-performing setups using all 12 cores
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Figure 6.6: AMD - Scaling lighttpd and the network stack

use up 2 of the 3 remaining cores, allowing the throughput to scale further, up to 5
lighttpd instances. Although the CPU usage suggests that NEAT could effectively
scale further, no more cores are available to scale up our multi-component stack
with more replicas. While we do not have manycore machines at our disposal, we
believe NEAT would in fact scale to those machines with no restrictions. The single-
component version of NEAT, on the other hand, can scale further. In particular, the
NEAT 2x configuration performs comparably to its multi-component counterpart



118 CHAPTER 6. NEAT: SCALABLE AND RELIABLE NETWORKED SYSTEMS

NEaT 2

NEaT 1

NetDrvApp SYSCALL

(a) All components on dedicated cores

App
SYSCALL

NetDrv

NEaT 2

NEaT 1

(b) Colocated components using hyper-threading

Figure 6.7: NEAT scales the required number of cores

when serving up to 5 lighttpd instances. With an additional replica (NEAT 3x),
NEAT perfectly scales up to 6 lighttpd instances. Similar to Multi 2x, NEAT is not
overloaded yet.

We have conducted similar experiments for lighttpd running on Linux on the
same hardware. Using all 12 cores, lighttpd can handle 320 kilo-requests per second
(krps). We configured Linux to assign one of the 12 NIC queues to each core and
we enabled RFS. While with 3 single-component replicas NEAT reached only 302
krps, had the AMD processor support for multiple hardware threads per core, we
could have also used the OS and SYSCALL cores and likely outperformed Linux.
We substantiate this claim in the next section.

6.5.2 Scalability on a 8-core Xeon

Current trends suggest that the number of cores will keep growing (for example, Intel
announced a new 72-core version of Knight’s Landing [9]) and, above all, as other
researchers have suggested [84; 112; 144; 150], cores will become more heteroge-
neous and specialized. Nevertheless, our experience demonstrates that NEAT can re-
place cores by hardware threads—which are much cheaper—allowing NEAT’s pro-
cesses to use the available cores more efficiently. The general intuition is that hyper-
threading allows NEAT to efficiently colocate relatively idle processes—which need
their own context—like the SYSCALL server. Although a hardware thread is not the
same as a fully-fledged core, the threaded setup can handle more load and provide
redundancy. To confirm this intuition, we present our scalability results on a Xeon
with hyper-threading.

Figure 6.7 depicts an example of using hyper-threading to reduce the number of
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Figure 6.9: Xeon - Scaling the multi-component network stack

cores that 2 NEAT replicas normally require in core-only configurations (a). For
example, NEAT can colocate the NIC driver with the SYSCALL server, since as
the driver’s thread becomes more loaded, the SYSCALL’s thread gets less loaded,
ensuring little interference between the two processes. NEAT can also successfully
place multiple NIC drivers on the same core. Similarly, the multi-component con-
figuration of NEAT can use only 3 cores instead of the 6 cores used in the original
configuration (Figure 6.8). We use HT to denote the NEAT configurations that use
hyper-threading.

In contrast to the AMD machine, deploying the TCP and IP of the network stacks
leaves only 4 cores available for the testing application. NEAT can now, however,
take advantage of hyper-threads to run 8 web server instances. Results in Figure 6.9
show, that similar to the AMD case, the throughput of the network stack peaks when
using 4 lighttpd instances.

To scale further, we ran a second replica (Multi 2x), which leaves only 2 cores
to run lighttpd. Using all 4 threads of those cores reported similar performance to
the 3-application-instance scenario in the previous test. This is expected, since the
network stack is not the bottleneck and the 33% speedup (2 cores instead of 3) of the
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Figure 6.10: Xeon - The best-performing configuration of the single-component stack, fully
exploiting hyper-threading (HT).
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Figure 6.11: Xeon - Scaling the single-component network stack

application is within the bounds of the benefits of hyper-threading. Further scaling
up—denoted by points 6 and 8 in Figure 6.9—uses threads on the cores occupied by
the network stack itself, first using both TCP cores (6 lighttpd instances) and then
both IP cores as well (8 lighttpd instances). In the latter configuration, Figure 6.9
shows the throughput peaking at 322 krps.

Finally, we colocated two replicas on different threads from the same cores
(Multi 2x HT, Figure 6.8)—enforcing this policy for both TCP and IP replicas. As
expected, 4 lighttpd instances yielded similar performance to the 1-replica config-
uration, since the stack is not the bottleneck and, while using the same number of
cores as in 1-replica configuration, it can process up to 8 lighttpd instances (4 cores,
both threads).

When evaluating single-component configurations, we used up to 4 replicas, as
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Figure 6.12: 12-core AMD - Comparing performance of different network stack configurations
stressed by the same workload.

Figure 6.10 shows. The labels (NEATx and WebX) illustrate the order in which we
scaled up NEAT and lighttpd. We present the results in Figure 6.11. Note that once
NEAT becomes overloaded, it can can spawn another replica and keep processing
the growing load. As the figure shows, NEAT 4x can sustain the load of 372 krps,
which is 13.4% more than the 328 krps maximum we measured for Linux, running
lighttpd on each of 16 threads, using all cores to 100%.

6.5.3 Impact of Different Configurations

Finally, we evaluated the impact of the different configurations of NEAT and com-
pare their overhead in detail. We used a modified test issuing only a single request
per connection, which significantly increases the load on the stack itself. We eval-
uated 5 different configurations of the network stack using the 12-core AMD and
different workloads. We deployed (i) 1 lighttpd instance processing 8 to 64 simulta-
neous connections, (ii) 2 instances processing 32 simultaneous connections, and (iii)
4 instances processing 64 simultaneous connections. Figure 6.12 reports our results,
demonstrating that when the load is relatively low, using only a single replica of the
multi-component stack to handle 8 connections is better than using two such repli-
cas. The same holds for the single-component stack. This is primarily due to the
fact that lightly loaded components have higher communication overhead and often
sleep, which introduces latency that is more evident in the multi-components stack.
A component may spend as much as half of its execution time polling, while the
polling time decreases as the load rises. Table 6.2 presents samples collected using
statistical profiling of the NIC driver under a range of loads serving 3 replicas. When
the driver is often idle, it spends a significant portion of the active time suspending
and resuming in the kernel (unfortunately MWAIT is a privileged instruction on In-
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CPU load Active in kernel Polling Web krps

97% 0.1% 7.4% 242

88% 5.4% 19.7% 90

60% 14.2% 27.9% 45

6% 33.3% 51.8% 3

Table 6.2: 10G driver - CPU usage breakdown.
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Figure 6.13: Expected fraction of state preserved after a failure vs. max throughput across
different network stack setups.

tel) and polling the 3 stacks and NIC queues. As the load grows, the fraction of the
“wasted” time shrinks and, when the core’s usage is close to 100%, the driver al-
most never enters the kernel and uses more than 90% of its time processing network
packets. Other components show similar behavior. Note that the CPU usage grows
sharply, but levels off when the load is high since the driver trades the “wasted”
time for packet processing. While the CPU load is 60% when the lighttpd handles
45 krps, it is only 88% when the load doubles, and it is still not 100% when the
number of requests increases up to almost 5-fold. When the load grows, the network
stack scales and the advantage of having multiple replicas is more obvious.

6.5.4 Reliability

We also evaluated the reliability guaranteed to be provided by NEAT across the
different configurations. Figure 6.13 shows the expected fraction of the preserved
state after a failure against the maximum throughput across all the different config-
urations we evaluated on the Xeon. We used the code size of each component to
estimate the probability that a single component fails when a failure occurs within
the network stack—assuming uniform failure probability throughout the code—and
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the resulting expected fraction of state preserved after a failure. For this purpose, we
assumed the simple (and stateless) recovery strategy supported by our current proto-
type, which results in (only) the TCP state being always irrecoverable—after a TCP
failure. As the figure shows, both performance and reliability increase with the num-
ber of available cores across all our configurations, confirming that our design allows
scalability and reliability to effectively coexist with no compromises. In addition, as
the figure confirms, given any fixed number of available cores (and HTs), NEAT’s
single- and multi-component configurations yield different performance-reliability
tradeoffs, opening up interesting research opportunities on fine-grain isolation and
allocation policies.

6.6 Conclusion

Scalability and reliability are commonly perceived as largely independent—and pos-
sibly conflicting—requirements concerning the implementation of an operating sys-
tem. This paper challenged the common belief, demonstrating that two key design
abstractions, isolation and partitioning, can effectively address scalability and reli-
ability at the same time, and both with constant returns with respect to the number
of available processors on modern multicore architectures. Our abstractions also
demonstrated that not only is scalability and reliability of design possible, but rep-
resents a realistic and far superior alternative to scalability and reliability of imple-
mentation, plagued with problems and increasingly unable to “scale” to the com-
plexity of modern hardware and software systems. We applied our principled design
to NEAT, a scalable and reliable network stack that isolates and partitions its state
across multiple and truly independent replicas. Thanks to our abstractions, NEAT
can outperform Linux both in terms of scalability—up to 13% higher throughput
with 4 replicas—and reliability—withstanding failures and reducing service disrup-
tion as the number of replicas increases—while retaining full compatibility with the
BSD socket API and supporting full sharing and cooperation at the application level.
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7
Summary and Conclusions

Hardware has changed dramatically in the past decade and made void the assump-
tions that were true when most of the current commodity operating systems were
conceived. At the same time, the demands on the operating systems have increased
as computers have penetrated into our daily lives. Computers should not require an
ordinary user to be an experienced operator anymore. At the same time, they should
be reliable because the large organizations manage such a vast number of computers
that frequent failures demand a lot of well paid staff. Although reliability of com-
modity operating systems has increased over the years (for example, the infamous
Windows “blue screen of death” is not as common a sight anymore), developers paid
much more attention to improving performance, even though crashing machines can
also have severe overall performance and financial implications. In fact, reliability
has been specifically addressed only in niche domains, where compromising on re-
liability is impossible due to fatal consequences of any crash and the need to pay the
high price for the extreme reliability is indisputable.

In this thesis, we explored whether it is possible to take advantage of current
hardware trends and modify the reliable multiserver operating systems design in
such a way that it can become an option for building commodity operating systems,
which can have both performance and reliability and to achieve it without making
compromises on either side. Such a system can improve experience of average com-
puter users as well as reduce the cost of overprovisioning in data centers or reduce
the runtime of long running complex scientific computations. We demonstrated that
it is possible at least for the network stack!

We achieve our goal by exploiting the fact that current multicore processors can
execute different parts of a multiserver operating system simultaneously without the
need of switching between them, thus removing the biggest performance overhead
of multiserver systems without changing their general structure. However, this ap-
proach is not a straightforward solution that works out of the box and our work
discusses the logical and practical details of a reliable, dependable, well performing
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and resource-aware operating system, which we call NEWTOS.
First, we demonstrated that the communication between servers and drivers of

the system is prohibitively expensive and blindly using multicore processors to run
the servers on dedicated cores does not make the system perform better. To the
contrary, the cost of cross-core communication provided by a microkernel increases.
To overcome the problem, we introduced pure user-space communication between
pairs of cooperating processes. The microkernel is excluded from passing messages
and only serves as a provider of reliable communication which allows the processes
to setup the communication channels in a trustworthy way. In addition to avoiding
the microkernel overhead of message passing, the new user-space communication
channels are asynchronous, so the communicating processes do not need to wait
for a rendezvous and can proceed with processing of independent requests without
blocking.

To demonstrate the benefits of the new communication mechanism and the distri-
bution of system processes across the available cores, we reimplemented the network
stack, a critical part of modern operating systems for performance and reliability.
Even though we could have used another subsystem, we opted for the network stack
because currently well established multigigabit links can generate load that is be-
yond what has ever been thought that a multiserver system can handle. In contrast,
a subsystem like the storage stack is limited by the speed of the storage devices
and only emerging flash-based technologies can sustain similar data transfer rates.
In addition, due to the growing popularity of network attached storage (NAS), the
network stack is becoming a vital part of the storage stack itself.

We have measured that slow and, above all synchronous, messaging limits the
speed of networking to low hundreds of megabits per second only. This is unbearably
slow even for home users of NAS, for example for processing photos, videos and
backups. The novel network stack of NEWTOS has dramatically raised the bar and
it shows that a multiserver system, much like other commodity operating systems, is
able to process data at multigigabit rates.

Moreover, while we have increased performance, we simultaneously increased
reliability of the entire operating system. Using the same principle of breaking up a
monolithic system into a collection of isolated servers, we decomposed the mono-
lithic network stack into several components along the boundaries of the individual
protocol layers. This simplifies crash recovery since some components have little
or no state making them easy to restore. At the same time, we can use specific
methods with varying performance overheads to protect components with large and
frequently changing state. The key benefit of this decomposition is that a crash
in an easily restorable part of the network stack does not directly affect the more
complicated components. We tested the design by injecting faults while processing
a gigabit TCP stream. Crashing a packet filter has negligible effect on the stream
performance as it recovers instantly. However, recovering from an IP crash takes
slightly more than a second. Although the IP component recovers almost instantly,
the network interfaces, which are not manufactured with software restartability in
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mind, need a reset to flush memory descriptors provided by IP. Unfortunately, reset-
ting the hardware takes a lot of time.

Running some system processes on dedicated cores naturally limits the number
of cores available to other system processes and, above all, to the applications. This
contrasts with the common understanding of how operating systems work based
on the prevalent experience of most users with monolithic systems. Although our
assumption is that the number of cores of future processors will be less limiting, we
investigate the benefits of running a multiserver system on cores that feature more
hardware threads as compared to cores, adding threads is easier, cheaper and the
system processes often need only a hardware container for their context. At the
same time, we also emulate heterogeneous architectures to demonstrate that smaller
and simpler cores, which we call wimpy cores, are sufficient for running system
processes even when the system is relatively highly loaded. In fact, we discovered
that it is often beneficial to run some parts of the network stack on slower cores
to achieve higher throughput. This counterintuitive result is especially true for the
network device drivers.

New products of major chip manufacturers as well as recent research publica-
tions indicate that we may see more heterogeneous architectures in the future. We
show that a multiserver system is well suited for such architectures as it is easy to
run different servers of the operating system on the most appropriate cores. How-
ever, this requires the scheduler to carefully assess optimal placement (in respect to
the workload, available resources and energy budget) of the system processes. Since
even the scheduler is an isolated process, which can run any time it needs to, it can
gather rich statistics from different parts of the system and run nontrivial evaluation
algorithms to make good scheduling decision.

Another limitation of running parts of the network stack on dedicated cores is
the fact that a single component cannot handle more work than what is possible to
handle on a single core. Even though our network stack employs multiple cores,
and thus can handle more than a single component network stack could have, the
scalability is limited by the most demanding component. At the same time, we want
to avoid multithreading. To scale the network stack, we devised a method of running
multiple copies of the network stack. Each copy or replica works on its own as the
copies are all strictly isolated and do not communicate with each other. This avoids
complicated synchronization of shared data structures, which requires elaborate (and
hence error prone) synchronization schemes and bouncing of data between caches
of individual cores. It is exactly this issue that complicates scalability of monolithic
systems that are inherently multithreaded.

Running multiple independent replicas of the network stack allows the multi-
server system to scale and naturally increase its reliability as a failure in one of the
replicas does not render the entire network stack unusable. This is especially im-
portant for TCP processing since the TCP components have large, complicated and
frequently changing state. A crash in one of the TCP replicas means that only a por-
tion of the state is lost or requires recovery. At the same time, applications can use
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the other replicas to serve their needs. The downside of running multiple replicas is
that the system must manage the number of available replicas and match it with the
desired load, reliability and available resources. This can be configured manually,
similar to how administrators manually tune the Linux network stack for high per-
formance of given workload on the given types of machines. However, our goal is to
make the system self-adjusting. To be able to multiplex efficiently the data streams
among the running replicas of the network stack, we need support from the network
cards. With the proliferation of virtualization comes the need to spread the work
among many cores in commodity operating systems and manufacturers enhanced
the network cards with many clever features that enable them to take on the isolating
role of the operating system. We use these features and we argue that some tweaking
is necessary for these features to fully support building of reliable systems.

Last but not least, we demonstrated that the user-space messaging we use within
the network stack to communicate between its parts is further extendable as we use
it to improve communication between the operating system and the applications.
Applications can use this extended mechanism to request operating system services
without expensive system calls that disrupt their execution. We use the model of the
user-space communication channels to build network sockets that expose informa-
tion to the application that was previously provided only by the operating system
upon request. Using the new sockets, the applications can decide itself which socket
is ready. That means, when socket has data available or can accept new data for
sending. Testing the state of the socket has negligible overhead in comparison to
legacy nonblocking system calls as we can avoid more than 99% of the system calls
when the system is highly loaded. Therefore the application can speculate more
aggressively as the penalty for a failure is low. We have presented that legacy event-
driven servers can take advantage of these sockets without any code modifications
and achieve better performance running in NEWTOS than in Linux.

We successfully demonstrated that it is possible to build systems that perform
“on par” with commodity operating systems, while offering a huge competitive ad-
vantage in their reliability and dependability. This combination makes them unique
and should make widely acceptable in many areas of computing.

Future Work

Although NEWTOS shows the direction to fast and reliable computing, plenty of
work remains to be done in the future.

Beyond the network stack Although our proof of concept shows that our princi-
ples can improve the network stack of a multiserver system, wider acceptance
and deployment require us to apply the same principles to other parts of the
operating system as well. For example, the storage stack in multiserver sys-
tems is already composed of several components (virtual file system, the actual
file systems and storage device drivers), while further decomposition for the
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sake of modularity [27] and reliability is desirable. As flash-based storage is
gaining momentum, it will be able to stress the operating system in the same
way as high speed networks do. In fact, PCIe flash cards can do that already.

Self-adjusting system As we spread the multiserver system across many cores, it
is necessary to develop smart algorithms for intelligent and efficient manage-
ment of available resources. Our current work only provides the required
mechanisms to implement such schedulers and monitors that can adjust the
whole operating system to the changing runtime conditions. We must take
the user’s assistance out of the loop and automate the process of evaluating
the system online. Such schedulers must learn from the current usage pat-
terns and performance statistics to devise schemes for the best placement of
system components on the available CPU cores depending on the mix of ap-
plications, workloads, energy budget constraints and user preferences. Due to
the similarity of multiserver systems to distributed systems, we can base our
future research on the methods applied in distributed computing, although at
a much finer level. We would like to apply machine learning and data mining
techniques to analyze the rich set of values that we can collect from various
system servers.

Hardware support We pointed out many times in our work that we can marry per-
formance and reliability only thanks to the advances in microprocessor archi-
tectures. Nevertheless, we also stress that the hardware can do significantly
more to help software to carry out its tasks more efficiently. In the first place,
having more support for message passing is a pressing matter. For instance,
we have used the MWAIT instruction to implement efficient and power aware
cross-core communication. However, this instruction is specific to the x86
architecture. To the best of our knowledge, other architectures lack similar
mechanisms. At the same time, it is not possible to use this instruction in user
space on the Intel chips, while it is possible on some AMD chips. To make
our system easily portable across these two platforms, we resorted to using a
kernel call to execute the instruction. Removing this overhead will likely lead
to a reduction in latency of our system under low load.

In addition, we would like to explore a finer grained control over the priv-
ileges of user-space processes. It is possible to set many features on virtual
machines. However, in the case of privileged versus unprivileged code, it is
either all or nothing. The system should be able to grant some of its servers ac-
cess to certain CPU features that ordinary application do not need, but which
do not conflict with isolation in constrained conditions. For instance, a system
server on a dedicated core should not be restricted from pausing it.

Efficient polling Even if we suspend a core which has no work to do in user space,
waking up the core again takes some time. Although we cannot know whether
the next request arrives almost immediately or whether there will be an ex-
tended period of idle time, the system components could adapt its polling in-
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tervals, based on the recent stream of requests. The server could keep polling
a little longer if it estimates interarrival gap shorter than the time needed to
suspend and wake up the core or when it does not save energy. This of course
differs for each platform.

Portability Due to the MINIX 3 legacy, NEWTOS runs only in 32-bit mode of
x86 processors. Although we can use the different features Intel and AMD
provide, for example the number of threads per core, there are other inter-
esting architectures with different types of cores, number of threads, types of
pipelines and unusual instructions. Therefore portability across various plat-
forms is extremely important for further research.

Shared memory and cache coherency Our current implementation of the fast user-
space message passing relies on shared memory and using shared memory
stresses the cache coherence protocols as data are being produced on different
cores than were they are consumed. We believe that a finer grained control of
caching could result in (i) faster communication and (ii) less interference with
other data in the cache. In fact, we only use cache coherent memory out of
convenience as our current evaluation platform offers it. In an extreme case,
we may lack the cache coherency altogether. The explicit message based com-
munication is well suited for such environments as we know exactly when we
want to make our memory modifications globally visible and the remote side
does not need to see partial changes at all. At the same time, the producer does
not need to cache the messages since they are not read again.

Application to other operating systems The most important part of our future work
is to demonstrate that our design principles are a viable option on the produc-
tion level. Since the engineering effort of writing a production grade operating
system from scratch is enormous, we see the more likely direction in applying
parts of our work to the existing commodity operating systems. For example,
running our network stack side by side with the Linux kernel, only substitut-
ing this particular functionality. Although the entire system would not become
reliable at once, enhancing reliability of a key subsystem is already a big leap
forwards, even though any fault in other parts of the kernel would still bring
the entire system to a halt.
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