
Building the All-purpose Distributed Storage System 
Distributed storage systems have become the de facto standard for storing data. This shift between typical and 
distributed storage was necessary as new generation applications have to store and process huge amounts of data. 
However, as the requirements of applications are different, multiple designs of distributed storage systems exist. Each 
system is tailored to satisfy the specific needs of the applications they were built for. In this paper we propose an 
approach to investigate the design of a general purpose distributed storage system able to satisfy the requirements of 
multiple applications. This system will have configurable requirements, giving the user the power to choose the most 
appropriate configuration for its needs. Such a system will enable an easier way to develop distributed applications, 
taking away the problem of also having to design and build the appropriate storage system for the requirements of the 
application. Therefore, it will successfully speed up development and research efforts in the field of distributed com-
puting.  
 
 
 

DB-Mesh – The Heterogeneous Database Architecture 
The DB-Mesh project aims at providing support for heterogeneous non-relational databases by developing a generic 
framework for incorporating different database implementations and providing dynamic query translation from a SQL 
query subset. If successful, the research will allow scientific and business organizations to store and query petabytes of 
data, a task currently impossible without a heavy development effort. 
 
 
 

Improving QoS of a P2P Network 
Over the years there has been an increase in the use of peer to peer (P2P) services which require over- whelming 
bandwidth to deliver high quality contents, it is important to ensure the Quality of Service (QoS) for such P2P services. 
The QoS in P2P networks can be improved by ensuring better quality and availability of the shared contents and 
participation of trusted nodes. Most of the P2P networks uses incentive mechanisms, like tit-for-tat, which only guar-
antees best effort to provide QoS. We propose an idea of using reputation to provide QoS. The reputation is maintained 
in an overlay network. Unlike most of the existing reputation mechanisms, the overlay stores the reputation history of 
the nodes and thus forces the nodes to participate in sharing to maintain the hard-earned reputation. The overlay uses 
social networks, voting mechanisms and bidding process to ensure the reputation of a peer and the qual- ity contents 
shared by it.  
 
 
 

WSuNix: A Unix-like Operating System for Wireless Sensor Networks 
The WSuNix project aims to provide a more standardized programming environment for researchers and developers 
working with wireless sensor networks. The project will start with a survey of the areas commonly researched in WSNs 
(such as MAC protocol architectures, routing protocols, etc. ) and gather the best under the umbrella of this operating 
system. Then the WSuNix project will add some concepts that have not yet been studied in sensor networks, such as 
POSIX interfaces and preemptive multithreading, along with coveted features such as automated reprogramming. All 
of this will lead to a very Unix-like operating system, geared towards operating in these special types of networks, but 
offering standardized interfaces and easily available development methods. Another goal (and challenge) is to design 
the operating system to be modular (i.e. it should allow swapping out a MAC protocol for another during the develop-
ment stage) and portable. Portability is an especially sensitive topic in sensor networks since mote characteristics vastly 
differ from one platform to another and certain key functions such as radio communication and program memory 
writing are completely dependent on the available hardware. 
 
 
 

Scalable Consistent Transactional Data Stores: The Next Level  
Distributed data stores have recently become increasingly popular. This can be attributed largely to their impressive 
ability to scale. However, to achieve this scalability, they sacrifice properties such as atomicity and consistency, impor-
tant properties when constructing simple control flows and asserting correctness. Our research is focused on methods to 
bring transactional consistency to these data stores while still preserving their scalability characteristics. We build upon 
previous work and argue that the key to a scalable transactionally consistent data store is data placement.   
 
 
 



Concurrent Programming with Constraints 
With the increase in the number of processing units in the modern computers the need for scalable appli- cations has 
accentuated, however present programming languages offer only the basic building blocks for writing concurrent code. 
This proposal aims to extend programming languages with concurrent constraints to enable validation of developers’ 
assumptions about multi-threaded code behavior. Successful conclusion of the project will ease concurrent program-
ming, boost code quality and improve testing. 
 
 
 

High Throughput Content Conversion System 
Content conversion systems in the context of digitalization of paper documents into machine compatible formats are 
highly customized solutions proprietary to each service provider. The project aims to create a generic platform for im-
plementing content conversion methods while focusing on obtaining high throughput and high scalability. Complete 
content conversion systems based on this platform could be commercialized both as on-demand services using the 
company’s infrastructure or licensed as software to other companies. The platform is to be able to fully utilize cluster 
computing resources, including GPUs, and be compatible with cloud computing services such as Amazon’s Elastic 
Compute Cloud (EC2).  
 
 
 

Analysis and Improvements of Parallel Functional Programming Languages  
The functional programming paradigm has been around for many decades but in recent years it received more attention 
due to the focus shift on ef?cient programming languages for parallel-processing systems. The goals of this project 
include evaluation of functional languages that can be employed and used for parallel-processing and analysis of the 
status and performances of existing functional parallel languages. Because the development for some of these 
languages is open and still in incipient state or unstable, the project also offers a practical contribution to them. The 
theoretical work will try to focus on a large number of languages relevant to this paradigm, but their number will 
decrease when advancing to the evaluations and modi?cations/improvements.  
 
 
 

Dynamic FPGA-based Application Accelerator 
The project studies how to reduce the execution time and power consumption of user-space applications by using 
commercially available FPGA hardware accelerators in conjunction with existing CPUs. The purpose of this project is 
to develop a tool that can transparently accelerate applications that were not designed specifically to use hardware 
acceleration. By using LLVM, our approach is a general one, requiring only the existence of The project studies how to 
reduce the execution time and power consumption of user-space applications by using commercially available FPGA 
hardware accelerators in conjunction with existing CPUs. The purpose of this project is to develop a tool that can 
transparently accelerate applications that were not designed specifically to use hardware acceleration. By using LLVM, 
our approach is a general one, requiring only the existence of LLVM bytecode generating front-end in the application's 
compiling process.  
 
 
 

Fighting Botnets by Infiltration 
Botnets are huge armies of compromised Personal Computers instructed to do malicious actions. The bots usually 
receive commands from a central Command and Control (C&C) server which communicates with the bot owner. 
Classical ways of mitigation include botnet tracking: acquiring a copy of the bot, indentifying the central C&C server 
and taking down the server. However passive methods don’t work when bots use multiple C&C servers or P2P 
architecture is used. As the botnets evolve, this research proposes more intrusive approaches in order to understand and 
fight botnets. The purpose of the proposed approach is to mitigate botnets by infiltrating spies in their network and 
cause disorder in their army, despite the ethical and legal issues of being accused as hackers. This must be done taking 
into account the safety of the bot nodes, which are benign machines unaware of being under botnet ownership.  
 
 
 
 
 
 



Framework for Developing General Platform-as-a-Service Applications 
Cloud computing has undergone an exponential growth in the last years, due to the fact that many en- terprises want to 
bene?t from its highly praised characteristics, such as availability and scalability. As the needs of the customers evolve 
faster than the development of the Cloud platforms, interoperability and open APIs are essential for customers 
considering to move their applications to the Cloud. In- teroperability among Platform-as-a-Service providers is an 
essential research issue due to the lack of standardization in the domain and the heterogeneity of the existing Cloud 
platforms. The proposed project aims to develop a framework that will enable the users to port applications between 
different Cloud platforms and avoid getting “locked in” a specific platform.   
 
 
 


