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Figure 4: The guide instantiation process.

• a domain-expert with no prior knowledge of HTML, CSS,
or Javascript can act on the node content and to the multi-
media material that will be applied to pre-existing tem-
plates to generate new node instances: this perspective
requires the knowledge of some simple syntactical con-
ventions and familiarity with the available node templates,
which are part of the framework’s documentation.

This approach, summarized in Figure 4, allows us to con-
trol the cooperation between the different expert roles and to
extend the guide framework gradually over time. We have
currently implemented a set of templates to hold different
kinds of questions, to present the most common multime-
dia file types, and a pair of starting and ending nodes to,
respectively, present an artwork to the user and present a
summary of the visiting path followed when the visit ends.
Domain experts wrote a set of data files following the sim-
ple JSON syntax, assisted by some examples, and the results
were compiled into the actual PuD guide.

The Content Management System
To archive, classify and manage art-related multimedia con-
tents we developed our own content management system
(CMS) whose main goal is to favor a more fruitful interac-
tion between experts of different domains. In our early expe-
riences with multimedia guides we handled multimedia data
about artworks in an ad-hoc way. While ad-hoc management
has the advantage of immediacy and efficiency, it might in-
troduce ambiguities among the team components that can
hinder the entire project in terms of speed of development
and error management.

The CMS features an online storage space with the following
characteristics:

• it is accessed through a web-based application, usable from

the vast majority of existing computer systems without
any specific installation or configuration. A graphical in-
terface based on common knowledge and a clear feedback
of actions allow users to easily operate it;

• it introduces a set of vocabularies to organize contents
among different categories. Vocabularies can be taxonomies
(fixed set of terms) or folksonomies (free lists of terms),
to allow CMS users to have different views of the data and
of their relationships; different type of contents can have
different vocabularies;

• it provides an abstract representation of data useful to do-
main experts to access, categorize, and discuss the con-
tents, without entering into the details of their physical
arrangement and of their versioning, a non trivial problem
due to the size of multimedia data; at the same time the
underlying implementation, based on a hierarchical file
systems, permits fast re-processing of multimedia mate-
rial such as format conversion, compression, post-editing,
etc..

CONCLUSION AND FUTURE WORK
In this paper we have discussed our experience in design-
ing and developing a multimedia art guide on the mobile
platform Apple iOS for the contemporary art collection of
the François Pinault Foundation at Punta della Dogana in
Venice. The design benefits from past experiences in several
art exhibition held at Ca’ Foscari in 2009 and 2010. We have
gained the evidence that articulating knowledge according to
the user mood and need raises interest, curiosity and amuse-
ment, without diminishing the importance of art or trivial-
izing its cultural value. To this purpose we have developed
a framework that departs from the usual hierarchical menu
based application, unfolding a personalized tour built on top
of selected topics through a series of questions which elicit
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the user reactions to the exhibition content. We argue that
such approach, if paired with an intense work by domain-
experts, leads to an interesting and new way of presenting
contents to art visitors.

To deploy our guides we use the Apple iOS platform. Our
approach, however, relied on portable and standard web tech-
nologies that exploit modern browsers as virtual machines
that can run complex applications on multiple platforms. Our
guide works on the majority of browsers and is especially
tailored for Webkit-based ones. To present such web appli-
cations to visitors without the confusion given by the browser’s
complete environment, we developed a wrapper to store the
guide locally and to override some non satisfying default be-
haviors.

The PuD project is at a late stage of development. We plan
to follow with a set of internal tests to check the feasibility
of the approach and the quality of the contents, categories
and topic graphs. A logging system, embedded in the We-
bkit wrapper and successfully tested in previously developed
guides, traces the user visit and logs the behavior in terms of
interaction gestures, and will be used to infer information to
further tailor and expand the guide. At present the different
topics of the guide are independent from one another. The
decisions the visitor takes during the visit of one topic do
not influence the visits of other topics. An improvement of
our system could make use of the inferred knowledge about
a visitor (or the majority of users) to automatically and dy-
namically tailor the visiting graphs.

As a final remark, we note that our project is based on aca-
demic interdisciplinary work, and does not aim to build a re-
fined tool for immediate commercial use. The PuD Project
guide should be understood as a conceptual instrument that
encourages the exploration of the art world from an inner
view, particularly from the look of the artist creator. In six-
teenth century Giorgio Vasari wrote “ogni pittore dipinge
sé” (“every painter paints himself”). Today we are still
searching for possible ways of understanding and interpret-
ing contemporary art as a mirror of individual creativity and
of the aspirations of our society.
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ABSTRACT 
This paper discusses mechanisms for personalizing access 
to cultural heritage collections and suggests that paths or 
trails are a flexible and powerful model for this and could 
link with existing models of cognitive information 
behaviour. We also describe a European project called 
PATHS (Personalized Access To cultural Heritage Spaces) 
that aims to support information exploration and discovery 
through digital cultural heritage collections. This project 
aims to implement the user models discussed in this paper 
and provide a mechanism for users to create and share 
pathways through information spaces for learning and 
knowledge discovery. Personalized access to digital cultural 
heritage resources will be provided by adapting suggested 
routes to the requirements of individual users and groups, 
such as students/teachers, professional archivists and 
historians and scholars.  

Author Keywords 
Adaptive systems, personalization, paths, user models, 
cultural heritage resources, social navigation. 

INTRODUCTION 
Significant amounts of cultural heritage material are now 
available through online digital library portals. However, 
this vast amount of cultural heritage material can also be 
overwhelming for many users who are provided with little 
or no guidance on how to find and interpret this 
information. Potentially useful and relevant content is 
hidden from the users who are typically offered simple 
keyword-based searching functionality as the entry point 
into a cultural heritage collection. The situation is very 
different within traditional mechanisms for viewing cultural 
heritage (e.g. museums) where items are organized 
thematically and users guided through the collection. Users 
of cultural heritage portals have diverse information needs 

and exhibit highly individualistic information seeking 
behaviours (e.g. information encountering and foraging) 
which are not well supported in standard search interfaces. 
Recent trends in information access services have 
recognized the necessity of providing support for more 
exploratory and serendipitous search behaviours if services 
are to be effective in helping users with discovering and 
assimilating knowledge [11, 12, 13]. 

This paper suggests the metaphor of “paths” through a 
collection as a powerful and flexible model for navigation 
that can enhance the user’s experience of cultural heritage 
collections and support them in their learning and 
information seeking activities. It also describes a new 
project funded by the European Union, PATHS 
(Personalized Access To cultural Heritage Spaces), that 
uses this model to provide users with innovative ways to 
access and utilize the contents of digital libraries that enrich 
their experiences of these resources. The PATHS project 
aims to create a system that acts as an interactive 
personalized tour guide through existing digital library 
collections, offering suggestions about items to look at and 
assist in their interpretation by providing relevant 
contextual information from related items within specific 
collections and items from external sources.  

The remainder of this paper is organized as follows. We 
begin with a description of existing approaches that have 
been used to personalize navigation systems, including 
details of ways in which cognitive styles of users can be 
modeled. We then introduce the notion of a path through a 
collection which we suggest as a useful model of 
navigation. Finally, we describe the PATHS project which 
will make use of this model and apply it to a large on-line 
cultural heritage collection.  

BACKGROUND 

Cultural Heritage and the User Experience 
Cultural heritage institutions hold an enormous and rich 
variety of digital content covering a broad range of 
subjects: natural history, ethnography, archaeology, historic 
monuments, fine and applied arts which often cross national 
and linguistic boundaries. There is strong motivation to 
bring together content from different cultural institutions 
into aggregated portals, which have typically offered access 
services based on traditional catalogues used in libraries, 

 
Permission to make digital or hard copies of all or part of this work for 
personal or classroom use is granted without fee provided that copies are 
not made or distributed for profit or commercial advantage and that copies 
bear this notice and the full citation on the first page. To copy otherwise, 
or republish, to post on servers or to redistribute to lists, requires prior 
specific permission and/or a fee. 
PATCH 2011. 
Copyright 2009 ACM  978-1-60558-246-7/09/04...$5.00. 

12



 

museums and archives. Search services have been geared 
towards subject specialists and experienced users. Yet the 
environment in which users and digital library services are 
operating has changed. People come to digital libraries with 
experience of using the web and with new expectations [8]. 

Cultural institutions wish to be able to offer users of their 
portals with an experience that is continuous with the way 
people experience the web. They are seeking to enable 
richer user experiences that support connectivity between 
people, content and applications, to support writers as well 
and readers, and to enable collaborations with and between 
users. A new generation of cultural portals is encouraging 
user participation by offering people with opportunities to 
interact with content (for example encouraging them to tag 
resources) and to make recommendations to other users [6, 
19]. 

Institutions are looking for ways to recreate in the digital 
information space the opportunities that visitors to libraries, 
museums and archives have of sharing books, objects and 
ideas with each other. They would like to be able to 
personalize the experience for their digital library users, for 
example suggesting content that is more likely to be of 
interest based on their profile and highlighting associations 
between related items [1]. But cultural heritage portals lack 
the massive volumes of users and interactions that are 
required to enable the effective analysis of user behaviours, 
usage patterns and interests. Issues related to user-
adaptivity such as controllability, trust, privacy, 
obtrusiveness, predictability, transparency and breath of 
user’s experience are also important [14]. 

Adaptive Personalized Systems 
A number of adaptive personalized systems have been 
developed, particularly to support learning. The Adaptive 
Personalized eLearning Service (APeLS) reported by 
Conlan et al. [9] can take metadata describing an 
individual’s learning needs, prior competences and personal 
characteristics, and construct a personalized course by 
discovering and sequencing appropriate learning objects 
discovered within one or more distributed specialist 
repositories. Input to a rule-based adaptive engine includes 
metadata relating to the learner, content in the form of 
learning resources, and narratives. A narrative is a 
description of the required conceptual pathway for a 
particular learner, and is built prior to searching for 
particular learning resources, taking account for example of 
prerequisite concepts and their sequencing. Thus, the 
system’s narrative model refers to concepts rather than 
specific resources and can be made to model the learner’s 
prior knowledge and preferences.      

O’Keeffe et al. [16] note that although early adaptive 
hypermedia systems personalized learning according to 
learners’ prior knowledge, goals and preferences, they did 
not explicitly address pedagogy. They report the 
incorporation and further development of the APeLS 
system in iClass, which is a framework of services designed 

to support teachers and learners in providing personalized 
learning experiences. In terms of standards, OWL is used 
for domain ontologies; IMS Learning Design (IMS LD) for 
structuring learning activities; IMS LIP for learner profiles; 
and SCORM for learning object manifests. Like APeLS, 
iClass separates the generation of personalized conceptual 
learning paths from specific resources that can instantiate 
such paths. However, an important way in which iClass 
differs from APeLS is that pedagogy is explicitly 
represented in a separate model distinct from domain 
knowledge. The representation of pedagogies in a separate 
model means that they can be reused.  

Castillo, Gama and Breda [7] report GIAS, a system also 
designed to select learning resources from a repository 
which are appropriate to individual learners’ current states 
of knowledge and their preferred learning styles.  However, 
the system differs from others in that from a baseline initial 
psychometric assessment of learning style, it fine-tunes its 
model of each learner’s style in response to feedback from 
interactions between the learner and learning resources.  
This on-going adaptation is necessary because of inherent 
uncertainty in any psychometric assessment of learning 
style, and also possible drift in learners’ preferences over 
time and as a result of interactions with resources.       

A number of systems are designed to enable resource 
discovery not only of materials stored in specialised 
repositories, but also open corpus material available on the 
Web. Dolog et al. [10], for example, report development of 
the “Personal Reader”, which is also based on metadata-
based reasoning mechanisms. From the starting point of a 
learning resource being studied by a learner, the “Personal 
Reader” discovers resources that are related to the currently 
viewed resource. It can recommend resources which 
provide a different perspective on the topic – for example, a 
summary, more general or more specific material, or 
examples illustrating the concepts involved. The authors’ 
aim is to work towards the vision of an adaptive web 
capable of leveraging open corpus material [3, 4].      

Social Navigation Systems 
A number of social navigation systems have been 
developed that attempt to harness the collective knowledge 
of their user communities. As noted by Brusilovsky et al. 
[5], such systems use a variety of techniques, which they 
categorize in terms of: 

• Types of past user behaviour recorded; 
• How these data are used to generate collective 

knowledge; 
• How this collective knowledge is used in order to 

benefit users in terms of their information accessing. 

Brusilovsky et al. describe the use of social navigation in 
digital libraries as implemented in the Ensemble system. 
Users can follow “trails” of library items which are created 
on specific topics in the manner being adopted in our work.  
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An early system for the development of educational 
systems based on an “ecological” paradigm is reported by 
McCalla [2]. This is an approach to providing adaptive 
personalized learning which not only makes use of standard 
pedagogical metadata, but also dynamically collects and 
cumulates other metadata relating to resources, learners, 
and the interactions between the two, at the time of use.  
The approach also entails the mining of this data in order to 
generate new pedagogic knowledge as required for different 
purposes. Metadata is gathered at the time of use of the 
resource as opposed to being pre-assigned by human 
experts. As a learner accesses a particular resource, 
metadata is attached to that resource, which relates to the 
learner, the resource and the interaction between the two 
(e.g. dwell time on a resource). Over time, each learning 
resource will accumulate many models. This data can then 
be subjected to data mining in order to discover patterns 
that are useful in achieving particular tasks.  

Tang and McCalla, [18] report a system based on this 
approach, designed to search Citeseer and recommend 
relevant papers to research students. Each time a paper is 
read by a learner, an instance of the learner’s model is 
attached to the paper’s metadata. The system also enables 
the learner to annotate the resource, this information 
feeding in to model (recording the learner’s interactions 
with resources). Work is reported in further developing 
approaches to the learner modelling that is a key feature of 
ecological systems [15, 20].  

USER MODELS 
Some existing systems employ explicit user models to drive 
adaptivity. Such models may entail, for example, levels of 
expertise or cognitive styles. Others make use of recorded 
user behaviour without any explicit underlying cognitive 
models.  

User models may be utilized in both inductive and 
deductive approaches to system design. An inductive 
system is defined here as one in which the model driving 
adaptivity does not derive from any pre-existing user 
model, and is created by analyzing user behaviours and 
inputs. A deductive system is one in which an existing user 
model is used to generate adaptive behaviour. Deduction 
entails using pre-existing user models to driver adaptive 
behaviour (e.g. recommended paths and next moves). 
Induction entails gathering and using data generated by 
users (the navigational behaviour they exhibit, and the 
comments/reactions/annotations/tags they provide relating 
to nodes and paths).  

These categories are not mutually exclusive: the two may 
be used interactively – to begin with parameters derived 
from known user models are likely to be effective, and 
allow the refinement and modification of these models via 
data from user behavior and inputs during system use, for 
example user-system interactions recorded in transaction 
logs. 

Insofar as decisions are made as to which user behaviours 
and inputs are recorded and used as input to an adaptivity 
engine, such selection is based on at least an implicit model 
or theory of which factors are likely to be most influential 
in the calculation of appropriate adaptive system behaviour. 
A criticism of a number of the explicit or implicit user 
models employed by a number of existing adaptive systems 
is that the models selected are not those which are arguably 
best suited to drive adaptivity relating to the navigation of 
information spaces. 

Although there are many models of both information 
seeking and learning via pedagogical mediation, few map 
directly onto the type of choices most relevant to an 
adaptive system designed to advise on paths through a 
complex set of information sources. Of particular relevance 
here is the work of Pask and Witkin [21, 22], the models of 
whom have been extensively studied for almost 40 years. 
This (and related) work suggests that cognitive processing 
takes place across two major orthogonal dimensions (Figure 
1). 

 
Figure 1. Key cognitive dimensions. 

The work suggests that: 

• Different individuals may have different predominant 
navigational styles. These appear to be linked to more 
fundamental cognitive styles. High academic achievers 
as well as less academically achieving people may still 
have a predominant style. These navigation styles 
translate into different paths.   

• Adopting a navigation path that matches one’s 
predominant style can influence the effectiveness of the 
resultant learning. Where an individual navigates using 
a path that mismatches their predominant style their 
learning may be disrupted; matching a navigational 
path may enhance learning (for a given learning task). 
However, these results have been found in exper-
imental rather than more natural learning conditions. 

• Navigation paths adopted by individuals may also vary 
according to their level of subject expertise in the area 
being navigated. 

• Different paths may also be more, and less appropriate 
for achieving different types of goal/task (e.g. relatively 
convergent fact-finding versus more divergent creative 
exploration).   

Autonomous 

Dependent 

Local 
(analytic) 

Global 
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• Individuals also vary in the extent to which they thrive 
in navigational conditions characterised by external 
mediation (guidance) versus autonomy. This difference 
appears to be linked to fundamental cognitive style. 

Table 1 shows characteristics, as identified in this work, of 
the horizontal (local/global) dimension in terms of a 
number of aspects of cognitive processing relevant to users’ 
navigation of a semantic space. 

 
Table 1. Characteristics of local and global information 

processing styles. 

Scenarios of use 

Global 
The stereotypical global user will want to explore a new 
topic broadly at first, first establishing a relatively tentative/ 
provisional conceptual overview before going back to 
nodes and filling in details. S/he will take a broad focus, 
sampling nodes at different levels taking a “layered” 

approach.  S/he will have a high tolerance of uncertainty 
and ambiguity, and will – relative to his or her local 
counterparts – be happy to spend quite a long time in 
tentative exploratory uncertain mode.  The more extreme 
global person is likely to be a divergent (creative) thinker 
and will want to be stimulated by new connections.  S/he 
will want to explore widely spaced nodes – not keep to 
close and strictly logical connections.  S/he may be looking 
for new ideas/directions “off the beaten track”.  

Local (analytic) 
The stereotypical local (analytic) user will be concerned to 
learn in a step by step way, mastering one aspect of the 
topic (node) in depth before going on to the next. The “big 
picture” will tend to emerge relatively late in the learning 
process. S/he will find distracting information which the 
global information processor might consider valuable 
enrichment material that would enhance learning.  S/he is 
likely to be a relatively convergent thinker who knows what 
s/he wants and does not want to be distracted by anything 
“irrelevant”.  S/he will want to explore step by step in a 
“one thing at a time” mode, with a relatively narrow focus. 
At any given point in time, the optimal next node to be 
explored will be local (the next logical step).  S/he will have 
a low tolerance of uncertainty and ambiguity, and will not 
like to spend long in tentative exploratory uncertain mode. 

Dependent  
The dependent learner may be new to the subject area, and 
may want to follow a path (whether global or local) that has 
been approved and has been pre-trodden by experts and 
other authoritative figures.  

Autonomous 
The more autonomous learner may want to beat his/her own 
exploration path, and may want to (make and possibly be 
stimulated to make) more original less conventional 
connections between nodes. 

PATHS AS A METAPHOR FOR NAVIGATION 
The notion of a “path” or “trail” through digital library 
collections provides a flexible model of navigation that can 
provide a powerful model onto which various levels of 
personalisation can be added. In hypertext systems, the 
notion of guided tours and trails refer to scenarios when 
users are introduced to an unfamiliar subject and activities 
carried out with individual steps [17, 22].  

A path is defined here as a route through a semantic space.  
In this case, the semantic spaces are defined digital 
collections of heritage resources. A “route through” a 
semantic space only makes sense in terms of a sequence of 
processing of connected components of that semantic space.  
The components of semantic space that enable sequential 
processing are defined here as nodes. The semantic space is 
navigable by the sequenced selection of connected nodes. 

Local (analytic) Global 
Learning/problem-solving goals 

Convergent goals. 
“Find an answer”. 
Learn pre-defined content. 

Divergent goals. 
Creatively explore. 
Come up with new ideas. 

Process goals 
Concerned with procedures 
and vertical deep detail 
(procedure building). 
 

Concerned with conceptual 
overview and horizontal 
broad inter-relationships 
(description building). 

Navigation styles 
Serialist navigation style 
Narrow focus. 
One thing at a time. 
 
Short logical links between 
nodes. 
Intolerance of strictly 
irrelevant material. 
 
Finish with one topic before 
going on to the next. 

Holist navigation style 
Broad global focus. 
Many things on the go at 
the same time. 
Rich links between nodes. 
 
Welcoming of enrichment 
(but strictly irrelevant) 
material. 
Layered approach returning 
to nodes at different level of 
detail. 

Positive learning outcomes 
Good grasp of detailed 
evidence. 
Deep understanding of 
individual topics. 
In-depth understanding of the 
parts. 

Well developed conceptual 
overview. 
Broad inter-relationship of 
ideas. 
Good grasp of the “big 
picture”. 

Characteristic learning pathologies 
Poor appreciation of topic 
inter-relationships. 
Failing to see the “big 
picture”. 

Poor grasp of detail. 
 
Over-generalisation. 
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Figure 2. Stereotypical “local/analytic” path. Characteristics: small steps between nodes in the sequence, mainly depth-first; 
infrequent re-visiting of nodes. Logical “one step at a time” brick-by-brick approach. 
 

 
Figure 3. Stereotypical “global” path. Characteristics: large steps between nodes; significantly breadth-first; frequent re-visiting of 
nodes attending to different aspects in a layered “parallel processing” approach. Frequent accessing of “enrichment” material if 
offered at any node. 
 

Nodes for a resource or information item might contain the 
following information: 

• System-provided subject metadata (subject keywords) 
about this resource; 

• User-provided subject metadata (tags) for this resource; 
• Broader, narrower and related terms according to the 

default (“authority”) subject ontology for the topics 
that this resource is about; 

• Recommended “next” nodes(s) according to the 
pedagogical ontology for the topic(s) the resource is 
about; 

• Information about the resource at abstract level (e.g. 
overview, summary, image thumbnail etc.); 

• Inter-relationships showing how the information stored 
at this node inter-relates with other nodes to form the 
bigger picture; 

• Link(s) to the detailed contents of this resource (e.g. 
full text, detailed images etc.); 

• Information on which ontologies are available for the 
topic(s) this resource is “about” – both subject and 
pedagogical; 

• User annotations abut this resource (this user and 
others); 

• Information on paths that are available relating to the 
topic(s) this resources is “about” – both subject and 
pedagogical; 

• Information on available paths in which the current 
resource forms a node. 

Nodes may be connected in a number of different ways. 
They may be pre-defined or computed on the fly.  They 
may be defined by the system/designers and/or by users – 
individual or aggregated. A node consists of items of 
information aggregated and represented by means of one or 
shared tags (metadata). A route is a sequence in which one 
or more nodes are attended to. Attending to a node may 
entail intellectual processing of different types and at 
different levels. Thus a user may return to previously 
“attended to” nodes and attend to it in a different way 
and/or at a different level in order to increase (clarify/ 
modify/ deepen/ modify/ refute/ etc.) his or her 
understanding. 

Nodes for a resource may link to a variety of items: 

• Subject ontologies, e.g. a generally agreed default 
“authority” ontology; 

• Pedagogical ontologies that contain information on, 
e.g. which topics are pre-requisite for the 
understanding of others; 

• User metadata relating to goals, preferred navigation 
styles, levels of topic knowledge etc.; 

• Information on interactions in which this node has been 
involved including user goals in using it, its part in any 
paths, user annotations (including user-perceived 
usefulness of this node and ultimate success of the path 
of which is formed a part); 

• Information on the user’s current path; 
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• Information on other available paths, with their own 
metadata for describing for whom/which learning 
goals/at which level they may be appropriate.	
  

There are potentially alternative routes to the same 
destinations. A destination is defined here in terms of a 
user’s desired state of knowledge or understanding. This 
may be defined by the user and/or someone else (for 
example, a teacher and/or subject expert). Different users 
may have different starting points for similar destinations. 
By way of example, Figures 2 and 3 illustrate stereotypical 
local and global pathways through a set of nodes that are 
arranged in a hierarchical order, which represent a typical 
hierarchical subject representation, with top level topics 
subdivided into lower order subordinate topics. The 
numbers represent the order in which the imagined “local” 
and “global” users might navigate the nodes. It is proposed 
that: 

• Users can construct their own paths (“independent 
paths”) which can be saved for future reference, edited 
or shared with other users. These paths will be more 
than a simple list of items in a collection that the user 
has visited; they will also contain information about the 
links between the items, details of others items 
connected to them and connections to information, 
both within and outside the collection that provides 
context.  

• Groups of users can work collectively to create paths 
(“collaborative paths”), adding new routes of discovery 
and annotations that can build upon the contributions 
made by others.  

• User-generated paths will exist as information objects 
in their own right: they can be indexed, organised and 
shared with others, and will be potential learning 
objects that can be offered to users alongside the 
cultural heritage content. 

• Users can also follow pre-defined paths (“guided 
paths”) created by domain experts, such as scholars or 
teachers. Guided paths provide an easily accessible 
entry point to the collection that can be either followed 
in their entirety or left at any point to create an 
independent path. Guided paths can be based around 
any theme, for example artist and media (“paintings by 
Picasso”), historic periods (“the Cold War”), places 
(“Venice”), famous people  (“Muhammed Ali”), 
emotions (“happiness”), events (“the World Cup”) or 
any other topic (e.g.  “Europe”, “food”).  

• Users’ paths can be private and only accessible to them 
or made public and stored in a common (searchable)  
repository of organised paths on different themes and 
subjects. 

Different users will have differing needs from pathways and 
an important aspect of the research will be to build up 
knowledge and understanding of user profiles, their needs, 
interests and preferences and feed this into the system 
development. It is expected that both explicit information 
input from the user will be utilized (e.g. in the form of a 
profile to be completed) and implicit information from 
users’ interaction (e.g. from transaction log files) will also 
shape their information seeking experience.  

THE PATHS PROJECT 
The PATHS project aims to make use of current knowledge 
of personalisation to develop a system for navigating 
cultural heritage collections that is based around the 
metaphor of paths and trails through them. The PATHS 
system will provide an adaptive and rich information-
seeking encounter for the user. It system will make user-
specific recommendations about items of potential interest 
as individuals navigate through the collection. The user will 
be offered links to information both within and outside the 
collection that provide contextual and background 
information, individually tailored to each user and their 
context.  

The PATHS project will take a user-centred approach to 
development by bringing users into the research cycle from 
the beginning of the project, gathering their input at all 
stages in the development on how it can help to meet their 
needs and feedback on the functionality as prototypes are 
field-tested. The PATHS project consists of several 
separate, but connected, packages of work, including the 
following: 

• Gathering user requirements and creating functional 
specifications from a broad range of users including 
those belonging to different groups, e.g. students, 
family historians and photographers and of different 
types, e.g. learning styles and needs from Cultural 
Heritage collections. These requirements will be used 
to develop a functional specification for the systems 
developed during the project. These requirements will 
build upon those identified in previous work for 
cultural heritage information access systems [24, 25]. 

• Processing cultural heritage content and enriching it 
through identifying connections between items within a 
collection and complementing connections with 
existing relations and providing links to material both 
within and external to the collection that provides 
background information (e.g. to Wikipedia).  

• Designing effective user interfaces through which 
users will interact with the PATHS system. These 
interfaces will provide users with personalised 
navigation through Cultural Heritage collections that is 
enriched with the additional information added through 
processing the digital content. The user interface will 
allow users to follow pathways created by other users 
and to share their own. This will build on previous 
work on personalisation in museums and digital 
libraries [26, 27]. 
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• Designing evaluation methodologies and conducting 
of field trials to assess the performance (effectiveness, 
efficiency and satisfaction) of the systems implemented 
in PATHS in realistic scenarios. Evaluation will 
culminate in field trials in end-user scenarios. 
Particular focus will be on evaluating users’ search 
sessions1 and the value of paths generated by the user. 
Also, focusing on the evaluation of browsing 
techniques will form part of this research. 

The vision is to build a system that: 

• Exploits existing knowledge of users to optimise the 
effectiveness of interacting with digital heritage 
resources. 

• Enables the testing and refinement of such knowledge. 
• Enables new knowledge to be discovered. 

This system will provide personalized access to resources 
by adapting suggested routes to the personalized 
requirements of individual users and groups.  It will seek to: 

• Respond to users in a cognitively ergonomic way – i.e. 
by matching navigation to a learner’s preferred style 
and minimising any mismatch and consequent 
additional cognitive processing load.  In this way, the 
learner will find exactly what s/he wants with the least 
effort. Navigation entails travelling the shortest path 
between starting point and desired end point. 

• Challenge and “stretch” the user by via controlled and 
constructive mismatching. In this way, learners may 
develop increasing autonomy and versatility – i.e. the 
ability autonomously to thrive in information 
environments not necessarily matched to their own 
preferred style.  PATHS will also explore the extent to 
which users may be encouraged and helped to engage 
in cognitive processing in which they are less strong.  
For example, the extreme divergent thinker may 
usefully be encouraged (in certain learning 
circumstances) not to underplay complementary 
convergent processing. Cognitive research suggests 
that s/he may, without such complementary processing, 
exhibit over-generalisation and lack of grasp of detail. 
Conversely, the strong convergent thinker may be 
encouraged to explore and think more divergently 
(creatively) to avoid fragmented learning and failing to 
see the wood for the trees. PATHS will explore the 
potential of suggesting sub-optimal, but constructive 
paths to users.   

CONCLUSIONS 
With growing amounts of digital cultural heritage 
information becoming available online users will require 

                                                             
1 We began work on the evaluation of search sessions 
through organising a session at the US Text REtrieval 
Conference (TREC) in 2010 called the Session Track: 
http://ir.cis.udel.edu/sessions/   

assistance, particularly for more exploratory information 
seeking tasks. We suggest that the notion of paths through 
collections forms a powerful metaphor onto which 
personalisation can be added that will map onto existing 
models of user’s information behaviour. Pathways can be 
used to support various styles of cognitive information 
processing which will surface as different routes users may 
take through an information space. Offering users suggested 
routes or paths through an information space will locate and 
associate information that will ultimately help them to 
fulfill broader activities, such as constructing knowledge 
around a given subject or theme.  
 
The PATHS project aims to investigate and implement 
pathways in a naturalistic setting for a range of users and 
groups that regularly make use of cultural heritage 
information. A large-scale operational system will 
developed for navigating on-line cultural heritage 
collections in a more effective manner than current 
searching functionalities. Pathways will be used to guide 
and assist individuals and user communities with 
information discovery and exploration within cultural 
heritage information spaces for learning and information 
seeking activities. This will support multiple information 
seeking behaviours and enhance the user’s information 
access experience of digital library resources. 
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ABSTRACT 
Many context aware mobile applications such as museum 
visitors’ guides proactively interact with their users. 
Proactiveness means some kind of interruption to the user’s 
current activity. The question is when and how such 
interruption should occur, in order to minimize the 
interruption while delivering the service, especially in 
museums, where visitors are focusing on exhibits. This 
work focuses on adopting interrupt management guidelines 
and applying them in a cultural heritage scenario. After 
analyzing the museum visit scenario, possible interruption 
techniques are discussed and initial results about preferred 
methods for interruptions are presented and discussed. 

Author Keywords 
Museum Visitors Guide, Interrupt Management. 

ACM Classification Keywords 
H5.m. Information interfaces and presentation (e.g., HCI): 
Miscellaneous.  

INTRODUCTION 
Cultural Heritage (CH) is one of the areas that draw a lot of 
research attention recently, especially for exploring ways to 
harness novel, mobile technologies for supporting visitors 
to CH sites. The main benefit of these novel technologies is 
their ability to provide personalized, context aware 
information services to their users. However, the use of 
these technologies brings up a fundamental issue of 
proactiveness – should the system keep the user in control 
all the time and only respond to user requests, or should the 
system take initiative and propose its services when 
needed? Proactiveness of mobile visitors’ guides brings 
with it a possibility for better service to the user in the cost 
of interrupting the current activity. The question is how to 
maximize the cost-effectiveness of such interruption? 
Interruption Management [9] is an area that explores 
exactly that: it deals with different aspects of interruptions 
as part of the interaction between systems and their users. 
One of these aspects is developing different strategies to 
determine appropriate moments for interruptions in order to 

reduce the resulting costs and then deciding on how to 
perform the interruption. This includes taking into 
consideration the stage of the user’s current task, the user’s 
current mental state, the user’s social interactions and more. 
Appropriate interruption methods need to be considered as 
well. Most of interruption research so far focuses on 
implementing these strategies in stationary devices. For 
mobile devices such as cell-phones and PDAs, the 
adaptation of these strategies may be problematic because 
of the difficulty in determining the user’s current status and 
activity [4].  

We examine mobile interruption management in a CH 
setting. So far, interruption of museum visitors using a 
mobile guide for service provisioning was addressed 
intuitively and heuristically. This work is an initial step 
towards integrating relevant resent research results from the 
area of interrupt management, adapted to support the 
unique aspects of the museum visit scenario.  

BACKGROUND AND RELATED WORK 
In recent years we witness growing use of technology in the 
museum environment [7]. Explored technologies include 
providing visitors with context aware information about the 
site/area they visit and additional information services. 
Some of the systems are passive, leaving the user in full 
control (e.g. PIL [8]), while others are more proactive, 
taking initiative while delivering their services (e.g. 
PEACH [10]).   

Proactive Museum Visitors Guides 
ec(h)o [2] is an interactive museum visitor’s guide. The 
system accompanies the visitor with soundscape of ambient 
sounds that fades away when he/she  approaches to exhibit. 
Near the exhibit, the visitor is presented with three audio 
prefaces for him/her to choose and hear. The choice for 
audio preface is an example of a passive service the ec(h)o 
system provides. On the other hand, the soundscape and the 
presentation of three audio prefaces that are being 
automatically played are examples of proactivness. PEACH 
[10] is another example of a system that proactively 
presents automatically generated adaptive video 
documentaries as visitors approach exhibits.  LISTEN [11] 
provides museum visitors with audio presentation, adapted 
to the user's context. Once the user reaches an exhibit, the 
attached acoustic information and simulation of a moving 
sound source is activated. The proactive behavior described 
above may interfere with other activities the visitor might 

Permission to make digital or hard copies of all or part of this work for 
personal or classroom use is granted without fee provided that copies are 
not made or distributed for profit or commercial advantage and that copies 
bear this notice and the full citation on the first page. To copy otherwise, 
or republish, to post on servers or to redistribute to lists, requires prior 
specific permission and/or a fee. 
IUI 2011,  February 13-16, 2011, Palo Alto, CA USA. 
Copyright 2011 ACM  978-1-60558-246-7/08/04…$5.00 
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be involved in (e.g. talking with another person or looking a 
nearby object). 

Interruption Management 
McFarlane and Latorella [9] defined interruption as a 
process of coordinating abrupt changes in people’s 
activities. They give different examples of domains that 
create interruptions to deliver information while the user is 
working with the computer, including: flight decks where 
the pilot needs to act in a multitask environment and the 
Aegis Combat system that incorporates several kinds of 
subsystems and uses an alerting tool which continuously 
delivers messages and time-critical task assignments. They 
note that in these examples, even though the interruptions 
may provide relevant information to the user, interruptions 
can occur at unexpected times and create negative impact 
on memory and task performance. 

Most research in Interruption Management focuses on 
developing strategies to identify appropriate times to create 
interruptions while minimizing their negative effects for 
stationary devices. McFarlane and Latorella [9] present 4 
strategies for coordinating interruptions: immediate 
(requiring an immediate user response), negotiated (user 
chooses when to attend, mediated (an intelligent agent 
might determine when best to interrupt) and scheduled 
(interruptions come at prearranged time intervals). Each 
strategy has different characteristics that make it suitable 
for certain situations, yet none of them can act alone. 
Czerwinski et al., [1] found that good time for interruptions 
is at the beginning of a task, before the user gets involved 
with the task. Another suggestion for appropriate 
opportunities for interruptions is at periods of low mental 
workload as given by Iqbal et al. [5] that showed how the 
user's pupil size can be a good indicator for these periods. 

Developing strategies to identify appropriate moments for 
interruption  on mobile devices is a new kind of challenge. 
Hinckley and Horvitz [3] developed several sensor-based 
techniques for operating sound, vibration and visual 
indicators in a way that mobile phones would be less 
intrusive. Kern and Schiele [6] built a model that classifies 
interruptions to the personal and social interruptability of 
the user in different everyday situations by taking into 
account the activity of the user, the social engagement of 
the user, and the social expectation of group behavior so 
that the appropriate interruption method will be used. They 
classified different interruption methods according to their 
intensity to the user and to the environment. They noted 
that intense notifications can only be used when the user or 
the environment has enough attention available, which 
depends on the user’s current situation. Ho and Intille [4] 
compared creating interruptions at random times to creating 
interruptions at time-shifting activities for delivering 
messages. During a workday, when an activity transition 
was detected, a soft chime sound that gradually increases in 
volume for 30 seconds was triggered and the user was 
asked about how receptive he is at that moment to a phone 
call or to a reminder. They found that it is best to create 

interruptions while the user is transitioning between two 
physical activities rather than creating interruptions at 
random times. 

To sum up, most of the research in Interruption 
Management focuses on finding the appropriate times for 
conducting interruptions. Yet, little if at all research had 
been done on interruption methods. Our focus is on 
examining appropriate times for interruptions in different 
mobile guide situations by using different interruption 
methods at the museum environment.  

THE MUSEUM VISIT SCENARIO 
As a first step, we examined the museum visit scenario. We 
observed museum visitors of the Hecht Museum1 (visiting 
without a museum visitors’ guide). We noted that during 
the museum visit, visitors are moving between two general 
states: examining an exhibit and moving in the museum 
space. When examining an exhibit, activities observed 
were: 1) the visitor is looking at the exhibit 2) the visitor is 
reading a label 3) the visitor is photographing the exhibit 4) 
the visitor is talking to a colleague about the exhibit. All 
these activities take place in the vicinity of an exhibit, 
generally when the visitor faces the exhibit. Activities that 
were observed when the visitor is moving around were: 1) 
the visitor is looking around, 2) the visitor is moving in a 
certain direction 3) the visitor is talking to another person, 
and 4) the visitor is looking at a guide/brochure/book. An 
activity that took place in both situations is a visitor talking 
on his/her cell-phone. We also observed visitors who used 
the PIL museum guide [8]. The main interactions with this 
system are: choosing a presentation from a list and 
watching a presentation (both in front of exhibits). 

CONTEXTUAL STUDY 
In order to better understand the level of interruption that 
may be caused by different methods, we designed an initial 
user study conducted at the Hecht museum. The main 
question was: what is the level of interruption caused by 
different interruption methods in different situations during 
a museum visit? 

Participants 
Fifteen participants (6 males and 9 females), with age 
ranged between 23 to 28 years (M=26, SD=1.67) took part 
in this study. All were students of the University of Haifa. 
Most of them noted that they have high acquaintance with 
computers (13/15). Most of them noted that they didn’t visit 
museums during the last year (9/15) and that they have no 
experience with museum guide systems (14/15). 

Procedure 
The study had two phases: the first was a free tour at the 
museum with a museum visitors’ guide system. The goal of 
the visit was to let participants experience a museum 
visitors guide system and the situations that they will be 
asked about in the next phase. 

                                                           
1 http://mushecht.haifa.ac.il/Default_eng.aspx 
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In the second phase, after a short introduction about 
interruption management, visitors were asked to fill a 
questionnaire about the level of interruption that may be 
caused by different interruption methods (or combination of 
methods) in certain visit situations. Participants were given 
descriptions of a realistic interruption scenario of receiving 
a text message during the visit. Participants rated the level 
of interruption on a 5-point Likert scale (1-lowest, 5–
highest). Finally, participants were asked about possible 
different interruption methods that they may know and that 
were not included in the study. 

Interruption Methods 
We examined interruption methods that were used in [6, 4, 
and 8] and that we thought are best appropriate in the 
museum visit scenario. The following methods were 
selected: pop-up: an icon appearance when an event occurs; 
blink: a constant icon that blinks when an event occurs; 
sound: a tone is played; and vibration: the device is 
vibrating. For pop-up and blink the user needs to press the 
icon in order to view a message, for sound and vibration the 
message appears right after. In addition, four combinations 
of these were evaluated: c1: vibration + blink; c2: sound + 
blink; c3: vibration + pop-up; and c4:  sound + pop-up. 

Interruption Situations 
Based on our observations of the museum visit scenario, we 
chose five main situations:  

s1: The visitor is examining an exhibit.  
s2: The visitor is choosing a presentation to view from a list 
of presentations related to the exhibit that is in front of him.  
s3: The visitor is watching a multimedia presentation.  
s4: The visitor is talking with another person.  
s5: The visitor is moving from one exhibit to another. 

Results 
The results are summarized in Table 1. Columns represent 
the situations as they are numbered in the previous section. 
Rows represent interruption methods. The four rows 
marked c1-c4 represent the combinations methods. Each 
cell presents the average ratings of the level of interruption 
in a certain situation for a certain method.  

Looking at the results we can see that sound received the 
highest average rating in all of the situations except 
situation 3 (the visitor watches a presentation) where the 
combination sound + pop-up (4.20) is the highest one. 
Blink received the lowest average rating in general. The 

situation which received the highest average rate of was 3 
(3.41), where the visitor is viewing a presentation. Situation 
5, where the visitor is moving from one exhibit to another, 
got the lowest average rate of interruption (2.12).  

DISCUSSION 
Examining the results, we see distinct differences between 
interruptions caused by visual indicators (pop-up and blink) 
and other modalities (sound and vibration). This is not 
surprising; the visitor is not always using or looking at the 
mobile device. Visual indicators interrupt only when the 
user is interacting with the device, while sound and 
vibration are more general. When deciding on the 
appropriate method, we need to consider the visitor’s 
current state (for instance:  if s/he is looking at the interface 
or not). Regarding interruption timing, our results show that 
when a visitor is examining an exhibit it is recommended 
not to interrupt him/her and it is better to interrupt visitors 
when they are moving from one exhibit to another. This 
supports the conclusion of [4] that interruptions should take 
place when the user is between activities. Since the museum 
visit scenario is composed of repetitive sessions of 
examining exhibits and pausing, finding the appropriate 
moment can be easy without delaying the interruption too 
much.  

THEORETICAL INTERRUPTION FRAMEWORK 
Following our contextual study, we present an initial 
framework for interruptions with mobile museum guides. 
We consider both the burden caused by the interruption and 
the level of awareness each method causes. While a certain 
method may be of low burden to the visitor, it may also 
cause low awareness of the interruption [6]. This tradeoff 
must be taken under consideration when applying 
interruption methods. Table 2 presents this framework. The 
columns present general situations for users with mobile 
guide devices in CH sites. The rows represent interruption 
method types. Each cell contains the amount of awareness 
(left side) and the amount of burden (right side) caused by a 
certain method in a certain user scenario when using a 
mobile guide device. 

Table 2 emphasizes the tradeoff between the amount of 
interruption and amount of awareness of each method. 
Usually, the goal is to reach a high level of awareness with 
low level of interruption. However, looking at table 2, the 
desired situation is not always easy to achieve. When the 
visitor is interacting or engaging with the interface, a visual 
indicator has good awareness with low burden. However, in 
other cases, high level of awareness is combined with high 
level of interruption, hence it is better to apply these kinds 
of interrupts when the visitor is “free” to be interrupted 
(moving around without doing anything). Note that for 
simplicity and clarity, combinations of interruption 
modalities are not discussed here.  

The following guidelines should be considered when 
implementing interruption methods in mobile visitors’ 
guides:  

 Interruption Type \ situations s1 s2 s3 s4 s5 
Pop-up 1.60 2.00 2.53 1.20 1.33 
Blink 1.33 1.87 2.20 1.13 1.33 
Vibration 3.27 3.13 3.00 3.13 2.20 
Sound 4.20 3.60 4.07 4.07 2.80 

c1 2.40 3.40 3.60 2.53 1.93 
c2 3.13 3.27 4.20 3.60 2.73 
c3 2.60 3.07 3.60 2.53 2.00 
c4 3.20 3.33 4.07 3.47 2.60 

Average 2.72 2.96 3.41 2.71 2.12 

Table 1. Average ratings of interruption caused by the 
methods for each situation. 
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(1) When interrupting, the current user environment should 
be considered [6]. For example, a museum is usually 
quieter than an outdoor tourism site. Therefore, for 
museums we would like to reduce the impact of 
environment-affecting interruptions such as loud noises. 
Whether or not a visitor uses equipment such as 
headphones as part of the mobile guide system may affect 
such considerations.   

(2) The forms of the methods, such as the level and type of 
sound, the color and design of the icons, and the frequency 
of the vibration have a significant impact on the tradeoff 
between awareness and burden.  

(3) The relevance of the interruption to the user’s current 
task is very important. As [1] noted, relevant interruptions 
create less negative effects. For example, in a museum's 
visitors' guide, messages from other visitors can be 
delivered while the user is moving from one exhibit to 
another, while messages related to an exhibit can be 
delivered before a visitor is starting to look at an exhibit or 
when s/he finishes. 

(4) According to [1] and [4] interruptions should occur at 
the end of a certain activity, before the next activity will 
start. With a mobile museum guide, interactions of the user 
with the guide are good indicators for knowing when an 
activity starts and when it ends.   

CONCLUSIONS AND FUTURE WORK 
In this paper we presented a preliminary study that lead to 
the definition of a framework for interruption during the use 
of mobile museum visitor's guide. The framework presents 
different aspects that need to be considered when creating 
interruptions in a museum visit scenario.  

As a next step, in order to validate this framework, we will 
implement interruption mechanism in an existing museum 
visitor's guide and have real visitors use a mobile museum 
guide system examining the effect of the selected 
interruption methods in the different scenarios. The content 
of the text message and the importance and relevancy of the 
message may also influence the level of interruption. This 
can be examined in future studies.  
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Activity 
 
 

Methods 

Looking at 
object 

Interacting 
with the 
interface 

Engaging 
with the 
interface 

Moving 
from one 
object to 
another 

Talking 
with 

another 
person 

Visual 
indicator l l h m h m l l l l 

Sound m h m m m h m m m h 

Vibration m m h h h h m m m m 

Table 2. Amount of awareness (left side) and burden (right 
side) caused by interruption methods in mobile devices 

situations (l-low, m-medium, h-high). 
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ABSTRACT
In this paper we discuss the employment of a personaliza-
tion component in an existing semantic multimedia search
engine for digital libraries. There are different ways to ex-
ploit personal information in this context. First of all, the in-
formation can be utilized to re-rank the results according to
the preferences of the user and of users showing similar in-
terests. Further, the user can be offered to build customized
clouds of search concepts that are relevant to the user’s inter-
ests based on his or her deliberate choice in order to present
more relevant results and to inform the user about news on
the topic in the future.

Author Keywords
Semantic Search, Personalization, Digital Libraries

INTRODUCTION
Cultural institutions archive an incredible wealth of multi-
media content stored on carriers like books, images, tapes
and films. These cultural heritage organizations face the
challenge to provide citizens with Internet-based access to
the knowledge contained within their vast multimedia col-
lections. For the project CONTENTUS, we have built a Web-
based interface for searching in these collections. At this
current state, we are planning on including a personalization
component in the system, that helps to:

• re-rank search results according to the user’s preferences;

• give users the possibility to actively create profiles of in-
terest;

• provide recommendations to the users based on given data;
and

• alert users with new information on the desired topics.

Submitted for review to PATCH 2011.

In this paper, we discuss the extension of the existing project
search engine by a personalization component. Our goal is
to combine state-of-the-art methods with novel semantic ap-
proaches to apply them in our setting in an intuitive fashion.

Research on the topic has shown that there are already so-
lutions to each of the addressed problems in the domain of
digital libraries. A re-ranking of search results according
to the user’s preferences with the help of collaborative fil-
tering strategies [7, 10] applying model-based approaches
[8]. However, in contrast to our setting that approach as well
as numerous others presumes the user’s personal rating on
given books. Even though in our project such information is
not accessible, we can enable access to the history of a user’s
search and we have an explicit representation of knowledge
about the data in form of an ontology and a knowledge base.
Sieg et al. apply ontology-based user models for enhancing
recommendation mechanisms [9]. Apart from that, we will
consider latent semantic techniques [4] in order to counter-
act gaps in the knowledge base. Therefore, it needs to be
investigated in which way the hybrid method proposed by
Van et al. needs to be considered [11].

Another area of research that needs to be involved in our
considerations are the so-called alerting services. Alerting
services have been of interest in the past years as a feature of
digital libraries with the help of traditional metadata [3, 1].
We can profit from the research on such systems. Especially
recent ones are interesting for our project that make notifica-
tions of new content based on semantic technologies [2].

In the following, we will give an overview of the project
CONTENTUS and the state of our semantic search engine.
Further, we discuss a possible realization of the personaliza-
tion component for our system.

THE CONTENTUS PROJECT
CONTENTUS is a research and technological development
project led by the German National Library under the um-
brella of the German government-funded THESEUS research
initiative. It provides a rich toolbox of solutions for cultural
institutions and other content owners that facilitate a seam-
less transition from raw digital data to a semantic multime-
dia search environment [6]. The CONTENTUS framework
and the methodologies and concepts that are being devel-
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Figure 1. A Screenshot of the CONTENTUS Semantic Multimedia Search Engine. The results for the search “Johann Wolfgang von Goethe” and the
set filter “Italy” are shown in the middle.

oped in the project yield a system that supports cultural in-
stitutions in providing end users with access to multimedia
collections at a large scale. End-users will benefit from in-
novative search options that contain an abundance of multi-
media assets and metadata from various sources, including
traditional, intellectually compiled data, automatically gen-
erated information, and Internet-based resources.

THE SEMANTIC MULTIMEDIA SEARCH ENGINE
The search engine developed within the CONTENTUS project
combines two information sources: a traditional full-text in-
dex of OCR and audio transcripts, as well as semantic infor-
mation held within an ontology and knowledge base. The
underlying media of the Semantic Multimedia Search com-
prises audio-visual and audio material, scanned print media
and born-digital text documents. The CONTENTUS search
aims to grant access to all these information sources through
a unified interface. Consequently, the main design chal-
lenges for the user interface (UI) were

• the transparent combination of different data sources;

• the seamless integration of multimedia data and associ-
ated metadata; and

• a user-friendly access to semantic search features.

In order for end users to fully utilize the integrated metadata
sources and the different media, it is essential to provide
a search interface that is both intuitive and provides novel
semantic search capabilities. The CONTENTUS project has
produced two working, web-based prototypical iterations of
its Semantic Multimedia Search. We have gathered user

feedback on the usability of the two prototypes since 2008
through demonstrations at trade fairs as, e.g. the Frankfurt
Book Fair 2008 and 2009 and the International Broadcasting
Conference (IBC) fair in Amsterdam 2009.

Before the design phase for the third demonstrator (currently
under development), we held two paper prototyping [5] ses-
sions at the Institut für Rundfunktechnik (Broadcast Tech-
nology Institute) in Munich in 2010 to reconfirm the pre-
vious (positive) feedback from trade fair visitors, this time
with users from an archival and library background. We de-
cided against confronting the test user group with our ex-
isting prototypes of our web based search engine. Instead,
in a first pass we presented the participants a set of prede-
fined search tasks and asked them for their ideas on how a
UI could most easily solve these. In the second pass we then
showed our test group a set of control elements to get feed-
back on how they would be understood and which kind of
interaction the test users expected.

Our user test results show that the average user indeed prefers
a classical interface for his search entry: a search slot and a
textual list representation of search results. However, we
suspect that one reason for this preference is that many users
are not familiar with more innovative or unusual user in-
terface elements and are thus reluctant to use them. Since
we consider the explorative possibilities as the strongest ad-
vantage of semantically assisted search interfaces, we con-
sequently had to choose an interface that encourages users
to utilize the added semantic value and at the same time an
interface that does not overstrain and disorientate them with
unfamiliar interaction possibilities. Most users preferred a
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Figure 2. Possible realization of Personalized Semantic Search Engine. The order according to the user’s relevance is included by “MyRelevance”.

faceted search interface for narrowing their initial result lists
with disambiguated keywords over a dedicated query lan-
guage and over disambiguation as a type-ahead search fea-
ture.

Figure 1 shows the main result page of the current UI af-
ter entering a search term, which in our example is ”Johann
Wolfgang von Goethe”. The user is logged into the system
so that personalization can take place. The result page is di-
vided into three columns. The result list is in the middle,
on the right and left sides we positioned a set of dynami-
cally created filter facets. These allow a drilldown of the
results and are clustered into the categories Result type, Lo-
cation, Organization, Contributor, Publication Date, Person
and Topic. The filter facets only contain entries present in the
current result set. The category Result type contains - besides
the obvious media types - also types of entities found for the
search string. “Goethe” only finds persons, while “Spring-
field” would result in both locations (Springfield in America)
and persons (like singer Dusty Springfield).

The filter categories Location, Organization and Person of-
fer entities recognized by automatic algorithms within the
full text transcripts of media, while Contributor shows cata-
logue information about the media items like authors, com-
posers and directors. Once a facet is selected, it is also shown
as a breadcrumb beside the search term (in our Example
“Italien” = Italy). Every breadcrumb allows for disengage-
ment or deletion of the individual filter.

The user history below the result type filters shows a list of
past searches. So far, it does not save the results of a search,

only the search terms and selected filter facets. A specialty
filter facet is the time line slider on the upper right. Users
can narrow their results by selecting any time frame at will
so that only documents and persons falling between the se-
lected dates are filtered. The respecting dates are currently
publication dates of media, dates of birth and death of per-
sons. The only way of personalization apart from the search
history saved in a users profile is the “collect” feature. Users
can collect individual search results into his/her personalized
collection using the “collect” button present in every result
item. Using supervised as well as unsupervised learning ap-
proaches we can assign one or more topics to every media
item collected and add these topics to the user’s preferred
interests.

PERSONALIZED SEMANTIC MULTIMEDIA SEARCH
At the current stage of the search engine system, the history
of a user’s search including all filters is saved. This is rele-
vant for a completely automatic personalization without the
user’s feedback and can be applied for making recommenda-
tions for the same and other users in similar contexts. Apart
from the existing “collect” feature, we are planning to enable
active participation in a personalization of the search engine.
Figure 2 shows a supposable extension of the existing search
engine. On the one hand, the “MyRelevance” button can be
added that delivers the results in a re-ranked order that fea-
tures results most relevant to the user. This feature can be
enabled with the help of collaborative filtering. However, so
far, we do not have logged data that can be applied for train-
ing as the search engine was employed for the mere purpose
of demonstration and not displayed to real users.
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Further, the user will be offered the possibility to create her
or his own search context. In Figure 2 this possibility is de-
picted by the “Personalize” buttons. Each filter can be cho-
sen for personalization and after all choices are made, they
are summarized in the depiction of a graph. For illustra-
tion purposes, we assume a use case where the user is gener-
ally interested in the Italian period of “Johann Wolfgang von
Goethe”. Therefore, she choses the filter Italy.

Figure 3 shows the graph that is displayed to the user once
she presses the main “Personalize” button. It shows the cho-
sen filters and other relevant filters as delivered by the knowl-
edge base of the system. She is now able to refine her choices
and to add or exclude filters. For instance, she refines her
search of “Goethe” in “Italy” to “Goethe” in “Rome” and
adds a mandatory result type Portrait. Further, she can make
links between filters such as connect the two painters “An-
gelika Kauffmann” and “Friedrich Bury” by an or relation.
This way she will get results related to either one or both
painters.

Figure 3. The graph-based view of a personalization component for the
semantic search engine.

In a next step, the user can decide how to use the created
search cloud. She might be interested in subscribing to news
on the topic. For instance, it might turn out, there is no por-
trait scanned and included in the result list so far. This way,
the user will be notified, once, this circumstance changes.
Apart from that, the user can be offered similar graphs based
on either knowledge about graphs from other users or solely
on basis of semantic similarity as delivered by the knowl-
edge base. Further, the user might be interested in other
users, that work on similar topics and use similar graphs for
their search.

CONCLUSION AND OUTLOOK
To summarize, our goal is to include a personalization com-
ponent in the CONTENTUS Semantic Multimedia Search En-
gine. This component should incorporate state-of-the-art rec-
ommender techniques, ontology-based approaches and intu-
itive paradigms for personalization. The approach should

work in favor of an automatic relevance ranking with re-
spect to the user’s history; possibilities to interact with the
decisions made by the system; paradigms to create clouds of
topics; and a comparison mechanism to find similar graphs.

So far, we are still at a stage of orientation for finding the
most adequate paradigms and approaches to create the per-
sonalization component. In the near future, we will imple-
ment first approaches in order to be able to conduct first user
studies.
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