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1. Introduction

This master thesis was made on the Vrije Univat{t&J) in Amsterdam. The VU is
well-known all over the world about its paralleldasrid computing. Grid computing has
several definitions. For example lan Foster, whalénoted as “the father of the Grid”,
provides one in his article “What is the Grid? Ar@dé Point Checklist” in 2002, where the
points are: ¥ Computing resources are not administrated ceptralf Open standards are
used; 8 Non-trivial quality of service is achieved. RajkamBuyya gives another, longer
definition; he says that Grid is “a type of parblad distributed system that enables the
sharing, selection, and aggregation of geogragiiaddistributed autonomous resources
dynamically at runtime depending on their availi@pilcapability, performance, cost, and
users' quality-of-service requirements”. Buyya'sirdaon is newer, thus it may be closer to
the Grid as we see it today. From these definitwassee that Grid computing and to write
applications for Grid is not obvious and trivialven if we have an application on it, we
would like to know what kind of resources it useéswhether a computation uses all of its
CPU time or spends too much time with communicatibime VU is the home of the lbis
project, which unsurprisingly deals with Grid contipg. Ibis is an open source Grid software
project, which provides tools to build Grid apptiocas.

This thesis tries to extend the Ibis system. Ouimngmal is to monitor and also
manage a computation system. In this case compntaistem means a Grid application
which can be running on many clusters and on aflatodes. To restrict this really large
research area we focus on the applications whiehtlis Java language with Ibis. During
development of Ibis, the main goal was to writeinitpure Java. Now it consists of a
communication library, a variety of programming retsl the Java Grid Application Toolkit,
and the Zorilla peer-to-peer Grid middleware. Tthesis deals with the communication
library.

The goal of this thesis is to find the most sugabblution to monitor and manage a
system, and to make it available for the Ibis uskrghis case, suitable solution means that
the management system should be written in pura, Jathout any native languages, thus we
can stick to the main goal of Ibis. The solutiosoahas to be efficient in a sense that we want
to use it to monitor and manage a Grid applicatwhich usually needs large computation
performance and fast communication, without peib&pperformance breakdown. It is also
our goal to use Ibis for communication between @ral and the management application,
because of its good performance achievements wwonetcommunication. From another
view, Ibis can communicate through firewalls whiohke it more useful.

After a short investigation the JMX technology sednthe most sufficient tool for
monitoring a node, since it is part of the J2SE &nd develops it dynamically during the last
versions of Java. JMX stands for Java ManagemetgngSions. It has a built-in tool for
managing a remote node, and this tool uses RMIic@mmunication. We also have the
possibility to write our own communication protodoistead of using RMI. The Generic
Connector class provides this possibility, whichaispart of the optional code of Java
implementation of Sun Microsystems. Unfortunatelgtional’ means that this class may not
be part of all other Java implementations.

In this thesis we give a short introduction on #&X technology and its usage. We
show how a JMX Agent works and how it cooperateth &wicomputation node. These agents
are used as a linking surface for the managedagtjgns, so we can monitor and manage the
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applications using them. Next, we describe how genaican be made available for remote
clients, namely for the management applicationserAthat we introduce the Ibis project and
its communication library. And finally, we introdeiche JMX-Ibis connection protocol, its
usage by examples and show the results of perfarenaeasurements.



2. Java Management Extensions

The Java Management Extensions (JMX) technology ssandard part of the Java
Platform, Standard Edition. This technology is utgd since the Java 2 Platform, Standard
Edition (J2SE) 5.0 release. The Java SE 6 Platéamtains JMX API version 1.4.

JMX technology provides the tools for building distited, Web-based, modular and
dynamic solutions for managing and monitoring desjcapplications, and service-driven
networks. Because the JMX technology is dynamic,cae use it to monitor and manage
resources as they are created, installed and ingolezd. Moreover we are able to use JMX
inside a Grid monitoring system, thus it can hamtitributed applications. Taking advantage
of the modularity of the technology we can builad own protocol, so a IMX application may
use lbis for communication. We also have the pdggito use JMX technology for
monitoring and managing the Java Virtual Machirev@JVM) itself. In the future using JMX
is also possible, and may be required, to cre@teel-based monitoring system using Ibis for
communication.

2.1 Construction of IMX

The JMX technology defines a clear structure fonaging or monitoring different
resources. Basically there are five levels of #tisicture (see Figure 2.1): the Managed
Resources; the Instrumentation level; the Agentllethe Manager level and finally the
Management Applications.

Management Application

Manager level

Agents

Instrumentation level

Management Resources

Figure 2.1: Levels of the JMX technology

The Managed Resources are on the lowest levelsduree can for example be the
cache, the CPUs, the memory, or even a printer.al¥e call the managed or monitored
variables of an application as resource.

The next layer is the Instrumentation level. Thenitgzed Beans (MBeans) are on this
level. These Java objects instrument the resoufidesthree main components on this level
are the MBeans, the notification model and the MBa&tadata classes.



public interface HelloMBean {
public void writeHello();
}

Example 2.1: interface of Hello World MBean (HelloMBean.java)

public class Hello implements HelloMBean {
public void writeHello() {
System.out.printin(“Hello World!");
}

}

Example 2.2: implementation of Hello World (Hello.pva)

An MBean is a Java object that implements its dpeanterface, such as
‘Hello’ class implements its ‘HelloMBean’ interfag&xample 2.1 and 2.2).
The management interface (HelloMBean) of an MBearepresented as: the
constructors; the valued attributes that can besssxl; the operations that can
be invoked; and the notifications that can be editfThere are some more
details in the next section.

JMX technology defines a generic notification moldased on the Java event
model. It lets developers build proactive managersehutions, which make it
possible to prevent dangerous situations, sucheaf¢e space is under a pre-
defined level in case we managing a database. Usitifications, JMX agents
and MBeans can send critical information to inter@sparties such as
management applications or other MBeans.

MBean Metadata Classes contain the structuresdoride all components of
an MBean's management interface: its attributesrations, notification, and
constructors. For each of these, the metadatadecduname, a description and
its particular characteristics (for example, anlatte is readable, writeable, or
both; for an operation, the signature of its part@mand return types).

The Agent level is used for exposing the MBeans &bents control the resources
and make them available to remote management afiphs. A JMX agent consists of an
MBean server, in which MBeans are registered; &edAtgent services, a set of services for
handling the MBeans, such as Dynamic class loagtinigmers for scheduling mechanism. At
this level we can see that the agents don’t knoytheimg about the management applications
which use them, so the applications above thenbeamplemented separately.

The Manager level contains the components thatlethb management applications
to reach the JMX agents. The JMX technology defissdard protocol adaptors and
connectors that the information can be providedugh them to the management applications.
These connectors, known as JMX connectors, enalleapplications to reach the agents
remotely via different connections such as the Rbdtinector or the web service connector.



2.1.1 Beans, MBeans and MXBeans

Above we talked about the MBeans and here we gomesshort details. The
definition of a Java Bean is “a reusable softwammgonent that works with Java”. The area
of usage of Java Beans is widespread; it ranges &osimple button, through sliders to
calendars. MBean stands for Managed Bean; it reptesa resource to be managed. An
MBean is a concrete class that includes the imph¢atien of its own MBean interface. An
MBean can for example be the cache of the machirev@n a printer. There are four basic
types of MBeans and the fifth is the MXBean. Theibaypes are the Standard MBeans, the
Dynamic MBeans, the Open MBeans and the Model MBebmthis thesis we show how a
Standard MBean works and give examples, but weada®al with the others, so only short
definitions of them are here.

The Standard MBeans are the simplest. Their managermterface is
described by their method names. A Standard MBeasists of attributes and
operations. The attributes can be accessed usittgr gend setter methods,
while the operations are static methods in the MBagerface and are visible
to JMX agents using introspection.

The Dynamic MBeans implement a specific interfaced a&expose their
management interfaces at runtime for greater flktyib

The Open MBeans are special Dynamic MBeans thatarelbasic data types
for universal manageability.

The Model MBeans are special Dynamic MBeans thatfally configurable
and self-described at runtime. They provide a gemMéBean class with default
behavior for dynamic instrumentation of resources.

The MXBeans are part of standard Java since Jatéofth SE 6. An MXBean is a
kind of Open MBean, as defined by tljgvax.management.openmbean package.
MXBeans provide a convenient way to bundle relatatles together without requiring
clients to be specially configured to handle theddes. This is very useful in case when we
want to get grouped information. For example if want to get information about the usage
of memory, which information consists of the maximuthe current and the committed
memory. With MBeans we can only get this informatece by piece and this may cause
some unexpected data, such as the current usggeaier than the maximum, but we can get
all this information with an MXBean at the samedinbecause it can handle complex data.
An MXBean object can be registered directly on kiBean server, or it can be used as an
argument of Standard MBean and the resultant MBegistered to the MBean server.



2.2 Users and Implementations of JIMX

2.2.1 IMX implementations

Sun Microsystems

The Java 2 Platform, Standard Edition 5.0 (J2SE &upports JMX 1.2 and JMX
Remote API 1.0, which is the official IMX refereniceplementation (JMX RI). The JMX
technology was developed through the Java Commianidgess (JCP) as Java Specification
Request (JSR) 3, Java Management Extensions, &d&E JMX Remote API.

XMOJO project
http://www.xmojo.org/products/xmojo/index.html

The XMOJO project is a free open source implemantatf JMX specification. This
implementation is derived from AdventNet's JMX implentation, which has been available
in the industry since 1999. Apart from a complatglementation of JMX specification,
XMOJO also contains contributions of adaptors, saaciMTML and RMI and rich tools, such
as an MBean Browser.

MX4J — Open source JMX for Enterprise Computing
http://mx4j.sourceforge.net/

MX4J is a project to build an Open Source impleragoh of the JMX and of the
JMX Remote API (JSR 160) specifications, and tddotaiols relating to JMX.

TMX4J
http://www.alphaworks.ibm.com/tech/TMX4J

TMX4J is the Tivoli’'s implementation of JMX 1.0 spfcation. It has been integrated
into several IBM/Tivoli products, such as IBM TivMonitoring 5.1, IBM Tivoli Monitoring
for Transaction Performance 5.1, IBM WebSphere fppibn Server 5.0, and IBM
WebSphere Studio Application Developer 5.0. Thiplementation contains daemon service,
RMI connector, HTML adaptor, tutorial and sample &4Bs.

BEA WebLogic

WebLogic Server implements the JMX 1.0 specificatito provide open and
extensible management services. WebLogic Serves gsidwn set of convenience methods
and other extensions to facilitate working in thetogic Server distributed environment.

All WebLogic Server resources are managed throbgee JMX-based services, and
third-party services and applications that run withVebLogic Server can be managed
through them as well.

JBoss — JBoss JMX Microkernel
http://labs.jboss.com/jbossjmx/

The JBossMX project is the JBoss application semglementation for the Java
Management Extensions technology and the coreenfBoss microkernel architecture. It is
optimized for speed in the MBean server invocabos and supports many of the advanced

9



features such as security, transactions, MBearesdederation, and fail-over. This thesis
deals with the remote management part of JIMX telclyyp but it may be extended later.

2.2.2 IMX users

This section introduces some of the users of JMXnelogy to show the wide area
usage of it.

Macromedia JRun 4
http://www.adobe.com/devnet/java/articles/jmx.html

As Drew Falkman writes about JRun in the conclusibrhis article “JRun: Using
JMX in the Real World”. The JRun JMX service-basadhitecture provides a wealth of
opportunities for developers. Using JMX, developee control and monitor existing
services in JRun, add in other third-party servieesl even create their own services. This
combination extends JRun and J2EE applicationgsgikie tools to scale applications, and
provides a better understanding and greater cootrahything in the JRun application server.

AdventNet ManageEngineTM JMX Studio

ManageEngine™ JMX Studio provides a graphical dgyelent environment. It
automates application instrumentation literallyhsisit writing any code by generating JMX
MBeans. It also provides SNMP, HTTP, RMI, CORBA, &Y AMI, and JMS adaptors for
existing MBeans built using various JMX implememas, such as JMX RI, MX4J,
JBossMX, for getting exposed through such stangaotocols. And it automates building
JMX MBeans in a more prolific way from various dataurces, such as Java classes, Servlets,
EJBs, Log files, Databases. Finally it reducesdiygloyment cycle for management solutions.

Tomcat

The latest version of the Tomcat 5 servlet contapr®vides built-in support for
monitoring server components using the Java ManageBxtensions (JMX) API.

ajax4jmx Framework
http://sourceforge.net/projects/ajax4jmx/

AJAX4IMX is a framework for easy development of tonsized dynamic web user
interfaces for JIMX enabled applications. It is iempkented using Google's GWT framework.

XtremeJ Corp
http://www.xtremej.com/

XtremeJ Management Suite is a set of Java managdows for the developers and
administrators to access, manage and monitor th€ided services.
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3. Usage of IMX

A simple JMX management application consists okevexr side and a client side.
These can be placed on the same Java Virtual Macbmncan run on two different hosts.
When they are separated, the two sides can comatanita a JMXConnector. The default
connector is the RMI Connector. The server sidesistsm of a JMXConnectorServer which
provides the availability for remote usage, an Mi&earver what hold the connections to the
agents, and finally the number of agents whichragestered on the MBean Server and they
are capable to monitor and manage the system. Tibet side consists of at least a
JMXConnector that is able to connect to the seswd®, an MBeanServerConnection which
represents the way to reach the MBeanServer, aMBaanProxy which makes a proxy for a
Standard MBean in a local or remote MBean Servea. tfis proxy the client can get
information from the server side for monitoringtthéican set a new value of an attribute for
managing the JVM or an application; or it can exe@n operation on the server.

3.1 Communication between the client and the server

We show the communication procedure on the sequaiageam (Figure 3.1) below.
The server and the client start separately, mayba different Java Virtual Machine or host.
The server starts and creates a connection sendethan listens for incoming connections.
The client (management application) starts and toeconnect to the server. When the server
senses the incoming connection request, it triesctept it and starts the procedure of the
connection protocol. This procedure consists adelparts.

First is automatically establishing the connectan the lowest architecture
level.

In the second part the server senddaamdshake Begimessage, the client’s
answer has to belandshake Endhessage, and finally the server also sends a
Handshake Endmessage. If, for any reason, this order changes th
Handshake Erromessage is sent and the connection is refused.

Finally, when the connection comes into existetioe client can ask the server
for MBean attributes and operations. It consistsvaf messages, the first is the
client’s requestNIBean Server Requégshessage, and second is the server’s
answer which is aMBean Server Responsmessage. To close the
communication, the client has to sen@lase message
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Figure 3.1: JMX client-server communication

3.2 Create the participants

To create a JMXConnectorServer or JMXConnectot fus have to choose between
the possible protocols. The built-in connector ubesRMI communication library. To choose
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the most suitable protocol we have to set up tliremd of the service at which the server is
listening for incoming connection requests. TH®IXServiceURL class, from the
javax.management.remote package, is inspired to create the correct serdress.
This address is &ervice Abstract URKor Service Location ProtocqISLP), as defined in
RFC 2609 and amended by RFC 3111. It must lookdéeice:jmx:protocol:sap

The protocol part is the name of the transport protocol thaused to connect the
connector client to the connector server. Bap part is the address where the connector
server is found. This address uses a subset cfytitax defined by RFC 2609 for IP based
protocols. Theuser@host syntax is not supported at this place. The syofathe sap is
/l[host[:port]][url-path] wherehost is the host name, thgort is the port
number in decimal.

The simplest way to create a server has four st€pe. first step is creating an
MBeanServer where the agents can be registerdtelsecond step we construct the agents
and register them with the MBeanServer. The thiegh ®lso contains two small steps which
set up the URL address of the service and createlMhXConnectorServer on this address
with the MBeanServer as an argument. In the fitegd sve start the connector server and wait
for the incoming connection requests. When the eotion between the client and the server
is established, the MBeanServer can respond tretiueests.

On the client side we change the order of the @dl# was described above. At the
first step we must set up the address of the ssreicd then try to connect to the connector
server. When this is ready it means we have aestabinection to the server. In the next step
we ask the connector server for the connectiom@éoMBeanServer. After these we have the
possibility to ask the MBeanServer for standardormfation and/or make MBeanProxy
connections to the agents which were registeretherserver. When we are in contact with
the agents via these proxies, we can operate Wi tas if they are on the local machine.
When the observation is finished we close the cotmme with the connector server.

The java.lang.management package provides a number of management
interfaces for monitoring and managing of the Jdirtual Machine as well as the operating
system on which the JVM is running. These intedacever the most of the areas, starting
from the class loading and compiling system, thiotige memory and garbage collection
usage, the runtime and operating system, to tleadhtracking system.

The com.sun.management package contains Sun Microsystems's platform
extension to the implementation of flaga.lang.management API and also defines the
management interface for some other componentthéplatform. Over these interfaces the
user can handle the platform specific garbage ciolteand operating system as well as the
HotSpot Virtual Machine, and also able to monitomg unix specific operating system
parameter.
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4. The lbis project

Ibis is an open source Java Grid software projédhe Computer Systems group,
which is part of the Computer Science departmenthefFaculty of Sciences at the Vrije
Universiteit, Amsterdam, The Netherlands.

The main goal of the Ibis project is to create #Hitient Java-based platform for Grid
computing. The Ibis project currently consists o tbis communication library, a variety of
programming models, the Java Grid Application Tdpland the Zorilla peer-to-peer Grid
middleware. All components can be deployed on ang @atform, due to the use of Java.
Ibis is part of SP 3.1 of the ‘Virtual Laboratoryrfe-Science’ (VL-e) project.

4.1 The Ibis Communication Library

The Ibis communications library is specifically ggsed for usage in a Grid
environment. It has a number of properties whiclp e achieve its goal of providing
programmers with an easy to use, reliable Grid camaation infrastructure. The main
properties are ‘run anywhere’, efficiency, flexityil malleability, simplicity.

The basic of Ibis is written in pure Java, so ih ¢ used anywhere a Java Virtual
Machine is available. Ibis is really efficient, laeéise next to the standard network types
presented in Java, it is capable of using fast odtwonnections, such as Myrinet, where this
is possible. If a system uses more than one netiypek Ibis is able to choose the best one.
Ibis becomes efficient by offering multiple commeation models. It is possible to express
virtually any communication pattern easily and @éntly by using this communication
library. Availability of resources in a Grid systeohanges constantly as network and
hardware fail and new resources get added to a igloffers support for keeping track of
machines in a computation to address these probl€hesdesign of the IPL is deliberately
kept simple. This makes adding support for new ostwypes easy, and allows for easy
adaptation of Ibis as a communication framework.

The overview of Ibis communication library:

Ibis was designed to be used in a multi layer systeee the picture (Figure 4.1) of the
design below. On top of the system are the apphicat These applications can use any of the
programming models build on top of Ibis. The Ib@t@bility Layer (IPL) acts as a common
interface for the different programming modelshe bottom implementation layer. Multiple
implementations are available. Some, such as Tgp#ve using 100% Java code to ensure
portability; and some, such as the MPI based Moiglementation, take advantage of local
high speed networks using native code.
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4.1: Design of Ibis system

To create our own JMX connector we use only the Rurtability Layer (IPL). With
this decision we try to stay as close to the louemst| as we can. Later we don’t have to deal
with other communication libraries, but only withrp Ibis. This decision also provides more
freedom. On different systems Ibis can choose Wadlable fastest communication protocol
and not only the common TCP. At the same time insmlution we have to take care of the
host-naming problem, because in some cases — beesane more usually nowadays - the
host name and the IP address is not unique, miairdyGrid which consists of more clusters,
SO we can’t use them to addressing the servetsealients from outside of the system.

4.2 The users of Ibis

The goal of this thesis is to build a monitoringlananagement system for Ibis, thus
its users can track their applications and makeraative decisions during the run if it is
necessary.

Parallel simulation of soil-structure-interaction

Michael Mueller of the Institute of Numerical Met® and Informatics in Civil
Engineering is implementing an Intra-Grid-Systent the parallel simulation of soil-
structure-interaction for geotechnical problems.
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ProActive

ProActive is a GRID Java library for parallel, distited, and concurrent computing,
also featuring mobility and security in a uniformarhework. With a reduced set of simple
primitives, ProActive provides a comprehensive ARbwing simplifying the programming
of applications that are distributed on Local AMsstwork (LAN), on cluster of workstations,
or on Internet Grids. ProActive has been portethi® by Fabrice Huet. Laurent Baduel used
this version for a Java version of EM3D: a parabelver for electromagnetic waves
propagation.

MEG scanner data processing

The Vrije Universiteit Medical Centre (VUmc) posses a Magnetoencephalography
(MEG) scanner which produces lots of data, whiclsinine processed. MEG is a tool to study
the function of the human brain. MEG measures thgmatic field intensity at hundreds of
points over the surface of the skull up to sevéralsand times per second. Measurements
made while a subject is recognizing a picture, qrering mathematical calculations,
watching an alternating check board pattern, gjttjnietly with their eyes closed, or a host of
other tasks, provide insight into the functionirigtee brain, whether healthy or diseased.

The size of a data set from one session with orgesuis often hundreds of
megabytes. When this is multiplied by dozens ofjexttb in a study, and perhaps multiple
sessions per subject, the computational demandsniee@rduous and clustered computer
resources are often necessary. As our processihg isowritten in Java, the Ibis ability to
move hundreds of megabytes to many different ngdgsquickly, simply and efficiently is a
great advantage. Once a copy of a data set iseolotlal hard disk of a node, processing of
the data becomes much quicker and easier.

Jylab

Jylab is a portable and flexible scientific compgtienvironment. At minimum, it
provides a user with a scripting language and a set of libraries implementing numerical
linear algebra routines (NLA) and communication eled The communication models are
provided by Ibis.

A Grid-wide file system

Sasha Ruppert from the Universitat Erlangen-NumberErlangen, Germany built a
Grid-wide file system using Ibis as the communmatiayer.

16



5. Usage of Ibis

Ibis communication is basically unidirectional. Téés one sender that is able to send
messages to one or more receivers, and on the sitteerithere is a receiver that is able to
receive messages from different senders.

First of all we need an Ibis instance. An Ibis amste is a loaded Ibis implementation.
More Ibis instances can exist on one Java VirtuativMne without any problem. Each Ibis
instance has one lbis identifier which is uniqueitsonambiguously identifies it. When we
create an Ibis instance we have to set up the pgrepef the instance. The Ibis Portability
Layer provides primitives for this, such as the &dnMany’ communication primitive which
means that one sender can send message to maierecd the same time; or the ‘Open’
world model which make possible that Ibis instanzas join or leave the computation during
the run. We have to think of the selected propertarefully, because later only these
properties can be reused when we create a port Typese properties are discussed in detail
in the Ibis documentation. When we create an lmssince we also have to deal with the other
instances. ResizeHandler can be set up to handle the instances which joleave the
run. To create send and receive ports we also teasiefine the type of the port. A send port
can send a message to a receive port only in #s& when they have the same port type. A
message upcall handler can be used at the credteoreceive port. If we do, when a message
arrives to the receive port it invokes the upocalgere we can process the message. We have
to be careful with this, because after that thealiganction finishes the message won't be
available any more. Additionally the explicit reeeiis also available in Ibis. Similarly, a
connection upcall handler can be used at the oreafi a receive port. This handler is called
when a new send port tries to connect to the regeort. It is useful when we have a receive
port on the server side and we don’t know whichdsgort or even which Ibis instances will
join to us. In this handler the send port can bekied back and a bidirectional connection can
be created. For make the receive port availabléenfaming messages and maybe for upcalls
too, we have to explicit enable them with thenableConnections() and
enableUpcalls() methods.

At the point the Ibis instances, port types, send @ceive ports are created on each
side the connection can be established by caliegdannect() = method on the sender port
with ReceivePortldentifier of the receive port. This identifier can be dise@d
through the Ibis registry. This registry has a lgolservice which returns the identifier if we
know the name of the receiver. Every receive parstnhave a name and every send port can
have a name. Obviously different receive port mheste different name, however two or
more send ports and also one or more send por agckive port can possess the same name.

Once the connection is set up, messages can beareeaih between the send and
receive ports. There are three main parts in vgiirmessage. First we have to declare a new
WriteMessage object on the send port with thewMessage() method. Next we can
fill up this message with the information we wapnt gend. To implement this the Ibis
Portability Layer provides several methods from thest type specific, such as

writelnt(int value) , writeBoolean(boolean value) or
writeArray(short[] values, int offset, int length) , to the most
universal, such awriteObject(Object value) . With these specified methods Ibis

achieves very fast communication and high perfogaaiVhen we write a huge amount of
data into the message there is a possibility ta sending the message even if it is not
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finished with thesend() method. In the end, when the last data is writtém the message,
it is closed and sent by invoking thiish() method.

On the receiver side there are two possibilitiesetd the message. One is using the
upcall method and the other is the explicit receiméoth case only one message can be alive
on a receive port at one time, anB@adMessage is alive while thdinish() method is
not invoked on that. For each write method hasrihech read method. Evidently we can read
the information out from the message on this sglev@ write them into in the other. The Ibis
Portability Layer provides blocking and non-bloakimeceive methods, for instance the
blockingreceive() method or the non-blockinapll()  method.

When all the required messages are exchanged timecion can be closed. To avoid
communication exceptions we suppose to close the gert first, and when no message can
arrive close the receive port as well. If we cak tlose() = method of the receiver port
before all of the connected send port is closesh thblocks until the last sender is closed.
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6. The JMX-lbis connector

As it was mentioned before, the goal of this thesito create the possibility to
monitor and manage a Grid application using onlis lbommunication. Ibis has good
performance and scalability, and it can communitateugh firewalls, which preferences are
very useful to a Grid monitoring and managementesys We chose the JMX technology to
reach this goal. In this chapter we explain howjoweed Ibis to IMX, and show the usage of
it via some examples. Through these examples timerecan study how to build monitoring
applications from the most simple to the more caxpl

6.1 Design

First of all we demonstrate the design of a comm@oid management system which
uses the JMX technology. Figure 6.1 shows a stifaighard view of this Grid management
system.

Grid Workstation

[
Computation node

BBea” Server JMXConnector Server } cor:mfr-llig‘lalstion JMXConnector H

Managed
Application

Management Application

Figure 6.1: Design of Grid management

The Grid is on one side of the monitoring systerd #re user’s workstation on the
other. The Grid may contain more clusters and ehdter contains more nodes. We can run
a computing application on the Grid nodes with nammg and management facilities to
make it manageable remotely. When we use this Ipbgsithen the application creates an
MBean Server on each node. Every MBean Server BaddX&onnector Server and a link to
the manageable application. In this case link means MBean interface and its
implementation which is registered on the MBearv&erWe can monitor and manage the
computing application remote through their MBeamv8es from our workstation with the
management application using JMXConnectors. We oeedinstance of JMXConnector for
every server node, which means that if we have id &pplication, which is running on
hundreds of nodes, then our management applicati@sm hundreds of instances of
JMXConnector to communicate with them. JMX techgglprovides this kind of design. We
have to write a new connector, called JMX-Ibis cartor to make the technology available
for lbis users. This connector uses only Ibis fommunication which is scalable and more
efficient than the default JMX connector which ugies RMI. Ibis communication has the
advantage of communicating through firewalls withany difficulties.
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In the next sections we introduce the design aadrtiplementation of this new JMX-
Ibis connector. We show its usage on the computatiad the management side in detail via
examples in chapter 6.5.2.

6.2 The Generic Connector

The JMX Remote API contains a generic connectdtetep the modularity of JMX.
This generic connector is part of the optional pdrthe API, which means that it doesn’t
come with the core Java, so if we want to useantive have to make it available for the
compiler and the running system. Each class we neexists in the
jmxremote_optional.jar file, which is available from the homepage of th&X
technology on Sun Microsystems’ site. With this mector we can create a new transport
protocol and a new object wrapping procedure foiXJiers. Sun built a new connector
(JMXMP) on top of this connector which uses a Mgesaassing protocol for communication
and the native Java serialization for object wragpWWe create a new connector, called JMX-
Ibis connector, implementing the necessary intedaof the Generic Connector, as like
JMXMP does. We use the Ibis communication libraryealize the transport protocol, and we
use the default object serialization of Ibis.

To write a new transport protocol, we have to impat two classes and some
assistants. An implementation of thMessageConnectionServer interface is
responsible for the server side of the connectibbareates a server which will listen for the
clients that want to connect. The other class is @amplementation of the
MessageConnection interface. There are two instances of this claserie connection
between the client and the server. First when watera client it has an instance of it and
when a new connection request arrives to the seitvaiso returns with a new instance of it,
which means that there is one on the server sideaea on the client side.

To make the new transport protocol accessible fbX disers, we have to set up the
way how it is available. The JMX specification leaeecommendation to do it, and that works
with providers and connectors. We demonstrateitihsgction 6.5.1.

Using the generic connector we don’t have to deti the initialization of the JMX
connection. This means that the procedure to s¢heiqdMX connection between server and
client is handled automatically by the generic atar. This procedure was shown in
Chapter 4 in Figure 4.1. However we have to bupdstable duplex connection between the
two sides.

6.3 Difficulties during the development

The first difficulty, what we can recognize at tiirst moment of development, comes
from the limitations of JMX, that it was designeal tandle a simple server-client duplex
connection. Our goal is to build a monitoring syst@hich can handle a Grid computation. A
Grid computation sometimes consists of hundred si@iesven more. It means that we have
hundreds of servers and one client. Another proldldlows from this, which is the address
setting of the members of the computation, whiclesushiostnames. The Sun’s Java
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implementation contains an application, caliegdnsole . This application is used for
connecting to a JMX server, and for browsing itgistered MBeans. To do this we have to
give the address of the service, where the JMXeseexists. As it was discussed in the
chapter 3.2, this address looks lilsarvice:jmx:protocol://sap , Wheresap is
equivalent to[host[:port]][url-path] . When we compare the circumstances of a
Grid system, the addressing properties of Ibis thrgicode line, then the difficulty becomes
clear. First of all, we don’'t know, what's more wen’'t want to know, the exact host names
of the nodes are participating in a computationerEif we know the host names, nobody
would like to write occasionally more hundred hoatnes into the client application by hand.
Another problem can be that these host hames maymaque, in case of a computation
which consists of two clusters and in each cludtername of the nodes can be the same.
From another side, it is not known at the beginnthgt who will join later into the
computation, when we are talking about a real,dagd long term computation. That is also
possible in these computations that a node leawesgithe computation.

Fortunately Ibis provides us the solution of thpegblems. Ibis has a Resize Handler
class which can handle the pool of the participahtee computation. Pool means in this case
a set of Ibis instances which is running with tteane key. This key can be used for
distinguishing the Ibis instances from each otler, example when we create two Ibis
instances in the same Java Virtual Machine, ondhfercomputation and the other for the
monitoring. When we initialize a new Ibis instaneg can pass a Resize Handler object to it
as an argument. This class has four methods, cgbeded(lbisldentifier
ibisld) , left(Ibisldentifier ibisid) , died(lbisldentifier ibisld)
andmustLeave(lbisldentifier[] Ibislds) . The first is responsible for handling
the new lIbis instances which joined to the pootsithe pool was created. It means that the
Ibis instance which contains this Resize Handlet @where this method was called also get
back his ownbisld . We can set up the JMX connections with this megtbo the client
side. The only job that we have to do, is to deeutiether the joinedbisld  equals with
ours, and if doesn’'t we can say, that it is an fifien of a computation node, so we can
initialize a JMX connection to it. When a node leafrom the pool or dies, we can close the
connection and show the rest. In our case we da®t thenustLeave() method, because
we don’t want to send a server away, when the cdatipa is still running.

From this solution it also comes that we don’t haveise the usual host names of the
server nodes, we easily can naming them with timeenaf theirlbisldentifier , which
has to be unique due to the Ibis specification.

Additionally it is worth considering how many lbisstances we create for monitoring.
Obviously we need one instance on each server aidi@t least one on the client side. It may
be a performance breakdown if we create a newitistance for each server on the client’s
machine, so we have to find the way to create onky Ibis instance and let every connection
use it.
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6.4 Realization of the IMX-lbis connector

In this section we introduce the implementationttef MessageConnection  and
MessageConnectionServer interfaces. As it was mentioned at the demonsimatf
GenericConnector |, these two classes set up the connection betweedMX server and
client.

To clarify the relationship between thecept() = method of the connection server
class and theonnect() method of the connection class we show the seguehcalling
below in Figure 6.2. These calls are invoked onlbie send and receive ports, except the
accept() method, which is part of the connection servessla
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Figure 6.2: Establish the connection on the leveff tbis

6.4.1 IbisConnectionServer class

The implementation of th&lessageConnectionServer interface is called the
IbisConnectionServer class. This class responsible for building theseseside of a
connection; it has one constructor and four putléthodsstart() , accept() , stop()
andgetAddress()
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The constructor has two parameters, an addresstypehof IMXServiceURL and
an environment with type of Map. The address costéhe URL of the service which partly
defines the name of the server as well. First wdwthe given parameters. If the address is
null then we throw aullPointException , and if it is not null but neither contains the
protocol name of JMX-lbis then we throwMalformedURLException . Next we verify
the environment parameter that has to contain pepty which defines the pool-name where
the servers will connect to the clients. When thsteps are finished, we create an Ibis
instance and thPortType of the JMX-lbis connections. When exception iowm during
the Ibis initialization we throw it forward, becag means that we could not create the base
of the connection server.

The start() method creates the possibility that the client & able to connect to
the server. The connection requests are refused thleg arrive before the call of this method.
This method creates the receiver port of the sewitr a connection-upcall handler, and
makes available for incoming connection requeskécivmeans that the server starts to listen.

public void start() {
ServerConnectionUpcall scu;
serverReceiver = createReceivePort(serverName,scu)

Code part of the start() method (IbisConnectionSergr class)

Theaccept() method serves these request with the assistartbe aipcall handler
(see Figure 6.2). They are responsible for therming connection requests which arrive from
the clients. The accept method has to be a bloakietihod, which waits till a request arrival.
When a request arrives the handler verifies it dadides whether it came from a client,
which is already connected, or from a new clientcase of an old client the handler simply
returns, but in case of a new one, it notifies #doeept() = method about it. After the
notification theaccept() = method creates a client specific receive port @bdrns with a
new instance of thibisConnection class, but throws al©DException in case of the
server has already been stopped. The client speeifeive port makes possible, that more
than one client can connect to the server at threegane, otherwise the messages could crash
with each other.

public MessageConnection accept() {
waitForlncomingConnectionRequest();
ReceivePort newReceiver =

createReceivePort(ibis.id().name()+newClient.name() );
MessageConnection mc = new

IbisConnection(ibis,portType,newReceiver,newClient. name());
return mc;

}

Code part of the accept() method (IbisConnectionSger class)

Thestop() method finishes up the connections and the recg@iod of the server,
and finally ends the Ibis instance.
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Finally thegetAddress() method returns with the same JMX service URL agklre
that was given to the constructor.

6.4.2 IbisConnection class

The implementation of the MessageConnection interface is called
IbisConnection class. This class is responsible for the JMX cotioe itself. Both the
server and client side have one instance of tlaissciThe object of this class connects to the
other side of a connection and exchanges message#.wt has two constructors and five
public methods:connect() , readMessage() , writeMessage() , close() and
getConnectionld()

The first constructor is called from a client apption and it has two parameters. The
first parameter is a String which contains the URldress of the server, where this object will
connect to. The second parameter is the environofethie connection which has to contain
an lbis instance. This Ibis instance constituteshibme of the local side of the connection.
With this solution we avoid the difficulty of existultiple Ibis instance in the client, since we
create the instance on a higher level and passilitetbisConnection objects. We throw
an |OException if the environment doesn’t contain the Ibis ins&nAfter that we
determine the name of the server and the cliewt fiaally create the receive port of this side
of the connection.

The server uses the second constructor that getgpyameters. These are in turn an
Ibis instance, a port type, a receive port andrea¢ptin this case the connection use the Ibis
instance, port type and the receive port of theesefor itself, which were already created by
the constructor or thaccept() = method of the server. The last String parametdrdsiame
of the client which initiated the connection.

The connect()  method establishes the connection with the otltkr Gee Figure
6.2). This method can throw dllegalStateException in case of the connection was
terminated earlier for any reason. This methodhmulivided into two parts. The first part is
used only if thdbisConnection object is on the client side. In this part thewtitries to
inform the server about its own connection requBsé client connects to the server’s receive
port and immediately disconnect, since it doess® this connection later, because every
client has to communicate with the server on aediffit, client specific port to avoid the
crashes of the MBean server requests. With thisection request, the server creates a new,
client specific receive port and a nebisConnection object. Both the client and the
server side use the next part to build up the firedl connection with the other side by look
its receive port up and connect to it. In each ctmelook-up method has 2000 millisecond to
find  the receive port, otherwise  the  connect methodhrows a
ConnectionTimedOutException
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public void connect() {
if (client) {
sender = createSendPort(mySelf);
serverRecPortld =
registry.lookupReceivePort(server);
sender.connect(serverRecPortld);
sender.disconnect(serverRecPortld);

recPortld =

registry.lookupReceivePort(connectTo+mySelf);
sender = createSendPort(mySelf+connectTo);
sender.connect(recPortld);

Code part of the connect() method (IbisConnectionlass)

The readMessage()  method is responsible for receiving of the messagais
method first checks whether the connection is stiile, if it is not then throws an
lllegalStateException . Next it uses a blocking receive method of itseiee port,
after that it tries to read the information frone tmessage. If it could not find the definition of
the received class, then it throw€mssNotFoundException . Finally it finishes up the
message and returns with its content as a type e$skbe, which is defined in the
javax.management.remote.message.Message interface.

ThewriteMessage() method is the pair of theadMessage() method. First it
checks the state of the connection, and then tes/and sends the Message which was its
parameter. If during this procedure the connecti@comes unstable then it throws an
IOException

The next is thelose()  method which stops the connection. First it sethgpstate
of the connection to TERMINATED, and then it clogether of the sender and receiver port
of this side of the connection. The close methothefreceiver has 500 millisecond delays to
give a chance to finish up every message.

The getConnectionld() is the last in the row. It returns a String whadntains
the ‘ymxibis:// " String and the identifier of the local and then@e Ibis instance. These
Strings define the connection uniquely.

6.4.3 Properties of the Ibis instances and the port s

We described earlier the reason why the serveteseats Ibis instance locally, while
the client gets from a higher level, but we did datcuss what kind of properties the Ibis
instances have. The properties follow from the sation of Ibis. To create a connection
with specific Port Type, we have to create the ibith at least those properties. In our case
we create only one Port Type, although we havedifferent types of port, but they are quite
similar to each other. There is one port on thgesewhich listens for all incoming requests.
This receive port has to be prepared for ManyToOmbeile all the others needs only
OneToOne type of communication. Moreover this ig thnly port which needs the
ConnectionUpcall property. All of the other portseuthe OneToOne, Reliable, FifoOrdered
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and ExplicitReceipt property of communication. Theperty of serialization is Object,
because we do not know in advance what kind ofatdjeill be sent through our JMX-Ibis
connector. Finally we need the Open World Modeldach the requirement of flexibility.
Without this property a Grid monitoring system lisiast unusable.

6.5 Usage of the JMX-Ibis connector

In this section we describe the usage of our JMX-tlonnector by present a simple
example and the used classes. To be able to useonnector we have to implement some
more interfaces and extend some more classes. 8eéhale to let the Java Virtual Machine
know that our connector exists and where it is. M&ke ourjmxibis  connector protocol
available by put the appropriate file in tHdETA-INF/services directory, called

javax.management.remote.JMXConnectorServerProvider which contains
only one line that defines the fully qualified namieour ServerProvider . This line in
our case ishis.management.remote.jmxibis.ServerProvider . We have to do

the same with thdMXConnectorProvider and ourClientProvider

6.5.1 The chain of calls

First of all, we show the chain of calls on thelufay6.3 below. As the figure shows on
the server side of the application we call #XConnectorServerFactory for a new
JMXConnectorServer . This method is called with the URL of the serviaed the
environment of the connector. The URL has to conte name of the protocol, so the Java
Virtual Machine can choose the suitable connectgriémentation. Because of the settings of
the JIMXConnectorServerProvider the JMX connector server factory can find our
ServerProvider class which implements only one method from the
JMXConnectorServerProvider interface. This method is called
newJMXConnectorServer  and returns with dMXlbisConnectorServer object, if
the protocol wagmxibis , otherwise it throws dMalformedURLException . The next
class in the chain is theJMXlbisConnectorServer which extends the
GenericConnectorServer class. The constructor of this class verifies gheen URL
and environment parameters; creates a l@sConnectionServer object, and finally
gives everything to the constructor of the supas<l In the end of this chain there is an
IbisConnectionServer object with its instances thisConnection class.

The chain on the other side of the communicationsimilar. To reach our
IbisConnection implementation, we need aMXIbisConnector class which is
available through th€lientProvider for thenewJMXConnector()  or connect()
method of theIMXConnectorFactory  class.

26



Figure 6.3: Chain of call
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6.5.2 Usage on the user level

In this section we give an example of a server @dieht implementation. The server
side of this example is the simplest realizatiam;the more complex ones see the examples in
the measurements chapter or in the API. The sepglication may run on multiple nodes,
and during the running more clients can connethiéan maybe at the same time.

First we describe our solution for the server sidéjch is reused in the basic
performance analysis (section 6.6.2) and in thepkinsystem monitoring measurement
(section 6.6.3.2). This solution consists of twortpa The more important is called
JMXlbisServer  class which is responsible for constructing, stgriand ending of the
JMX-lbis connector server. In the constructor weate anMBeanServer , register a
NodeMonitor agent object on it and finally create thdXConnectorServer  using the
JMXConnectorServerFactory class. The parameter of the constructor definedlits
pool, where the monitoring server will run. The twethods of this class merely start and
stop the JMX connector server.

public IMXIbisServer(jmxlbisNSKey) {
MBeanServer mbs = MBeanServerFactory.createMBeanSe rver();
Map env = new HashMap();
env.put(“*JMX_IBIS_NAME_SERVER_KEY”, jmxlbisNSKey);
JMXServiceURL url = new
JMXServiceURL(“service:jmx:jmxibis:///");
JMXConnectorServer jcs =
JMXConnectorServerFactory.newJMXConnectorServer(url ,env,mbs);

}

Code part of the constructor (JMXIbisServer class)

The other class, calleégimpleServer  contains thenain() method which creates
a new instance of théiMXIlbisServer , starts it, after then waits for the incoming ct®eto
serve them, and finally stops the server. Anothmiémentation of this class can be found in
the SOR application which also can be monitoredh whie client which is discussed above,
for more details look the 6.6.3.2 section.

public main() {
JMXIbisServer monitorServer = new JMXIlbisServer(“| mx”);
monitorServer.start();

sleep();
monitorServer.stop();

Code part of the main() method (SimpleServer class)

We need to pay more attention to the client sidhefconnection. We call this client
to SimpleClient class. We can start this client with different argents to set up its
working. We have three choices, such[-p&rf <number>] , [-short <number>]
or without any parameter. The first will be used flee basic performance analysis (section
6.6.2), so this is not interesting later. The secomse creates a monitoring client, connects it
to the computation nodes (servers) and asks theiamker> times for a given information.
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The last case is similar to the second, but thentlruns while there is at least one
computation node. In each case the backgroundromtish of the client is the same. First it
creates its own Ibis instance with a Resize Haralel within the same Ibis pool where the
servers were created. In case the servers areimoing, the client waits for the first’s arrival.
For each joined server we create a Contact objedtpait this object into a hash map; its
details are below with Figure 6.4. Next the clitnatverses all of the joined nodes and asks
them for their processor and memory usage. Whemthretoring is finished, the client closes
the connections with the servers and ends its ngani

The implementation of the Contact class containsoastructor and alose()
method. The constructor sets up the necessaryosmvent variables, creates the connection
to the JMX connector server and to M8eanServer , and finally it creates a proxy to the
registeredNodeMonitor agent. We end the connection bydisse()  method.

public Contact(ibis, ibisld) {
Map env = new HashMap();
env.put(“IBIS_INSTANCE",ibis);
JMXServiceURL url = new
JMXServiceURL(“service:jmx:jmxibis:///” + ibisld.na me());
JXMConnector jmxc = JIMXConnectorFactory.connect(ur l,env);
MBeanServerConnection mbsc =
jmxc.getMBeanServerConnection();
NodeMonitorMBean nmProxy =
JMX.newMBeanProxy(mbsc, NodeMonitorMBean.class);

Code part of the constructor (Contact class)

When a new node connects to the monitoring po@,jdamed() method of the
resize handler is invoked. The Contact objectscaeated and put into the hash map. If the
joined node is another client, then we could noineet to it, so the constructor of the Contact
class returns with an exception. We catch this gtxae and continue the running as if
nothing happened, but take a note to the standawd @utput. The other two methods of the
resize handler class are tledt() and thedied() . The functioning of these methods is
the same. In case of a computation node left a die have to remove it from the hash map,
we can not close the connection, because the sitieris already left or died. When another
client left or died we do not have to do anything.

public void joined(ibisld) {
Contact ¢ = new Contact(SimpleClient.ibis, ibisid)
nodes.put(ibisld, c);

Code part of the joined() method (Resize Handler aks)
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Figure 6.4: Joining of a new Ibis instance

We can write the server and client more “cleverwas show it in the visualization
example, but our basic idea was to create the sergte which behave like a usual server,
namely its lifetime starts before the clients aiwdd longer than them; and create the clients
which can connect to the servers, monitor themthed leave.

The JMX-lbis connector can be compiled with Surdsal compiler, and during the
development we used version 1.4 of Ibis with versio0.1 of the optional JIMX remote
library.

6.6 Measurements

In this chapter we show a basic performance arsatgsprove that our new JMX-Ibis
connector is as good as the built-in IMX-RMI cortoecThen we demonstrate an example
application which can be used later as basic, dswn some measurement of them. In the
examples we use a simple parallel implementatioB@R computation as basic, which uses
Ibis for communication, and shows how we can manitmore and more deeply. First of all
we use a node monitor MBean to get information &lioei running system, then we get some
application specific information, and finally jothis gathered information to a simple chart-
drawing library.
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6.6.1 Runtime environment

To measure our applications we used the DAS-3 sydtee kits.cs.vu.nl (kits) server
of the Vrije Universiteit and a single notebook qauter for visualization. DAS-3 stands for
Distributed ASCI Supercomputer 3, which is a dmited system with five clusters, designed
by the Advanced School for Computing and Imagin§(4. From this large system we used
only the cluster of the VU. This cluster consist86 nodes which are connected via Myri-
10G and GbE network connection; each node has &cdua 2.4GHz processor, 4GB
memory and 250GB local storage. The computatiorre weaning on the DAS-3 system. The
kits server was used to run the client applicatiod the Ibis name-server, only the client of
the graphical example was running on a notebook avitetwork connection of 5MBps.

To compile the files we used version 1.6.0-rgasfac , and we used version 1.4 of
Ibis, version 1.0 of Ibis-util, version 1.0.1 ofetdMX remote optional library, and version
2.0.0 of the jchart2d library for visualization.

6.6.2 Basic performance analysis

In this part we show a basic performance analysisuo JMX-lbis connector, and
compare it with the built in IMX-RMI connector. Wese only one server and one client
application to do this, thus the RMI connector wasigned for this kind of connection.

The ‘kits’ is the home of the server applicatiordame node from DAS-3 is the client
side. We decided this because of the limitationaddressing of the RMI connector. We
created a common MBean which can be used for negadeneral information. This MBean,
called NodeMonitor , is used later for monitoring a computation nobat it doesn'’t
provide application-specific information (see sesti 6.6.3.2). We wuse the
getProcessCpuTime() method of this MBean which returns a long thatrespnts the
used CPU time since the process runs, but we @opit show the information on the screen,
to keep the measuring procedure on a clearest level

t_start = System.currentTimeMillis();
for (i=0;i<x;i++){
node.nmProxy.getProcessCpuTime();

}

t_end = System.currentTimeMillis();

Code part of the performance analysis

As it is shown we only measure the loop of the meétballs. A short explanation is
needed for this part of code. First of all thipast of code of the SimpleClient class. As it was
mentioned before, in our client examples we crad@®ntact object for each monitored server.
In this case th@ode represents this object, and it has a proxy to\tbéeMonitor  object
which is registered on the MBean server. In thengdta implementation of the RMI
connector client this call is slightly differente¢ause in that case we are not prepared for
connecting the client to more than one server. Thbe Iline changes into
nodeMonitorProxy.getProcessCpuTime() . Obviouslyx represents the number of
the requests, and in the table below (Table 6.13hesv the resulted times of these measures.
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JMX-Ibis Measurement JMX-RMI

100000 500000 1000000 X 100000 500000 1000000
48.5 225.6 463.6 1 48.9 214.2 426.4
47.3 225.5 442.6 2 475 204.6 403.4
46.4 213.8 4535 3 47.7 204.0 436.4
46.4 225.8 438.2 4 47.8 205.2 477.8
49.1 208.5 461.9 5 49.0 212.7 428.7
475 200.9 6 47.9 213.4
47.1 218.5 7 47.7 215.7
46.8 225.9 8 45.6 217.4
47.4 218.1 452.0 Avg runtime 47.8 210.9 434.5

Table 6.1: Running times in seconds

This table shows that we tested each protocol wifferent number of request
(100000, 500000 and 1000000), in each case atfigastimes. Every test gave the time of
running in seconds. From this numbers we can sgestimetimes the connection between the
two systems was busy, so we got worse result thar imes. Next we simply compute the
average of these running times. In the next tafi2) (we show the summary of performance
analysis.

JMX-lbis Measurement JMX-RMI
100000 500000 1000000 X 100000 500000 1000000
47390 218060 451960 Avg runtime 47760 210900 434540
Avg answer
473.9 436.1 452.0 time in ys 477.6 421.8 434.5

Table 6.2: Summary of performance analysis

In this table we changed the average runtimes tiisadond. We divide them by the
number of requests and change the results to neicoosls, so the result is approximately the
time, what the client spent with one request samdivaiting and getting the response from
the server. Thus we measured the execution tinne@fMX request and because of the noise
the numbers show insignificant differences, andsee that by executing more requests the
effect of this noise get less and less. The aveddghis request time is around 440-450
microseconds. This result is true in both RMI abid tase, which means that we reached the
same level of performance with the new JMX connecto

6.6.3 Join SOR to JMX-Ibis

In this part we demonstrate step-by-step how ipassible to connect together an
application and our JMX-lbis connector. First wersly explain what SOR is, its working,
and how it can be distributed among the computatiothes. The next chapter talks about a
simple measuring system, which is able to monherdomputation nodes on a certain level.
After that we describe the way of building an apgiion dependent node monitoring system,
and finally we give an example of the visualizatadrihe gathered information.
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6.6.3.1 The SOR computation

SOR stands for Successive Over-Relaxation, whiehrismerical method for solving

a linear system of equations. Basically a SOR ntettomsists of a matrix, an approximating
function and a limit. In a few words the SOR is @aerging iterative process, which is
executed on the matrix using the function, whilke difference doesn’t go under the limit. We
use the function in every iteration on each fieldh® matrix, to converge to the result. The
function uses the four neighbours of the field @oalculate the value of that. This function
can be a simple arithmetical average or a more mpne to decrease the number of
iterations which is needed during the computatiorour example we use an implementation
of red-black SOR. A red-black SOR divide the mainto red and black fields. These fields
are laid like the white and black fields on a chiedde. Every iteration has two components,
the red and the black race. In the red race we atemghe new value of the red field using
only the black ones, and then do the same wittbkhek fields, but in this round we can use
the new values of the red nodes, to make the catpntfaster. To build a parallel
computation the matrix can be divided by “horizéritaes” among the computation nodes
that each node gets around the same amount of @dednew from it. So each node has a
continuous part of the matrix and for the compotatit only needs one more row from its
neighbours, which means usually two rows, onlydimer of the first and the owner of the
last part get one row. The computation is runnirfglavthere is at least one part of the
computation where the difference is greater thanallowed limit. The interesting values of
the computation are for example the number of tdration, the current maximum difference
in the part of the matrix of the node, the averageunt of time that the node spend with
computation and communication during the iterati@ml on a lower level the used memory
or CPU time.

6.6.3.2 Simple system measuring

In the first step of monitoring we use the creditleMonitorMBean , which can
be used to monitor a node on the level of JVM oclmae. We used one method of this class
before in the basic performance analysis to meabearepeed of the protocol itself. While the
server was running freely during the performancayais, in this example we are running the
SOR computation, so we can monitor real data. Hawhputation node creates its own
MBean server with JMX server connector and with egigtered instance of the
NodeMonitor class, thus the monitoring client can connechent. As we show it in the
example file, to make available this kind of monitg in a ready application, we only need
three more lines where we create, start and sepMX server.

We measure the running time of the computationhenserver side. The client asks
each computation node for the cumulative CPU timek the current memory usage in every
500 millisecond, and writes it out to the standantbbut. We run SOR on 64 machines with
problem size of 60002*60002 fields. First we rume tomputation with and then without
monitoring. The result of measuring is in the taddbeve (Table 6.3).
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SimpleClient with SOR

with monitor | pure SOR

1 33.7 35.6

2 38.3 32.7

3 36.7 38.2

4 33.2 33.6

5 38.9 37.6

Average runtime 36.2 35.5
Differences 0.6 0

Table 6.3: Measurement with the SimpleClient class

As it is shown the average running time, the uhimeasurements is second, is almost
the same in both cases which means that there sggndicant overhead, and the monitoring
application didn’t have visible effect on the cortgiion time.

6.6.3.3 Monitor application specific information

In this step we dig into the SOR application antdggene specific information about
the current state of it. In the chapter 6.6.3.1limteoduced the SOR method in more detail,
and we determined which variables may be intergstinring the running time. Now we
demonstrate the process how these variables carobitored.

First we have to decide which variables we wantmonitor. Then we create an
MBean interface which contains the methods whegevtriables are available through. And
finally we change the monitored application a mtlaxtend it with the implementation of
these methods. Practically with these steps we raastandard MBean from a simple SOR
application.

The measured variables in this case are the ratileaiode, the current difference and
number of iteration, and three average times. @& of the node identifies the computation
node. This number used for setting up the compmratiodes and the connections between
them, for example the node with rank O gets th& faart of the matrix and it is connected
only to the node with rank 1, usually only this eaglrites the results to the standard output,
to avoid the multiple printings. The node with rahks connected to the nodes 0 and 2, and so
on. In each iteration we calculate a new valueva field of the part of the matrix. The
current difference variable shows the maximum djgeece between the old and the new
value in the complete part of the matrix. We amodhterested in the average time of the
computation, communication and reduction per itenatSOR uses reduction to reach higher
speed up. These numbers naturally depend on theoithe matrix which is owned by the
node, and also depend on the number of neighbbecsuse the two nodes on the edge send
and receive only one row per iteration, while tltbeos between them have to send and
receive two rows.

The tests were run on the DAS-3 system with 64 edatpn nodes and the client was
on the kits. The monitored variables were the dised ones, and each node was monitored
every 500 milliseconds. As before, the size ofrtadrix is 60002*60002. We demonstrate the
results of the measurements in the table below.(6.4
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SorMonitorClient with SOR

with monitor | with timing | pure SOR

1 38.0 35.7 35.3

2 37.9 36.5 38.5

3 36.3 35.9 33.2

4 38.0 35.9 36.1

5 36.2 36.3 38.5
Average runtime 37.3 36.1 36.3
Differences 1.0 -0.2 0

Table 6.4: Monitor SOR application with the SorMonitorClient class

The running times are in seconds, and they showulhéme of the computation. In
the first column we show the time of computatiorthmMmonitoring, then with the timing
system of SOR, and finally the pure SOR. We madetists with the timing system, because
it is not part of the core SOR. Timing was made,the original SOR application, for
illustrating information about the run, after thatwas finished, but now it is possible to
monitor this information at runtime. As we can rgeze the difference between the average
runtimes with and without monitoring is still aralone second, and the two highest values is
in the column of ‘pure SOR’, which means that etlga small difference is not constant, and
the overhead of monitoring is insignificant.

From these information we admit, that to measueeSB®R application when it runs
the monitoring server but there is no connectingnt] is unnecessary, because the time of
starting and ending the monitor server is conssaak near to zero. During the running, the
JVM has to deal with the server but since therisncoming request this time is also near to
zero.

6.6.3.4 Visualize on x-y graph

Our last example shows an easy way to connect dtlieeged data to a visualizer
dynamically. We use the JChart2D library to redadhk goal. In this example we demonstrate
how the user can guide the computation, such asastd stop it. We usually don’t need this
feature, because when we running a long-term Gnndpaitation the client just connects to it,
verifies the state for some minutes and than disecin Thus in the most case our connector
works like a normal JMX connector, which means thatservers start earlier than the clients
and the client stops the observation before theesdinishes the computation.

We prepared our client to be able to visualizeghtdferent metrics. We can set up
this parameter, when we start the program. Theetpossibilities are the CPU usage of the
process, the average communication time and theg®eomputation time. In each case we
create one trace per node with different color. &irttie chart we show which color belongs
to which node, where the nodes are identified Birthank number. And the title of the
windows shows which mode was chosen, namely whifdrmation is visualized. Figure 6.5
shows the result window when the CPU was monitolredhis window we see a graph with
four traces and the two axes. The vertical axisvshihe percentage of CPU usage, while the
horizontal axis shows the number of iteration. Tdr&ph is a little imprecise, because we ask
the computation nodes for their CPU time, whiclhis time that the program used from the
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processor since it was started, and divide bydkenty which was given. It follows that for
example the communication can cause some diffesersme this is the explanation of the
102% CPU usage.

Figure 6.5: CPU usage visualization with jchart2d
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7. Related work

7.1 Mercury Monitoring System

The Mercury Grid Monitoring System is developed tire GridLab project. The
architecture of the Mercury system is similar te thava Management Extensions on the
highest level. The Mercury monitoring system pasducerswhich provide the information
such as a JMX Agent with its MBean Server. It bassumerdor gathering this information,
such as the manager or management application ilevVBVX. Thesensorsandmetricsare
responsible for monitoring a running application @rid services and measuring the
performance of the machine, where the sensor isimgnon. These sensors match with
MBeans in JMX. The development of Mercury systetofeed the recommendations of the
Grid Monitoring Architecture (GMA). These recommatidns bear a relation only to the
monitoring system, and therefore the monitoring amahagement are separated in Mercury
system. For managing a resource Mercury introdticediefinition ofactuatorsandcontrols
These are akin to the sensors and metrics, but efféets on the management resource. A
Local Monitoris running on every machine, which is a produdé&ese Local Monitors are
handled by one or mor&lain Monitor. Main Monitor is placed between the original
consumer, such as a management application, andotted Monitors. It follows that Main
Monitors behaving as consumer for the Local Mositand behaving as producer for the
management application. This structure can be fanfilom the JMX MBean proxies.

7.2 Monitoring and Discovery System

The Globus Toolkit (GT) supports the Monitoring &sbovery System (MDS), which
is its information service. GT is a software toofikir building Grid applications. MDS is part
of the GT from the version 2. The latest versiorthe MDS4 and it is a Web Services
Resource Framework implementation in GT4. MDS atde of monitoring and discovering
resources and services on a Grid. MDS provides demwices thedndex Serviceand the
Trigger Service The first collects the information and provideuery/subscription interface
to reach it. The second also collects the datathian be set up to trigger events which are
founded on the collected data. Furthermore MDSunhe$ software components, such as the
Aggregator Framework, which can be used by thexrateTrigger services to collect more
information. The services can gather data via Agai@ Sources which may use external
software. A set of this external software calletbtmation Provider. MDS4 contains several
built in providers, for instance théawkeyeand theGanglia Information Provider, and some
service component of GT4, such as W& GRAMand theReliable File Transfer Service
MDS4 provide a web-based user interface called We8MThis interface is a user-friendly
front-end to reach the presented data of Indexi&erv
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7.3 Ganglia Monitoring System

Ganglia is a wide-area used monitoring systemadt $uch well-known industrial and
government users as the National Aeronautics andcesSpAdministration (NASA),
Massachusetts Institute of Technology (MIT), IndastLight & Magic, Boeing; and
educational users as Harvard, Berkley or Stanfdéheg Ganglia implementation consists of
two daemonsgmond andgmetad ), a command line prograngrfetric ) and a client side
library. The running Ganglia system can be divitiethree main subsystems. The clusters are
on the lowest level with their nodes. The Ganglianioring Daemondmond) is used on
every node for monitoring and each node sendsdhected data in XDR format over UDP
to every other node. With this architecture evasgienhas an approximately knowledge about
the entire cluster. The Ganglia Meta Daemons arthemext level and they build up a tree,
where each leaf is a representative of a clustétiam root node communicate with the client.
Within the tree the information are sent in XML rwat over TCP connection. The
applications can use tlgmetric command line program to publish specific inforroati
And finally the client side library is used for &ssing to a subset of Ganglia’s features.
Ganglia has a PHP web front-end which visualizeitii@rmation for the users in a simple
browser. This front-end uses RRDtool (Round Robiatabase) to store the gathered
information, which is a popular system for stortinge series data.
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8. Conclusion

The scientific and industrial world nowadays usegl Gpplications more frequently
and this process is continuously spreading. Thesusfethe Ibis system needed a flexible and
reliable monitoring and management system to hatith@ applications in runtime. The
JMX-Ibis connector has the power to reach this go#lout visible performance breakdown.
This thesis showed the connector mostly from the sif monitoring, but it is also capable to
use it for management as it was demonstrated ddin@g/isualization application, and the
limit is the limit of the JIMX technology.

The users of Ibis have to think with the monitoriagd management possibilities
during the development, and now they can build net@ractive applications. In case they
already have an application, but they want to nwonihe Java Virtual Machine during
runtime, it is also possible with minimal extendinfys we showed this extension of the
programs do not cause significant overhead.

We think that this thesis reached its goal, andaged to build a monitoring and
management system which can handle Grid applicataomd competitive with other Grid
monitoring systems; even if the main goal was titddithis system mostly for Ibis users.
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Appendix

Abbreviations

API
CORBA
EJB

GbE
GT
HTTP
JBossMX
JMS
JMX
JMX RI
JMXMP
JVM
J2SE
J2EE
MBean
MDS
MX4J
RMI
SNMP
SOAP
SOR
WS MDS
XDR
XML

Application Programming Interface
Common Object Request Broker Architecture

Enterprise JavaBeans technology is the semder-€omponent

architecture for JEE

Gigabit Ethernet

Global Toolkit

Hypertext Transfer Protocol

JBoss’s open source implementation of kW€ TIM technology
Java Message Service

Java Management Extensions

JMX Reference Implementation

JMX Message Passing connector

Java Virtual Machine

Java 2 Platform, Standard Edition

Java 2 Platform, Enterprise Edition

Managed Bean

Monitoring and Discovery System in GT

Open source implementation of the JMXTM tedbgy
Remote Method Invocation

Simple Network Management Protocol

Simple Object Access Protocol

Successive Over-Relaxation

Web-Service MDS came with GT4 (alias MDS4)
External Data Representation

Extensible Markup Language
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Source codes and JavaDoc documentation

In the thesis we quoted piece of codes from the <IMX connector and from the
examples. The entire documented codes are avaialen the site:

http://www.few.vu.nl/~gky200/API_src/

While the javaDoc documentation is on:
http://www.few.vu.nl/~gky200/API1_doc/index.html

We hope that the new JMX-Ibis protocol will be atpH core Ibis soon.
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