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Self-Organizing Super-Peer Networks

Pawe Garbacki, Dick H. J. Epema, and Maarten van Steen

Abstract— Super-peer architectures exploit the heterogeneity = While most of the interest of the research community is
of nodes in a peer-to-peer R2F) network by assigning additional  still focused on exploiting static properties of sharedadg8],
responsibilities to higher-capacity nodes. In the designfa super- [43], [50]2’ the rst protocols utilizing patterns in dynamic peer
peer network for le sharing, several issues have to be addesed: behavior have recently been proposed [9], [12], [44], [45F].

how client peers are related to super-peers, how super-pegr . X
locate les, how the load is balanced among the super-peers, Such patterns in peer behavior have been reported by several

and how the system deals with node failures. In this paper Mmeasurement studies [20]-[22], [24], which have revealed c
we introduce a self-organizing super-peer network architeture relations between the search requests made by users ofapopul
(SOSPNET) that solves these issues in a fully decentralized P2P systems. It was observed that by grouping peers iredrest
manner. SOSPNeT maintains a super-peer network topology in similar les and routing their search requests within she
that re ects the semantic similarity of peers sharing contet groups that the performance of locating content can be Igreat

interests. Super-peers maintain semantic caches of poimgeto . . . .
les which are requested by peers with similar interests. Cient improved [17], [29]. The semantic relationships betweeerpe

peers, on the other hand, dynamically select super-peersfefing and les can be discovered relatively easily [9], [47]. Thgdest
the best search performance. We show how this simple approlac challenge is, thus, to build an architecture that maintaims ex-
can be employed not only to optimize searching, but also to ploits the discovered semantic structure. In this paper resemt
solve generally dif cult problems encountered in P2Parchitec-  the design and evaluation of a P2P architecture that combine
tures such as load balancing and fault tolerance. We evaluat the homogeneity of peer interests with the heterogeneityeef

SOSPNT using a model of the semantic structure derived capacities to solve the problem of efcient peer relatiagpsh
from an 8-month traces of two large le-sharing communities management

The obtained results indicate that SOSPNET achieves close-to- - o . )
optimal le search performance, quickly adjusts to changesn the The design of our self-organizing super-peer network isiggli
environment (node joins and leaves), survives even catasphic by the following set of requirements. The self-organizatwop-
node failures, and ef ciently distributes the system load aking erty of SOSPNT requires that the system is able to discover and

into account peer capacities. exploit the semantic structure present in the network naemat
Index Terms— peer-to-peer, super-peer architectures, semantic What the initial topology is. A new peer joining the networésh
clustering, self-organizing systems. no knowledge about the system and is connected to a set of
randomly selected nodes. The longer a peer stays in thensyste
I. INTRODUCTION the more information it can collect and exploit for improgithe

signi cant amount of work has been done in the eld ofperformance of its searches. The time that it takes a newtpeer
A optimizing the performance and reliability of content shgr achieve its optimal performance should be minimized.
peer-to-peer (P2P) networks [32], [39]. Among the proposed SOSPNET uses two-level semantic caches deployed at both
optimizations, the concept of leveraging the heteroggneft the super-peer and the weak-peer level to maintain rekttips
peers by exploiting high-capacity nodes in the system delsig  Petween related peers and les. The cache maintained by a
proven to have great potential [49]. The resulting architexs Super-peer contains references to those les which werentgc
break the symmetry of pure P2P systems by assigning adalitiofeduested by its weak peers, while the cache of a weak peessto
responsibilities to high-capacity nodes callsdper-peers In references to those super-peers that satis ed most of gisess.
a super-peer network, a super-peer acts as a serveligot Ve propose a noveinixed caching policy that combines the
(ordinary, weak) peersWeak peers submit queries to their super@dvantages of traditional least-frequently used (LFU) beacbt-
peers and receive results from them. Super-peers are dedneéecently used (LRU) policies to improve the cache hit rateddss
to each other by an overlay network of their own, submitting a Popular les. Furthermore, SOSRN incorporates in its design
answering requests on behalf of the weak peers. a mechanism for balancing the load between super-peersl Loa
Several protocols have been proposed to exploit sup&alancing is fully integrated with the content search atpor and
peers [33], [34], [48]. We add to this work the design of adoes not require any additional information exchange betwe
super-peer network capable of optimizing relationshipsvben Super-peers nor a separate, external control componeetlo@d
peers taking into account their content interests as dedud@lancing decisions are made independently by individupes
from their (possibly changing) behavior. We call our aretitire Peers based on the local information.
the Self-Organizing Super-Peer Netwo(BOSPNT) because  We also introduce a model of a P2P system with semantic
the relationships between peers are discovered, maidiagmed relations between peers and les based on an 8-month-long
exploited automatically, without any need for user intetien or measurement of a large P2P network. From the model we derive a
explicit mechanisms. bound on the performance of a super-peer network using sEman
caches. In a series of simulations we show that the perfarenan
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to the performance aspects, we evaluate in our simulatioas tlll. ARCHITECTURE OF THE SELFORGANIZING SUPERPEER
fault tolerance, the clustering properties, and the loga+iring NETWORK

capabilities of SOSPHT. Finally, we compare SOSFRN with In this section we present the SOSPNsystem design. After
alternative architectures, assess its responsivenesseioj@ins 5 general overview of the SOSRNarchitecture, we discuss in

and leaves, and measure the time needed to nd an optimal ggiajl the employed data structures and protocols.
of neighbors for each peer, which all helps to understand thew

system would perform in a real environment.

The rest of the paper is organized as follows.
we specify the problem domain and scope of the presentedlhe basic idea behind the system architecture proposed by
system. Section Ill describes in detail the architecturewfself- US is simple and intuitive. Weak peers with similar inteseste
organizing super-peer network. Section IV introduces a ehodconnected to the same super-peers. As a consequence pseper-
of P2P networks with semantic relationships between pesds 0€t many requests for the same les. The request localitgssiy
les based on real-world traces. This model is further used the usage of caches that store the results of recent seaRiites
Section V to evaluate the performance of our architectutee TNOt only super-peers are responsible for discovering sgeman
paper concludes in Section VI by exploring some opportesiti Structure in the network. We also allow weak peers to collect

In Section ﬁ Architecture overview

for future work. statistics about the content indexed by the super-peekséngithis
information, weak peers can make local decisions about twhic
Il. ORGANIZING PEER RELATIONSHIPS super-peers to connect to.

The vast majority of mechanisms optimizing different per- In our architecture, super-peers store the informatiorutatice

formance aspects of P2P networks rely in one way or anottgfation of the content recently requested by their weakgee
on organizing the relations between peers. The relatipsshie Weak peers, on the other hand, sort the super-peers knoherto t

organized by de ning for each peer the set of other peersedal according to the number of positive responses to their gagand

the neighbors it interacts with. prefer to connect to super-peers that have satis ed moshesif t
In symmetric P2P networks such as Gnutella [2] antfauests. ) o
Freenet [14], any two peers are potential neighbors. Initiyip- To accelerate the process of grouping peers with simila@r-int

proaches such as Napster [4], all peers have a single neightao €StS under the same super-peers, we allow weak peers tmegecha
central server that keeps information on all peers and respo el lists of super-peers. More precisely, if a search seds, the
requests for that information. In super-peer networks piih as éduesting peer asks the peer that has the requested lesflsti
Kazaa [3], Gnutella ultrapeers [41], and Chord super-pg8k of top-ranked super-peers. This list is then mergedlwn.hllrtkte
neighbors are selected from the set of high-capacity pestsdc Of Super-peers known to the requesting peer. The intuitiere h-
super-peers: low-capacity peers — the client peers — canr‘n?_)tthat if both peers were |_ntereste<_al in the same le, thersit i
become neighbors. highly probable that they will share interest for more lesthe

In this paper we aim at solving the problems of the existin@‘ture-

super-peer networks related to the issue of establishilagiae-

ships between peers. Before presenting our approach wefydenB. System model

the weak points of existing super-peer architectures. Béc¢he The information stored at a node in our system depends on
popular super-peer protocols proposed in the literatm@uding  he type of this node. Each weak peer maintainsuger-peer
Kazaa, Gnutella ultrapeers, and Chord super-peers, makesssé  cachewhich contains the identities of super-peers (e.g., tHeir |
one of the following three assumptions: addresses and port numbers). Each super-peer hiascache

1) Every peer is assigned to a xed, very small number (usiéf pointers to les stored at the peers. The relationshipsvben
ally one) of super-peers. Consequently, super-peers BeCOSOSPN:T peers are presented in Figure 1.
bottlenecks in terms of fault tolerance. Restoring theesyst  All items in the super-peer and le caches are assigpge
structures such as routing tables back to a consistent stgiies, which are non-negative integer numbers. The priority
after a super-peer crash requires a considerable effort. determines the importance of a particular item, the higher t

2) Peers are assigned to super-peers randomly and staéitter. The initial priority assigned to a data item whensit i
cally. The randomness of the assignment is explicit (as itded to the cache and the way the priority is modied upon
Gnutella) or implicit (as in Chord, where the super-pees cache hit are determined by thaching policy There are two
selection is based on peer identi ers, which are selectggtuations when the priorities are taken into account.tFizhen
randomly). This static assignment does not adapt to thge cache capacity is exceeded, the item with the lowestigyrio
changes in the network structure or to peer characteristigsremoved. Second, the priorities are used for optimizingry
(e.g., content interests). routing. Details are presented in Section I1I-D.

3) The peer-to-super-peer assignment has the so-callled- The last element of Figure 1 that has not been mentioned until
nothing property. When a peer connects to a super-peeipw is the network interconnecting the super-peers. We do no
the latter takes responsibility for all the content storéd &pecify precisely which of the P2P protocols should be uszd.h
the peer. Such an assignment does not catch the possijte assume however, that this protocol can ef ciently deahwi
diversity of the peer's interests, and makes balancing th&quent changes of the information stored at the supespee
load among the super-peers dif cult. Additionally, we require that the probability that a seascicceeds

In the rest of this paper we show how to overcome ais high when the requested information is present at leastebf

these limitations by introducing our self-organizing supeer the super-peers. Examples of protocols satisfying thesziarare
architecture, SOSPH#Y. Gnutella and epidemic-based approaches such as SCAMP [18].
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THE STRUCTURE OFSOSPNET.

peers. This is important, particularly in the initial stagethe
super-peer lifetime, when it is contacted by random peerso&d,
like LFU, the le caching policy should keep track of longrte

le popularity. Addressing the speci c requirements of Eaches,
we propose amixed caching policy that combines the desired
properties of LRU and LFU. According to the mixed policy, if
the le pointer was already in the cache then the correspandi
priority is increased by one as in LFU. Otherwise, the lemer

is added to the cache with its priority one higher than théésg
priority of all other cached items as in LRU. The high initial
priority of the inserted item and the slow alteration of thiopties

of items in the cache result in a better caching performance f
less popular les as we show in Section V.

D. Search protocol

Peers use the information collected during past searches to
improve the performance of future requests. The contents of
the super-peer and le caches are reorganized dependingeon t
feedback provided by peers involved in the search process.

The load-balancing mechanisms of SOSHANequire intro-

ducing some speci ¢ terminology. We assume that each sup&rpeer searchp : peer,f : le .name):

peer speci es itscapacityas a value in the intervgD; 1], with >
higher values assigned to more capable peers. We do not make
any further assumptions about the super-peer capacitieghw 4
may either re ect static node properties (e.g., CPU speed) 8
change dynamically based on the current situation in theesys 6
(e.g., available bandwidth). The particular method of cotimg
current loadof a super-peer is computed by counting the number
of requests processed by the super-peer in a certain timeefrao
called here theequest history windowThe size of the requestl!
history window is the same for all super-peers, thus makirgy
current-load values consistent across all super-peeheigyistem. "
However, the values of the current load of the super-peersata ;5
be compared directly, as different super-peers may hatereiift 1¢
capacities. Instead, we compute for each super-peeefthetive 17
load by dividing the current load by the capacity of the superrpee

g super-peefocalsearchg,f)

for s in p:S ordered according to decreasing prioritieto

if super-peeflocal_search succeedetthen

t S
break
if f was not found until novthen

. . . s  super-peer ip:S selected randomly with
the capacity values falls outside the scope of this papee Th propability proportional to its priority inp:S

<qg;t> super-peesearchsg,f )

if super-peersearch did not succeetthen
return ERROR "Filef not found”

if p:S containst then

increase the priority of in p:S
else

insertt into p:S
mergesuper-peecachesy, q):
return g

A super-peer controls its load simply by dropping some of tA& Super-peetlocalsearch(s : super-peerf : le name):
if an entry<f;q > exists in caches:F then

search requests. The fraction of accepted search requestyya 19

. 20 increase the priority ok f;q > in s:F
those sent to the super-peer is de ned asdheepted load ”n Ireturn priority a= 1
q
22 else
C. Two-level caching 23 return ERROR "Filef not found”

The two-level caching architecture represented by super-p,, super-peetsearchs, f ):

and le caches allows to separate caching policies that canJg

perform a search in the super-peer

optimized for a peer role. In SOSRN, super-peer caches of super-peet which has an entry f; q >

the weak-peers and le caches of the super-peers are clautro?é
according to different caching policies. 27
The priority of a super-peer in a super-peer cache is inedsa§2
by one after every positive feedback provided by this syjger
This leads to thén-cache least frequently used (LF{8] policy.

if search succeedethen
insert<f;q > into s:F
return <q;t>
else
return ERROR "Filef not found”

network to locate a

in its cache

The bene t of LFU is its inherent memory property — the prigri 31 merge super-peercachesp : peer,q : peer):

of the super-peer is determined by the amount of successtul
feedbacks it has provided in the past. The priority chanigeslys 33
so one positive response from an unknown super-peer will Abt
discredit a well-proven super-peer that satis ed many estg 36
in the past, which would be the case if one used a memoryless

policy [28] such adeast recently use@RU). Fig. 2: Pseudo-code of the search protocol in SOSPN

The caching policy employed for le caches should meet some

speci ¢ requirements. First, similarly to LRU, le caches the The pseudo-code of the search algorithm employed in owr self
super-peers have to adapt fast to the changing needs of tile warganizing super-peer network presented in Figure 2 isddii

for sin q:S do
if p:S containss then
increase priority of in p:S
else
inserts into p:S
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into four subroutines. The super-peer cache of germsrdenoted Before describing the load-balancing mechanism of SOSRN
by p:S, while the le cache of super-peeris represented asF. we rst de ne the requirements of load balancing for a super-
The main search algorithm is the functipeer_.search When peer network in general. A minimal requirement is to prevent
a weak peemp looks for a le f, it rst checks the le caches situations in which the load imposed on a super-peer exceeds
of the super-peers known to it (line 2). Note thastarts with its capacity limits. A more advanced load-balancing soluttan
the super-peers with the highest priorities. When the Iéoisnd further guarantee that the load assigned to each superipeer
(line 4), a pointer to super-pesrthat knows the location dof is proportional to its capacity. Finally, the performance rnead
stored for future reference (line 5). However, if the le wast and implementation burden incurred by adding the loadrzita
found with this method (line 7), the search request is fodedrto extensions should be low. In the remainder of this section we
one of the super-peers p's super-peer cache selected accordinghow how the above goals can be easily achieved by exploiting
to a random distribution biased towards super-peers wighdri the properties of the self-organizing super-peer network.
priority (line 8). This super-peer is further responsitde Ibcating At rst sight the load-balancing problem that we face in
le f. If the search succeeds, a paig;t> , whereq is a peer the SOSPNT design seems to be more dif cult than in other
that hasf andt is a super-peer that has a pointeff;q > in  super-peer networks because the SOSPBuper-peers do not
its le cache, is returned tg (line 9). At this point the self- explicitly know their weak peers. Furthermore, in the SOSP-
(re)organization process begins. This process is periimévo NET architecture, the assignment of weak peers to super-pgers i
stages. First, pegrincreases the priority of the super-pgehat not xed. As a consequence, the super-peers cannot tratisfer
satis ed the search request (lines 12—15). As a consequeng@ak peers between each other without the active cooperatio
in the futurep will direct more of its requests to. Second,p of the weak-peer layer. Being aware of these limitations, we
integrates the list of super-peers kept by the weak peeith have built into the search protocol a mechanism that intlirec
its own super-peer cache (line 16). We exploit here a simpl@,uences the set of super-peers contacted by the weak fgers
yet powerful principle callednterest-based locality42], which discouraging directing requests to overloaded superspeer
postulates that ip andq are interested in the same le, it is very The basic idea behind the load-balancing mechanism of SOSP-
likely that more of their requests will overlap. It is thusnieecial ~ NET relies on the observation that a super-peer may control the
for both p andq to use the same set of super-peers. number of received requests by affecting its priority in soper-
The algorithm of thesuper-peetlocal_search is straightfor- peer caches of weak peers. An overloaded super-peer catysimp
ward. The search succeeds only if a pointer tof lés present in start dropping some of the requests, effectively decrgagm
the le cache of super-pees (line 19). Before returning the peer priority in the super-peer caches of the requesting peessth&
g that possesses I (line 21), the priority of the corresponding priority of a super-peer has a direct impact on the prokigbili
cache item is increased (line 20). of that super-peer being selected as a request target, #ue lo
The function super-peetsearch performs the search in the exercised on the overloaded super-peer will gradually esesz.
super-peer network (line 25). Upon receipt of the searchlt®s Note that if a super-pees refuses to service a request then
a pointer to the requested Ié and to the peeq holding le  eventually the client peer will ask another super-pety search
f are added to the le cache &f (line 27). The return value of for the le and to subsequently store a reference in its |ehea.
the function (line 28) contains not only the pegrbut also the |n other words,t will eventually take over some of the le
super-peet that has a pointer t6 in its le cache. references that were cached &y
The last function presented in Figure 2nergesuper-  The requirement that the load experienced by a super-peer is
peer.cachestakes two parameters representing two ppemsdq.  proportional to its capacity involves relating the effeetioad of
The super-peer cache of pgers updated with the content ofs  that super-peer to the loads of other super-peers in theryst
super-peer cache (lines 32 and 33). The functionality ofgngr To avoid introducing an independent load-information exwe

the super-peer caches is not crucial for the system operatit protocol, we let super-peers gather load values of otheesiod
it accelerates the process of grouping weak peers undeathe syhile performing the search.

super-peers which improves the search performance. The integration of the SOSRN load-balancing functionality
with the search protocol is presented in Figure 3. The foncti
E. Insert protocol super-peerlocal_search of Figure 2 is extended with lines 18.1

The insert protocol deployed by SOSENis very simple. to 18.4, which control the fraction of requests that are kethd

Once in a while, each weak peer sends information on the I@gl Supzr-peers. Only a f"aCUOHdOfSZSCCGptedIoag ran%omly.b L
which it possesses to one of the super-peers in its super-p glected requests are accepted and processed as deseribed |

cache. This super-peer is selected randomly with a prababil ect|or: ”HtD' ;’he remalﬂlng reqltjes';sf are dropfgd, forcﬂlt@d
proportional to its priority in the super-peer cache. requesters 1o decrease the priortysofit a request IS accepted,
its timestamp is saved in the request history window denbied

s:W (line 18.4). Request timestamps are used later for congputin
F. Balancing the load among super-peers the current load of the super-peer.

Load balancing is critical to the availability, accessthjl The value of the accepted load of super-peer updated every
scalability, and throughput of a P2P system. Poor load baign time s discovers another super-peeduring the invocation of
may gradually transform the super-peer network into a baw&b super-peersearch(line 26.1) by taking into account the load of
network as was observed for Gnutella [11]. The idea here tign the update_acceptedload function. The values of effective
to avoid overloading individual super-peers, which is tlesec loads ofs andt, denoted bys:effectiveload andt: effectiveload,
when some super-peers are getting signi cantly more qedhian respectively, are computed by dividing the number of retpuis
others. the request history windows of the two peers by their cajescit
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18 super-peetlocal_search(s : super-peerf : le _-name): changed during system operation. The load imbalance cansed
18'; .rf r)rqndom ;/a(;ule fré)rtr;] r';mgeﬁ, 1) a change of the parameters of the super-peers is autorhatical
8 : s-accepted_oad he taken into account, and the system gradually adapts to the

18.3 return ERROR "Super-pees overloaded” . )
184  add request timestamp to request history window new circumstances. Because neither the weak peers nor ¢he |
19 if an entry<f;q > exists in caches:F then pointers have to be explicitly reassigned from one super-pe
to another, no complex overlay infrastructure suchvasual
servers[37], [51] or bucketsof le identiers [7] needs to be
24 super-peersearch(s, f): introduced.
26 if .search succeedetthen
26.1 updateacceptedoad(, t) G. Discussion

27 insert<f;q > intos:F o S .
d The exibility build into SOSPNeT eliminates all three weak

points of existing super-peer designs mentioned in Sediion

37 update_acceptedload(s : super-peert : super-peer): First, by manipulating the size of its super-peer cache,akwpeer
38  srequests  number of requests in windoarW may decide to how many super-peers it is connected. The more
39 trequests  number of requests in windowW connections maintained by the peer, the better is the easii to

40 s:effectiveload  s:requests=s:capacity

41 t:effectiveload  t:rrequests=t:capacity crashes of multiple nodes.

Second, the problem of static peer-to-super-peer assiginme

42 (t:effectiveload s:effectiveload)=(t: effectiveload ) - .
+ s:effectiveload) is solved by the policy used for the super-peer caches. This

43  new.acceptedload s:acceptedload + policy prefers super-peers indexing content that is clogeuser's

44 if new_acceptedload > 1 then interests. Possible changes in user interests or in thedfypes

45 new.acceptedioad 1 cached at the super-peers result in restructuring the ctions

46 if new_acceptedload < 0 then between peers

47 new_acceptedload 0 '

18 sacceptedload Third, the all-or-nothing property is replaced with a prdpe
s:acceptedload + (1 ) new.acceptedload that we refer to agartial responsibility The super-peers in our

system index individually selected les rather than theirensets

of les stored at their weak peers. This type of architectcam

deal with a situation in which a single weak peer has les of

different semantic types. Pointers to these les can theodohed

by different super-peers.

Fig. 3: Pseudo-code of the super-peer load-balancing @bto
in SOSPNET.

(lines 38 to 41). The imbalance between loadssoéndt is

then quanti ed by computing the relative difference between IV. PERFORMANCE MODEL

the effective loads (line 42), which is then used to compbte t

value of the parametarew_acceptedload of s (lines 43 to 47).

Finally, the accepted load afis updated by applying exponential

smoothing [10] with weighting factor 2 (0; 1) to the current

value of the accepted load andw_acceptedload (line 48). We

use exponential smoothing instead of just replacing theted

loads with the new values to avoid drastic changes in thepaede

loads, giving the system time to adapt to the new settingk [16
In one specic case the behavior of the load-balancing aft- Notation

gorithm can be confusing. Let's assume that super-peés It has been observed [17] that user content interests asawell

overloaded and that it has in its cache the poirtérg > to le le popularities in le sharing P2P networks are not indepent.

f requested by. The request will be forwarded to another superfhe similarities in user request patterns can be modeled by

peer, sayt. Super-peet will then perform a super-peer searchassigning semantic types to both les and peers.

nd s, store pointer td in its own cache, but retursg;s > to We use the symbol®, U, andN to denote the total number

p. As a consequence, pegwill increase the priority ok in its  of les (data items), of peers (users), and of semantic tyipes

super-peer cache. This behavior is counterintuitive aBould be the system. The number of les and peers of (semantic) tyge

This section presents the data models that we use in evajuati
the performance of SOSHN. We start with introducing some
terminology and notation. Then we describe the two datasets
used in our experiments. Finally, we estimate the thealktic
upper bound on the caching performance that can be achieved
by SOSPNT.

of the priority of s should be interpreted as a one-time tradeofgre numbered sequentially frointo dn. Each peer periodically
If a different peer subsequently sends a request forf I1éo t, generates a request for a le, which is selected according to
super-peet will satisfy the request from its local le cache. Ourdistribution that depends on the peer's type only. We debgte
load-balancing algorithm has thus the highly desired ptypef  p(m) the overall probability that a random peer requests a le of
replicating le pointers cached by the overloaded suparpeat typem, and byp(m;k) the overall probability that a random peer
lighter-loaded peers. asks for thek-th le of type m, for k =1;:::;dm. Note that the
The load-balancing scheme that we presented here is simgistribution ofp(m) can be computed from the valup@m; k) in
yet powerful and extremely exible. While many state-ogth the following way:
art load-balancing algorithms assume that all peers havaleq .
capacities [26], [27], our self-organizing architecturancdeal p(m) = p(m: Kk): 1)
with arbitrary capacity values and even allows these valadse k=1
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Further, we use the symbah (m; k) to denote the probability behave indifferently, while at the other extreme withequal to
that a peer of typen requests thé-th le of type m. We will 1, peers of typen request only les of typen.

de ne this probability in Section I1V-B. Clearly, the valuespr]:(m k) de ne valid probability distribu-
tions because the sum .. pn(m;k) equals 1 for everyn 2
B. Models of the semantic structure fLeo ;XN 9 « «
In our experiments we use four datasets to model le populari pn(m;k) = pn(n; k) + pn(m;k) =
ties. The rsttwo of them are based on real-world traces |avttie m;k k m6 nk
second two are created synthetically. The properties aldtesets X
are presented in Table I. There are two reasons for using both @ )+ p(n) p(n; k) + @ p(mk)=
models. First, a broader spectrum of the simulation dateases k me nik
the credibility of our results. Second, we use the oppotyutt O] p(mk)+@ ) p(mk)=1
assess the usefulness of synthetic datasets in the evaluati k m;k

system designs based on the semantic paradigm. The validaj, ta above formulas, we use Eq. (1) anr'gthe factpbat k) is a
is performed by comparing the behavior of SOSRith real probablllty distribution, which implies that ., p(m;k) equals
and synthetic datasets. '

1) Model based on real tracedBefore presenting the method A very important property of our model of the semantic

of computing the dlstr_lbutlonp(m) and p(m’k) from the actual structure is that the frequency of queries to les generédigd
data traces, we describe how we have obtained these trawes. F

. . h I h | . "all the peers in the system follows the distributipfm; k). To
penc_;d of eight months we have co ecte_d the download sitis prove this fact we compute the probability that a randomlg an
provided by thesuprnova.org  [5] and piratebay.org [6]

uniformly chosen peer selects tketh le of type m:
websites, which at the time of gathering the data were the

most popular [25], [36] websites used for searching les in

X
the BitTorrent [15] network. BitTorrent is currently therdgst u_”pn(m;k) = p(n) pn(m;k) =
P2P network with over one third of the world's P2P traf c [35] n Y n
Each le registered asuprnova.org  or piratebay.org is . X N
categorized by human volunteers called moderators. Wettiea p(m) (1 )+ p(m) p(m; k) + e m p(m(d Jp(m;k) =
categories de ned by the moderators as the semantic types.
For each le registered at suprnova.org or p(mk)+(1  )p(m;k)  p(n)= p(m;k):

piratebay.org we were able to obtain the number of "

peers downloading this le. The fraction of downloaders for In the above reasoning we make dise of the fact fa) is a

le can be interpreted as the le popularitp(m;k). In order valid probability distribution, and so , p(n) equals 1.

to reduce the inuence of temporal interest localities sah  2) Synthetic modelThe synthetic model of the semantic struc-
ashcrowds [36] on the value op(m; k), we compute for each ture which we use in our experiments was previously intreduc
le the average number of downloads observed during the &hah [19]. This model assumes that the numbers of les of each
measuring period. The average is obtained by dividing th&l tosemantic type are the same, and that the distribution of the
number of downloads of the le by the duration of the period ipopularity within one type, the le popularities without g
which the le was accessible for download. The distribusanf partitioning, and the numbers of peers of each type follopf'Zi
the le popularitiesp(m; k) extracted from thesuprnova.org law. We note that most related studies have assumed a Zipf
and piratebay.org traces are presented in Figure 4(a) andistribution (e.qg., [13], [24], [31], [40]), with the not&bexception
Figure 4(b), respectively. The les are sorted by semantfet of an evaluation of Kazaa [20] that tends to indicate thatt@ain
(see the third column of Table I). popularity follows a different type of distribution.

Although collecting the access patterns for a particular i$ The number of les and peers of each semantic type, and the
possible, obtaining complete statistics about the condemin- request characteristics in the synthetic model are giverihiy
loaded by a specic peer is infeasible. First, many users afellowing formulas:
behind NAT boxes which prevents us from discovering their

peer IP addresses. Second, we cannot guarantee that a user is Un = l|J_| (4)
not using other websites to look for the les he is interested n D N
in. Consequently, the behavior of users needs to be modeled dn = — 5)
synthetically, taking, however, le popularities into azet. 1 N
We propose the following formulas far, and pn (m;k): p(m) = m Hn (6)
un = p(n) U 2) Y = 1 1
" p(m; k) A g, W)
( 11 1. .
k) 6 n: E— A — 7 m 6 n;
pn(m:k) = o) pmik): men (3) p(mik) = Kom ", I T (8)
’ L )+ 5@y P(Mk); m=n: T — Lm=n

Eqg. (2) says that the number of users of a certain semante& tyghereH; = P }:1 15j is thei-th hg,rmonic number, and is a
is proportional to the popularity of this type. The paramete normalizing constant chosen so that,,.,, pn(m;k) equalsl for
[0;1] in Eqg. (3) characterizes how strong the interest of usersris=1;:::; . It can be shown thaz equals(l ) Hn +
for les of their own type. When equals 0, peers of all typesmdependent of.
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Dataset hame Data collecting period Number of semantic types| Number of les
suprnova.org February 2004 — April 2004 198 24,081
piratebay.org November 2005 — May 2006 40 164,821
suprnova _syn — 198 24,081
piratebay _syn — 40 164,821

TABLE |
DETAILS OF THE FOUR DATASETS

(a) suprnova.org (b) piratebay.org

0.1 -
0.01 | g

0.001 g
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1e-10

L L L
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o 30000 60000 180000
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Fig. 4
THE FILE POPULARITY DISTRIBUTIONP(M; k) FOR THE FOUR DATASETS THE VISIBLE "TAIL” OF THESUPrnova _Syn SYNTHETIC DISTRIBUTION IS
CAUSED BY THE FACT THAT THE LAST SEMANTIC TYPE IS REPRESENTEBY MORE FILES THAN THE OTHER TYPES IN THE DATASET

For the sake of comparison with the trace-based datasethile for all other peers this fraction does not decreaseteNo
we generate two synthetic datasets which we shall furthér cthat the optimality is determined by the arrangement of thes
suprnova _syn and piratebay _syn. The numbers of les in the super-peer caches as the contents of the le caches are
and semantic types in the synthetic datasets are the saméhes i fully determined by the arrangements of items in the superp
corresponding trace-based datasets (see Table I). Fig(okand caches. To support this claim we note that the content of a le
4(d) show the request frequencies per le in twgrnova _syn cache of a super-peer depends only on the set of weak-pexrs th
andpiratebay _syn datasets, respectively. send requests to this super-peer. A weak-peer contactscacspe

super-peer only if the pointer to this super-peer is in thakve
C. Optimal caching performance peer's super-peer cache.

Having the formal description of the model of the semantic 1) Existence of the optimumNow we will prove that there
structure, we can compute thoptimal caching performancef always exists an arrangement of items in the super-peeresach
SOSPNT, dened as the expected cache hit rate when tH#at is optimal. Consider the le cacteF of super-pees, and
arrangement of items in the caches is optimal. It is generait denote byrn (s) the fraction of all requests submittedddhat are
obvious how to de ne theoptimality of a particular arrangement issued by peers of type. Assuming the Independent Reference
of cached items. Here, we describe the optimality in terms dodel [46] of requestsand a reasonable caching poficat the
performance and fairness by consideriPareto optimality[23].  le caches, the cache hit ratio of a peer of typés non-decreasing
An arrangement of items in caches is Pareto optimal if it is nfunction of rn(s) — the more requests are produced by peers of
possible to modify the contents of the cache of one peer ih suc
a way that the fraction of requests produced by this peerciuat
be satis ed by the super-peers in its super-peer cacheasess

SMVS: Why is this a valid assumption?
4MVS: What the heck is reasonable?
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type n, the better cache:F adapts to the needs of peers of thisepresent the numbers of peess of type n:
type. _ X up _ X .

We say that an arrangement of items in the super-peer caches ocp= U ocp(n) = p(n) - ocp(n): (10)
is structuredif the caches of all peers of the same semantic type _ n n ) o
are the same. Consider a non-optimal structured arrangesfien N Optimal caching performance in an ideal situation queht

items in the super-peer caches. Non-optimality of an aearept N Ed. (10) provides an upper bound on the optimal caching
implies that it is possible to modify a super-peer cache & oh Performance value in any (non-ideal) situation.
the peers, sayp, in such a way that two conditions hold. First,

the fraction of requests produced pythat can be satis ed by V. PERFORMANCE EVALUATION
the super-peers ip's super-peer cache increases. Second, for allwe have built a discrete-time simulator to evaluate our-self
other peers this fraction does not decrease. organizing super-peer network. In the simulations we use th

A cache modi cation for a peep of type n inuences the model of the semantic structure introduced in Section IV.
values of thern(s) of some of the le caches at the super-peers.

Removing any super-peer from p's cache decreases (or does, .
. - . A. Experimental setup

not in uence)rn (s), and increases (or does not in uenag)(s),
where m is different fromn. Subsequently adding any super- The simulated system consists of 100,000 peers and 1,000
peers to p's cache has the opposite effect +(s) increases SUPer-peers. The selection of the number of peers relativbet
(or does not change), angh (s) decreases (or does not changeﬁumbef of super-peers is guided by what was learned from the
Furthermore, if for somd, r(s) increased (decreased) aftetudy of Kazaa [30] — the most popular super-peer network eve
modifying p's cache, then it will also increase (decrease) whefgployed, in which the peer-to-super-peer ratio is arou@d. 1
we perform the same modi cation to the cachepth wherep?is The sets of les and semantic types are obtained with the aaeth
a peer of the same type psWe showed earlier that the cache hiflescribed in Sections IV-B.1 and IV-B.2. The numbers of peer
ratio of a peer of typé at super-pees is a monotonic function ©f @ particular semantic type follow the distribution dedhdy
of r,(s). We conclude that if a certain modi cation in a peersEd. (2). The value of the parameteris set to 0.8. The size of
super-peer cache improves the hit ratios at some peers asd dfe super-peer cache in any weak peer is 10 while the size of
not decrease the hit ratios at all other peers, then applying the le cache in any super-peer is 1,000. Before the simurfati
same modi cation to the cache in a peer of the same type wifarts, all the super-peer caches have been lled with thstities
improve the same hit ratios, and will not decrease the other. ©Of super-peers selected randomly and uniformly from theo$et

We have just shown that if a certain modi cation of a super@ll super-peers. The le caches are initially empty. Eaclerpe
peer cache of peep improves the non-optimal, structured ardnitially stores 10 les selected randomly, taking into acat the
rangement of super-peer caches, then by applying the saf§gPopularities and peer type. The super-peers are orgahiato
modi cation to the super-peer caches of all peers of the sar@denutella-like network. Simple request ooding is empldyfer
type asp the arrangement can be improved by at least the satqgating les that are not found in the local le caches.
amount. Such a modi cation results in an arrangement that is The simulation is executed in phases. In each phase, evety we
again structured. There is, however, a nite number of (gtriced) P€er requests one le. The target of the request is deteuriiye
arrangements, which means that we cannot endlessly imptave the distributionspn (m; k). Although in SOSPRT searching and
some point we will end up with a structured arrangement whidfad balancing are integrated in one protocol, in the expents
is optimal. Note that in the optimal arrangement, the syeer We evaluate these two mechanisms separately by disablauy lo
caches of all weak-peers of the same semantic type are the sdpalancing during all experiments but the last one.

2) Upper bound: After proving its existence, we will provide
an upper bound on the optimal caching performance. In anl idga Results
situation, each weak.peqer has its own “private” set (,)f SUPET™ " This section presents the results of the experimental atratu
peers that cache pointers to les which are most likely to bgﬁr SOSPNET.
requested by. Let's assume for simplicity that the sizes of all
super-peer caches in the system are equal tnd the sizes of all
le caches are equal to. Consequently, the super-peerspofan

1) Caching performanceln the rst series of experiments we
compare the performance of searching in SO&PWNith three
. . : other systems that exploit a semantic structure in the P2#orie
index in total at most ~unique Ies.. Now we only have to nd The rst of these systems, theymmetric peer-to-peer network
the set. of les which are mo.s.t likely to be requested ly does not make use of super-peers. Similarly as in [47], eaeh p
Accordmg to Eq.. (3), the probability .that theth le ,Of YPE M in this network maintains a cache of nodes that answered thei
Is requested by is pn(m;k), wheren is t.he semantic type . requests in the past. The caching policy used here is the same
We sort all valuegin(m: k) in a descending ordeph (m; !(1) . as the policy of the super-peer caches in SO8PNhe size of
Pn(m2;Ka) Pn(Mpkp), (Mi;ki) 6 (m; kj) fori 6 j. 0 peer caches is set to 40. The total number of items cached i
The probability that a le requested.bg IS saqs ed by one of the symmetric network is 4,000,000 (100,000 peers with esich
its super-peers, denoted bgp(n) (optimal caching performance of size 40 each), which is twice as high as the total number of
of a peer of typen) can be expressed as items cached in SOSRN, which is 2,000,000 (100,000 super-
P pn(mitk) X peer caches of size 10 each, and 1,000 le caches of size 1,000

i=1 PNV R il Y-

b — = pn(mi;ki): (9) each).
i=1 Pn(mizki) o The second system, theed super-peer networkused for
The optimal caching performance of the whole systenp, is comparison exploits super-peers, but assumes that thésgier-
the weighted average of the valuesp(n), where the weights peers assigned to a weak peer is xed. Similar to SO8&PN

ocp(n) =
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Fig. 5

CACHE HIT RATIO FOR FOUR TYPES OFP2PARCHITECTURES EXPLOITING THE SEMANTIC RELATIONS BETWEEN PERS.

weak peers are initially assigned a list of 10 randomly arahd further improvement could only be done by modifying the
uniformly selected super-peers, but this list stays unmeddi peer-to-super-peer assignments. In the two-level caatetgork,
during the whole simulation. The xed super-peer archileet weak peers are not allowed to merge the contents of theirsupe
is comparable with the Gnutella network with ultrapeers][41peer caches, which has a signi cant performance impact. #gno
with the addition that the responses to peer requests ahemdac the evaluated systems, only SOSPMNreaches the theoretical
The size of the le cache at each super-peer is the same ag in parformance upper bound.

self-organizing network, and equals 1,000. An interesting observation regarding the optimal cachieg p

Finally, the third reference system, ttsuper-peer network formance introduced in Section IV-C can be made at this point
with two-level cachingfollows the approach described in [19],The value ofocpis de ned with the simplifying assumption that
exploiting two-level caching of semantic information, mout peers of different types are using distinct sets of superspe
weak peers exchanging information about their super-peers Consequently, the value estimated by Eq. (10) may be hidiaer t

Figure 5 presents a comparison of the performance of SOSbe actual achievable performance of a SO&Pike system
NET and the three reference systems. The results are shofpere super-peers are shared among peers of different seman
separately for all four datasets. For each execution phase WPes. The experimental validation using a realistic systeodel
present the fraction of search requests that are satis euhleyof shows, however, that this is not the case. The fact that tbleeca
the peer's direct neighbors (cache hit ratio). The diredgiteors it ratio of SOSPNT converges tamcp has two consequences.
in the symmetric system are the nodes stored in the peettecad-irst, the formula in Eq. (10), which gives the performanpeer
In the super-peer architectures, the direct neighborsharsuper- bound, is also an accurate approximation of the actual \afittee
peers contained in the super-peer cache. To improve thigyclaroPtimal caching performance. Second, the performanceeaethi
we only plot every fth point. Also, we organize the labelstime by SOSPNeTis close to optimal.

legends to re ect the order of the lines in the plots. Thedsbtie 2) File caching policy: From here on, we study the perfor-
represents the value of the optimal caching performancend® ance of SOSPHAIT on the suprnova.org dataset, leaving
Eqg. (10). the alternative designs and datasets aside. In the folipsamies

All three super-peer architectures outperform the symmetiof experiments we investigate the properties of the novelethi
design. The cache hit ratios of the self-organizing, twele caching policy by comparing it to traditional policies repented
caching based, and xed super-peer networks are very similay LFU and LRU. The comparative results are obtained by
in the early execution phases. However, at some point, drouminning the simulation described in Section V-B.1 for theSFO
phase 30, the performance of the xed system stabilizess &hi NET architecture with the mixed le caching policy replacedtrs
the point where the items in the le caches are arranged @iym by LFU and then by LRU.
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Fig. 6
THE IMPACT OF THE FILE CACHING POLICY ON THE CONVERGENCE SPEE(A) AND THE CACHE HIT RATIO FOR INDIVIDUAL FILES (B).

The convergence of the cache hit rates in the course of th@0. In spite of the scale of the failure, the cache hit ratesd
simulation for the three caching policies is presented ig- Finot decrease much. In the next 30 phases, the performance of
ure 6(a). According with the expectations discussed iniG@etii- the system returns to the performance level observed béfiere
C, LRU converges faster than the other two policies. Althotige  failure.
converged cache hit ratio is the highest for the mixed pplicyg 4) Clustering of peers and contenttn Section IlI-A we
improvement over LRU and LFU is not signi cant. claimed that the mutual dependency established between the

The real advantage of the mixed policy is visible only afteguper-peer and the le caches results in semanticallyedlpeers
presenting the cache hit rates for individual les. Figurgh)e and les being clustered together. Here we validate thesmness
decomposes the converged cache hit ratio into cache hi odte Of this claim. We rst investigate the correlation betweeme t
requests targeting each single le. Files in this gure asmked super-peer caches of weak peers of the same semantic tygee. Al
based on their popularity. It is clearly visible that the gtxpolicy, in this experiment we use theiprnova.org  dataset.
compared with LFU and LRU, leads to higher cache hit rates for Figure 8(a) presents the value of theer clustering coef cient
less popular les. This property of the mixed policy decresithe de ned for each semantic type. The semantic types are sorted
dependency of the system on the presence of a strong sema#gording to the decreasing values of the clustering ceaits.
bias in content popularity and reduces the variance of tohiog The peer clustering coef cient is the average number of fidah
performance across les. The mixed policy has thus a pasititems in the super-peer caches of peers of one semantic type
impact on the system performance in case of searches for Idided by the size of the super-peer cache. The statisties a
with heavy tailed popularity distributions. collected in execution phase 1,000. For the sake of congaris

3) Peer joins and leavesThe number of execution phasesV® also present the peer clustering coef cient computechat t

needed for SOSPIT to achieve its peak performance does n&eginning of the simulation for randomly initialized sujperer
say much about the bootstrapping period of an individuar.pegaCheS'

In the next experiment we measure how long it takes for a peerA high value of the peer clustering coef cient indicatestitee

joining the system to nd its optimal set of super-peers. sThiIocality property of the weak peer requests is indeed etqudby

time we only use theuprnova.org dataset. We assume thatthe architecture of SOSHN. For more than 90% of the types,
the new peer joins the network when the system has reachedPg§'s Of the same type have on average at least 3 (out of 10)
maximum performance, i.e., in phase 1,000 of the experimé _Fntlcal items in their super-peer caches, which is reatslek
described in Section V-B.1. Figure 7(a) shows how fast tlehea given that there are 1,000 super-peers in the system.

hit ratio of the new peer increases with the phase numberisf th In the foIIowmg. experiment we evaluate the correlation be-
peer. tween the semantic types of les in the le caches. We de ne th

We expect that the self-oraanizing suer-neer network is IrIe clustering coef cientof a semantic type as the average of the
- P . 9 g superp Saccard's coef cients of pairs of les of this type. The Jacd's
silient to node failures (unexpected leaves) because ofréhe coefcient [1] is a commonly accepted measure of similarit
dundancy built into the architecture. A weak peer that Isos y P y

. - between sample data. Jaccard's coef cigrif 1;f») of the pair
some of its super-peers can still connect to the networkgusin . .

L A . of les (f1;f2) can be expressed as:
the remaining nodes in its super-peer cache. We simulate a ] )
catastrophic system failure by killing simultaneouslyfhel the I(fr:fo) = JQ(f1)\ Qf2)j . (11)
weak peers and half of the super-peers, both selected raypdom jQ(F1)j + jQ(F2)j
and uniformly. As a consequence, on average 50% of the psintahereQ(f;) is the set of super-peers that have a pointefr; to
stored in super-peer and le caches become invalid. We meastheir le cache. In other words, the Jaccard's coef cient tofo
how long it takes before the system replaces the brokeneredes |es is the ratio between the number of co-occurrences ohbot
with valid ones. les and the total number of individual occurrences of thdes

Figure 7(b) shows how the performance of the system iis the le caches. The values of the le clustering coef cimsn

affected by the failure of 50% of the nodes in execution phasbserved in execution phase 1,000 are compared in Figude 8(b
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Fig. 7
THE CACHING PERFORMANCE OF A WEAK PEER JOINING THE SYSTEfR), AND THE DROP IN PERFORMANCE WHEN HALF OF THE PEERS
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Fig. 8
THE CORRELATION BETWEEN THE SUPERPEER CACHES OF THE WEAK PEERS OF A CERTAIN TYP@) AND BETWEEN THE ITEMS IN FILE CACHES OF
THE SUPERPEERS(B).

with clustering coef cients of le caches initialized withointers to correct the accepted loads of the super-peers (see Bdtiie)
to les selected randomly with a bias towards more populas.| is set to0:9. We let the simulation run for 1,000 phases before
Also in this gure the semantic types are sorted according tmeasuring the average effective load, the standard dewiati
the decreasing values of the clustering coef cients. The of the effective load, and the cache hit ratio of the supergéer
biased instead of uniform random distribution during the | the different capacity groups.
cache initialization makes the comparison more repreteata Ideally, the effective loads of all super-peers in the gyste
for an environment where the number of le occurrences in thghould be the same. The results of the experiment, whichrare p
system is proportional to its popularity. sented in Table Il, indicate that the load-balancing meismarof
The smaller extent of le clustering in SOSREN compared SOSPNETis able to distribute the system load among the super-
to peer clustering is expected. The targets of peer reqaests Peers according to their capacities. Furthermore, the laluev
not limited to les of one semantic type. Even if all peers ofeo Of the standard deviation indicates that there are no sigmit
semantic type use the same super-peers, the le caches s théifferences in the amounts of load assigned to super-peihs w

super-peers will still maintain pointers to les of diffetetypes. the same capacities. Finally, the last column of Table Iwsho
d;hat the load-balancing mechanism does not signi cantfecif

: . - . o the search performance by retaining cache hit rates whieh ar
balancing functionality of SOSP#N to assess its ability to deal
g y y close to those observed when load balancing was disabled (se

with super-peers with heterogeneous capacities. ;

. . . SFcUon V-B.1).
Every super-peer is randomly and uniformly assigned one o

four capacity groups. The capacity values of the number péisu

peers in each group are presented in Table Il. The results wer

obtained for thesuprnova.org dataset. All super-peers start We have introduced a self-organizing super-peer netwathi-ar

with the same value of the accepted load equdl,teesulting in tecture called SOSP# built on top of an unstructured topology

super-peers accepting all requests. The parameteontrolling with semantic correlations between peers and les. Staniith

the speed of convergence of the exponential smoothing gegblo random sets of neighbors, peers are always able to nd super-

5) Load balancing:In the last experiment we activate the loa

VI. CONCLUSIONS
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Super-peer | Number of Average Standard | Cache
capacity | super-peers| effective load | deviation | hit ratio
0.25 242 172.516 30.212 0.843
0.5 252 163.754 20.864 0.835
0.75 243 148.226 19.185 0.847
1 263 159.374 21.549 0.851
TABLE Il

THE PERFORMANCE OF THE LOABBALANCING ALGORITHM OF SOSPNT.

peers which guarantee the highest performance of theiclsesr [19] P. Garbacki, D.H.J. Epema, and M. van Steen. Two-leeshantic
All decisions in our system are made locally by each peerdase
on the information collected during previous searches. Aieh
also proposed a novel performance model of a P2P networkewhgiy
peer requests exhibit semantic patterns. Through siroaktith
real-world trace-based data, we have shown that in SCESPt
only very popular les, but also less popular content can tﬁl]
located very ef ciently. Further, we have demonstrated thaew
peer that joins the system can very quickly nd the set of supe

peers that guarantee the highest performance. Finally, ave h[22]
shown that our system is robust to catastrophic failured that it
supports super-peers with heterogeneous capacities yotiog
the amounts of load delegated to individual super-peers.
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